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Abstract 

 

The work presented in this thesis was motivated by the question as to how relevant information 

is selected for focused attention, visual exploration and memory encoding in infancy. This 

question involves the initial paradox that the cognitive system can only discard information 

once it has already attended to it, thus wasting cognitive resources. Based on both the adult and 

the infant literature, my main hypothesis was that ‘surprise’, i.e. a violation-of-expectation 

might act as a mechanism that highlights a piece of information that is ‘worth learning’. 

 In three experiments, I explored whether events that – presumably – contradict the 

infant’s expectations would result in better learning outcomes. In Experiments 1 and 2, 12-

month-olds saw an object magically disappear (Experiment 1) or appear at a new location 

following an occlusion event (Experiment 2). These scenarios – and their possible counterparts 

– were followed by an opportunity to learn a new property about the object, with the prediction 

that violations-of-expectation would facilitate learning. In Experiment 3, 17-month-olds were 

presented with familiar objects that were either labelled correctly (dog = ‘dog’) or mislabelled 

(dog = ‘banana’/dog = ‘cumbles’), followed by a subsequent recognition memory test. In brief, 

infants in these experiments did not show enhanced learning and memory for the items that 

had previously surprised them, despite unambiguous evidence for a surprise response in 

Experiment 3. I used eye-tracking to explore infants’ gaze duration, fixation patterns and pupil 

dilation in response to the surprising outcomes, as well as their looking times to the entire 

screen and their social referencing behaviour. The interpretation of infants’ looking behaviour 

and the potential inferences to be drawn regarding the underlying cognitive mechanisms are 

discussed throughout the thesis. 

 Furthermore, motivated by the experimental evidence, I explored infants’ underlying 

representations that are violated in these experimental paradigms. I reasoned that the source of 
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surprise – i.e. the strength of a representation and the degree of certainty with which it is held 

– is likely to determine the cognitive impact of surprise. This question echoes previous 

discussions in infant cognition on the correct inference to be drawn from infants’ responses to 

violations-of-expectation, which are questions that I discuss throughout the thesis.  

 In order to explore whether infants rely on purely sensory memories to solve violation-

of-expectation tasks, I tested 12-month-olds in a paradigm that involved the impossible 

appearance of an item at an empty location (Experiment 4). A surprise response in this scenario 

– measured via looking times –  would indicate that infants represented the absence of an item 

at the location, which is difficult to accomplish using sensory memories alone. Similarly to 

previous studies with younger infants, 12-month-olds did not respond to this violation, which 

is compatible with the view that these early representations are derived from sensory memories. 

 Furthermore, motivated by the findings of Experiment 4, I tested adults in a novel 

paradigm that involved the concurrent encoding of multiple items and empty locations and 

responding to changes that occur at one of the locations (Experiment 5). I analysed fixation 

patterns during encoding, pupil dilation during the delay phase, as well as accuracy and reaction 

times at the response phase. In summary, all of these measures revealed the same finding, 

namely that – unlike items – empty locations were exclusively encoded as a property of the 

global pattern as not as unique pieces of information.  

 In summary, the results from Experiments 1, 2 and 3 argue against the hypothesis that 

violations of firm prior knowledge facilitate infants’ learning. Additionally, the results from 

Experiments 4 and 5 suggest that forming a representation in the absence of clear visual input 

is remarkably challenging for the encoding and retrieval processes, even in adulthood. These 

findings are interpreted in light of earlier work in the adult and infant literature on the link 

between perceptual novelty and surprise, with a special emphasis on their likely cognitive 

impact. 
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Chapter 1.  

Does surprise enhance infant learning? Exploring the impact of prediction violation on 

attention, encoding and memory consolidation 

 

1.1. Background and motivation 

 The research presented in this thesis was motivated by the question as to how learning 

in infancy is possible given the uniquely difficult learning situation that infants encounter (see 

Tenenbaum et al., 2011). Firstly, infants are often unfamiliar with the context of learning, and 

their prior domain knowledge is severely limited. Consequently, if learning is understood as a 

process of anchoring new information to an existing knowledge structure, this poses a difficult 

question as to how knowledge might initially emerge if there is nothing to relate the new 

information to. In close connection to this problem, if next to nothing is already known, then 

almost everything is yet to be learnt; which might easily result in an overload of sensory 

information. Lastly, the problem is exacerbated by the fact that the cognitive resources 

available to invest into learning are in short supply compared to the learning situations 

encountered in later childhood and adulthood. 

 Perhaps counterintuitively, infants’ limited processing and memory capacity might 

prove to be beneficial in early learning. Computational modelling work has shown that if the 

data exceeds a certain complexity, then capacity limitations might improve learning by 

allowing the model to encounter the data incrementally, rather than all at once (Elman, 1993). 

In case of infants, available attentional and memory resources constrain information processing 

to a narrow temporal window, which would only allow them to process simple associations, 

which in turn would protect them from sensory overload.  

 While the above hypothesis explains why it is beneficial for the learner to ‘start small’ 

(Elman, 1993), it is yet to be explained how the cognitive system selects those pieces of 



 17 

information that are simple enough to be encoded and worthy of the cognitive investment. One 

way to overcome this problem would be to first evaluate the potentially learnable information 

along the dimensions of relevance (i.e. how important it is to learn it) and cognitive investment 

(i.e. how difficult it is to learn it). Subsequently, a small amount of new information might be 

selected, whilst the majority of the material could be discarded. 

 However, the cognitive system would only be able to evaluate the relevance and the 

complexity of the available sensory stimuli and discard the unwanted information once it has 

already attended to it and encoded it, thus wasting the cognitive resources that it intended to 

spare. Therefore, it seems reasonable to assume that there must be cognitive mechanisms in 

place throughout infant learning that filter the available sensory data at little to no cost and 

select a small amount of information for deeper cognitive processing. 

 These filtering mechanisms might contribute to various stages of cognitive processes. 

Firstly, there might be mechanisms in place that guide attention to the most relevant and most 

learnable piece of information in the visual scene, thus preventing attention to be allocated to 

the irrelevant material. Secondly, once attention has been allocated to the most relevant aspect 

of the scene, these mechanisms might bind and capture attention in order to increase the time 

spent encoding the highlighted piece of information. Additionally, above and beyond the 

duration of encoding, these mechanisms might also increase the cognitive effort invested into 

the encoding process and the memory consolidation of the selected information.  

 Adaptive filtering mechanisms that facilitate learning in a situation of high entropy –  

such as learning in infancy – might contribute to some or all of the above mentioned processes. 

Evidence for the presence of these mechanisms will be discussed below, with a special 

emphasis on surprise as a potential filtering mechanism. The impact of surprise on attentional 

selection, encoding and memory processes will be discussed in light of both the adult and the 

infant literature. I will focus on studies using eye-tracking (fixation patterns, gaze duration, 
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pupil dilation) and behavioural measures (looking times, reaction times, change detection 

accuracy), which constitute the primary measures used in the current experimental work. The 

adult and the infant literature will be discussed in parallel in order to critically evaluate the 

question of whether surprise does indeed enhance learning, and to situate previous infant 

findings and the current experimental work in a wider context. Lastly, the rationale and the 

main findings of the experiments in this thesis will be discussed, followed by a presentation of 

the experimental methods. 

 

1.1.1. Potential mechanisms underlying attentional selection in adults: Perceptual 

novelty, information gain and reward 

 Evidence for mechanisms that filter out irrelevant sensory information comes from the 

adult literature on selective attention, showing that only a small amount of the available 

information is represented in the brain at any one time and the selected objects are represented 

at the expense of others (e.g., Broadbent, 1958; Desimone & Duncan, 1995; Reynolds et al., 

1999).  On the one hand, giving attentional priority to a subset of the visual scene at a certain 

timepoint allows for the detailed encoding of the selected information whilst reducing cognitive 

cost by discarding the rest of the stimuli. On the other hand, discarding the majority of the 

stimuli as irrelevant poses a risk of failing to detect a behaviourally relevant change that takes 

place in the unattended subset of the scene. Therefore, adaptive attentional selection will 

maximise the gain that results from the detailed encoding of a single object or a single locus of 

attention whilst minimising the losses that may arise from withdrawing attention from the rest 

of the scene (see Anderson, 2013). 

 A potential mechanism that drives the allocation of selective attention in adults is the 

relative salience of the sensory stimulus. Visual search tasks have shown that a salient feature 

speeded up the detection of a target in an array of distractors (Wolfe, 1998; Treisman & Gelade, 
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1980), and, conversely, a perceptually salient distractor slowed down participants’ search for 

the target (Theeuwes, 1991; Yantis & Jonides, 1984). In accordance with these findings, it has 

been proposed that during image viewing the visual system computes a salience map (Itti & 

Koch, 2000; 2001), which represents the scene based on the combination of a number of low-

level visual features, such as orientation contrast, colour contrast and luminance contrast. 

Attention will then be selectively allocated to the locations with the highest contrast values in 

the scene, and fixations will be preferentially made to these locations (Foulsham & 

Underwood, 2008; Parkhurst et al., 2002).  

 In close connection with the findings that the relative salience of the stimuli drives the 

allocation of attention, perceptually novel stimuli have also been shown to capture attention. 

Novel targets – such as a specific letter presented in a new colour, for instance – have been 

shown to be identified more quickly and more accurately in an array of distractors compared 

to perceptually familiar targets – such as the same letter presented in the previously used colour 

(Horstmann, 2002; Johnston et al., 1990; Neo & Chua, 2006; Horstmann & Ansorge, 2006). 

 Additionally, eye-tracking studies have shown that participants were faster to orient 

their gaze onto a novel target compared to a familiar target in an array of distractors (Horstmann 

& Hervig, 2015; 2016). Importantly, once the novel target had been detected, participants’ gaze 

also dwelled longer in the area of the target item compared to when the target was familiar, 

indicating that perceptual novelty not only guides but also binds eye-gaze (Horstmann & 

Hervig, 2015; Ernst & Horstmann, 2018). 

 Furthermore, the locus of salience and perceptual novelty in the scene often coincides 

with the area that has the highest information value at any given point in time in the 

dynamically changing visual field (see Gottlieb, 2012). Correspondingly, sudden changes in a 

real-world scene caused by the disappearance of an object or the appearance of a new object 

attracted eye-gaze to the area where the change had taken place (Brockmole & Henderson, 
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2005). While in case of appearance the effect might be explained by the salience of the novel 

object, the finding that gaze was also drawn to the area where an object had disappeared from 

suggests that it might be the change itself that guided attention, rather than the perceptual 

novelty of the new object alone.  

 In line with this finding, the repetition of task-irrelevant distractor items in a visual 

search task has been shown to speed up the detection of the target item; an effect called 

contextual cuing (Chun & Jiang, 1998; 1999). This effect might be interpreted as the result of 

the automatic withdrawal of attention from the repeated configuration of distractors, which in 

turn allows for the attentional resources to be spent on finding the target item. Conversely, a 

change in the set of distractors hindered performance on finding the target item (Yang et al., 

2009).  

 These results suggest that while attention is withdrawn from perceptually familiar 

items, a change in the task-irrelevant background is immediately detected, even at the cost of 

the behaviourally relevant goal of finding the target item. The findings that change attracts eye-

gaze are thus compatible with the idea that attention is preferentially allocated to the area of 

the scene that offers the highest information gain and results in an updated representation of 

the scene. 

 In addition, another line of evidence shows that attention is guided by areas of high 

information gain even in the absence of perceptual novelty. Eye-tracking studies that focused 

on tasks where eye-gaze had to be dynamically integrated with movement, such as walking, 

driving, or making tea (Jovancevic et al., 2006; Hayhoe et al., 2003; Land & Furneaux, 1997) 

found that gaze was not primarily attracted to the perceptually most salient locations, but to the 

areas that reduced the largest amount of uncertainty with regard to carrying out the subsequent 

motor action. 
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 Furthermore, the idea that uncertainty reduction and information gain play a large part 

in selectively attending to relevant objects in the scene is partially compatible with the idea that 

attention is guided by learnt associations between stimulus and reward (see Anderson, 2013; 

Gottlieb, 2012).  

 Numerous studies using visual search tasks have shown that participants are more 

efficient at finding those targets that are associated with the delivery of monetary reward (Kiss 

et al., 2009; Kristjansson et al., 2010). Furthermore, learnt associations between stimulus and 

reward continue to affect attentional selection even when the stimulus no longer yields a reward 

(Raymond & O’Brien, 2009). These findings have been explained by the hypothesis that 

attentional selection and eye-movements are driven by the reward values associated with the 

visual items in the scene (see Anderson, 2013). 

 However, reward might impact attention and gaze patterns in a more indirect manner; 

namely, through the information value that each stimulus carries, which in turn can be utilised 

to attain rewards. While visually attending to a particular stimulus might bring about an 

immediate reward in a laboratory setting – such as fixating on an object might reward an infant 

with an auditory stimulus (Wass & Smith, 2014) or a monkey with a drop of juice (Sugrue et 

al., 2004) – attentional allocation in and of itself is unlikely to bring about an immediate reward 

in a real world setting. In other words, while a cup of tea might be interpreted as a reward, 

simply fixating on the cup will not result in the desired outcome. In contrast, attaining rewards 

is usually achieved by a series of combined actions and eye-movements which are all directed 

at reducing the largest amount of uncertainty at each step of the process.1  

 In addition, successful reduction of the uncertainty in the environment might itself be 

interpreted as a reward, as it has been shown that the brain generates intrinsic reward as the 

                                                
1 Although the primary role of eye movements is to sample information, and they only indirectly lead to rewards, 
there might be exceptions to this rule. For instance, preferentially attending to social stimuli, such as eye contact 
throughout infancy might result in an immediate reward (for example Farroni et al., 2002; 2005). 
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amount of uncertainty is reduced throughout learning (Oudeyer et al., 2007). The link between 

uncertainty reduction and intrinsic reward is especially important in the context of infant 

learning where the subject has no means of knowing which aspects of the scene might be task-

relevant, or that there is a task to be solved to begin with. 

 

1.1.2. A closer look at surprise 

 While the above mentioned mechanisms of attending to the areas of the scene that are 

perceptually novel and/or help reduce uncertainty might be highly adaptive, the infant learner 

faces an additional challenge when evaluating uncertainty. More specifically, the infant – or 

any learner who has limited prior experience with the context of learning – has to determine 

whether the novelty and the uncertainty in the environment signals a behaviourally relevant 

change, or, rather, the event sequence is inherently unpredictable and hence not worthy of the 

cognitive investment.  

 Reducible uncertainty signals incomplete knowledge, which can be eliminated by 

selectively attending to the locus of the highest uncertainty and revising the previous 

knowledge system, whereas irreducible uncertainty constitutes random variation or noise in 

the environment that cannot be eliminated by attending to it (Oudeyer et al., 2007; Yu & Dayan, 

2005). In other words, if different coloured lotto balls are drawn from a wheel, then each ball 

will be both perceptually novel and unpredicted, but no amount of attentional allocation will 

yield any further information regarding the colour or label of the next ball. However, if five 

consecutive balls were yellow, then we may arrive at the hypothesis that yellow balls are 

overrepresented in the set, or perhaps that all balls in the wheel are yellow. In this case, 

inspecting the content of the wheel or attending to the sequence would help test this hypothesis, 

and therefore the problem would deserve the cognitive investment.  
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 The way the brain differentiates between these two types of events is not fully 

understood (Gottlieb, 2012), and it would appear that evaluating the stimuli before encoding it 

or even attending to it results in the same paradox discussed above; i.e., the stimuli would need 

to be processed in order to determine whether it should be processed. 

 Therefore, it seems reasonable to suggest that if the uncertainty arises from a clearly 

identifiable mismatch between a network of previously reliable predictions and the observed 

outcome, then attending to the discrepant detail might help resolve the uncertainty. In contrast, 

if the entire event is wholly unexpected and the learner had no specific prior expectations, then 

the event might be unlearnable either because too much information would need to be 

processed to understand the regularity behind the data, or because there is simply no underlying 

regularity to understand. 

 In accordance with the reasoning above, an efficient mechanism for selecting 

information for further processing has to detect the type of unexpected uncertainty that is 

potentially reducible, which might best be accomplished by comparing the discrepant outcome 

to pre-existent expectations. Indeed, the concept of surprise has previously been 

operationalised as the cognitive process that involves the detection of a mismatch between prior 

predictions and the observed outcome (Meyer et al., 1991; Teigen & Keren, 2003; Itti & Baldi, 

2005), and this is how the term will be used in this thesis. 2  

 Importantly, according to the definition above, the concept of surprise only incorporates 

the cognitive aspects of detecting a discrepancy, which may or may not additionally result in 

                                                
2 From a theoretical point of view, the surprising outcome may contradict a prior expectation in two ways. Firstly, 
the subjective experience of surprise might arise immediately as the discrepant outcome unfolds, because a 
specific prior expectation had already been computed (i.e. surprise as a result of a “forward-looking” prediction). 
Secondly, the experience of surprise might result from an evaluation that follows the surprising outcome and 
computes what should have taken place instead of the actual outcome (surprise as a result of a “backward-looking” 
prediction). Nevertheless, in both cases having a prior expectation is a necessary condition for surprise to occur, 
and these two possibilities only differ in the time course of the pre-existent expectation becoming cognitively 
available. Importantly, this question only concerns the phenomenological aspect of surprise, which will not be 
investigated in this thesis. Instead, surprise will be understood as the cognitive outcome of observing a 
discrepancy, whether the process reaches conscious awareness or not. 
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the phenomenological aspect of surprise. Therefore, according to the definition of surprise used 

in this thesis, a discrepancy between the prior prediction and the observed outcome might be 

detected and acted upon with or without the presence of conscious awareness or deliberate 

cognitive effort on the subject’s part.  

 The definition of surprise as a discrepancy between the prediction and the outcome also 

incorporates events that violate a purely sensory prediction, which is akin to the concept of 

prediction error put forward by the theory of predictive coding (Rao & Ballard, 1999; Friston 

& Kiebel, 2009; for a review see Friston, 2018). According to this account, previous experience 

with the environment is continually re-used to predict the upcoming stimulus, and the 

difference between the actual and the expected outcome creates an error term which is fed back 

into the cognitive system.  

 Similarly, in the auditory domain, a mismatch negativity response is observed when the 

stimulus violates the previous auditory regularity (Näätänen, 1990; 2007). Although detecting 

the mismatch might draw the subject’s attention to the discrepancy, thus mediating between 

automatic and conscious processes (see Näätänen, 2007), this need not be the case. Indeed, a 

mismatch negativity response has been observed in newborns (Stefanics et al., 2009) and in 

comatose patients (Fischer et al., 1999), suggesting that a response to the discrepancy may be 

present without triggering a deliberate cognitive process to evaluate the discrepancy. 

 The concept of surprise as defined above is closely connected to salience and perceptual 

novelty, as most unexpected outcomes will differ from the previously held representations 

along a particular perceptual dimension. However, according to the definition, these novel 

events will only be interpreted as surprising if they are preceded by a specific expectation 

regarding the probable outcome of the events. 
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1.1.3. The role of surprise in attentional selection in adults 

 In line with the interpretation that a prior, unmet expectation is a necessary component 

of surprise, it has been shown that the presentation of a colour singleton amongst dissimilar 

distractors (for example in Horstmann, 2002; Horstmann & Hervig, 2015) only has an effect if 

participants had already generated specific sensory predictions regarding the scene.  

 In a series of experiments, Horstmann (2005) showed that participants were faster to 

detect a colour singleton on the critical trial only if all the items had been presented in another 

colour during the pre-critical trials (i.e., a red circle was detected quickly if all previous trials 

had involved the presentation of green circles). However, if the two colours had been 

intermingled during the pre-critical trials (i.e. trials with red circles and trials with green circles 

had been alternated, or red and green circles had been presented randomly within the same 

trial), then the colour singleton on the critical trial did not result in faster responses. These 

results indicate that the relative novelty of a red circle amongst green circles was not sufficient 

to speed up performance, instead, the effect depended on participants’ prior (sensory) 

expectation that the stimuli in the experiment should be and would be green.  

 In this paradigm (Horstmann, 2002; 2005; for a review see Horstmann, 2015), the 

discrepant item is both perceptually novel and at odds with prior expectations. Importantly, 

however, discrepant objects might guide attention – measured via shorter fixation latencies – 

even when they are not more novel or more salient than the rest of the objects in the scene 

(Underwood et al., 2007; 2008). In a naturalistic scene viewing paradigm the semantically 

unexpected items (such as a hoover in the garden or a lawn mower in the hall) attracted 

attention, measured by shorter fixation latencies to the incongruent compared to the congruent 

objects (Underwood et al., 2007; Figure 1.1.). These objects subsequently held participants’ 

gaze longer than the objects that were presented in their usual contexts. Importantly, in this 
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study the relative salience of the incongruent objects had been carefully controlled for using 

the software developed to determine low-level visual salience (Itt & Koch, 2000).  

 

  

Figure 1.1. Incongruent scenes presented in the study by Underwood et al. (2007). Objects that were 
presented in an incongruent context were detected faster and held participants’ gaze longer than the same 
objects presented in a congruent or neutral context. 

 

 Consequently, while a discrepant outcome might additionally be perceptually more 

novel than the expected outcome, surprise understood as discrepancy detection is logically 

separable from the presence or absence of perceptual novelty. More specifically, surprise has 

been linked to the discrepancy between prior and posterior beliefs in a Bayesian framework 

(Itti & Baldi, 2005; Baldi & Itti, 2005; 2009). According to this interpretation, the magnitude 

of surprise depends on two components; the degree of uncertainty prior to the surprising 

outcome and the degree of the difference between the prediction and the data. Firstly, the more 

probable the prior expectation seems, the larger the surprise response will be when the 

prediction is violated. Secondly, larger discrepancies between the expected and the observed 

outcome will elicit more surprise. 

 In accordance with these results, adult participants’ gaze was held significantly longer 

by stimuli that violated either syntactic or semantic expectations during scene viewing (Võ & 

Henderson, 2009; Figure 1.2.). In this study, participants saw a familiar object in a novel 

context, such as a printer on the stove (semantic discrepancy), or an object in its familiar 

context but in an unfamiliar position, such as a saucepan hovering above the stove (syntactic 
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discrepancy). Both the unfamiliar context and the unfamiliar position of the object bound 

participants’ attention, measured by longer gaze durations and more fixations in the area of the 

incongruent compared to the congruent objects. These results might reflect an attempt to 

resolve uncertainty by increased looking to the area of the unexpected element in the scene. 

 

  

Figure 1.2. Examples for semantic (left) and syntactic (right) discrepancies in Võ & Henderson (2009). In 
the condition involving semantic discrepancies, an object was presented in an unusual context, such as a 
printer on the kitchen stove. In the trials involving a syntactic discrepancy, the object was presented in an 
impossible position relative to the context.  

 

 In addition, a number of other studies have also found that changes in stored scene 

representations, such as the addition, deletion or relocation of an object increases adult 

participants’ gaze duration to the surprising object. (Ryan & Cohen, 2004; Henderson & 

Hollingworth, 2003; Võ et al., 2010). In the study by Võ et al. (2010), participants viewed 

different naturalistic scenes 10 times in a random order, and on the seventh presentation of 

each scene one of the objects changed locations. Gaze duration to the object at its new location 

on the change trials was significantly longer compared to the time spent looking at the object 

at its usual location, and participants were more likely to revisit the object’s old location than 

it would be expected by chance. Interestingly, in all of the above mentioned studies (Ryan & 

Cohen, 2004; Henderson & Hollingworth, 2003; Võ et al., 2010), these effects were present 

even on the trials where participants were unaware of the changes, indicating that visually 
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exploring a novel or discrepant outcome might occur prior to or even irrespective of conscious 

awareness. 

 In addition, another study using a virtual environment found an increased number of 

fixations in the regions where an object had been changed or removed from (Karacan & 

Hayhoe, 2008). Interestingly, familiarity with the environment significantly increased visual 

attention to the incongruent regions, suggesting that the effect of the impossible element (i.e. 

object replacement or disappearance) was qualified by the perceptual novelty of the change. 

This assumption is congruent with the fact that a discrepancy in naturalistic scenes with which 

participants have abundant prior experience results in an immediate attentional allocation 

(Underwood et al., 2007; Võ & Henderson, 2009). In contrast, an unexpected stimulus in 

experimental scenarios that do not rely on prior experience only elicits this effect after 

participants have built up a specific expectation throughout multiple presentations of the same 

scene (Horstmann, 2002; Horstmann & Hervig, 2015; 2016). 

 Furthermore, the idea that surprise binds attention and eye-gaze is reflected in the 

findings that participants disrupt their primary tasks upon the presentation of a surprising 

stimulus (Reisenzein, 2000; Meyer, 1997; Horstmann, 2006; Schützwohl, 1998). In the study 

by Reisenzein (2000) participants were presented with trivia questions, occasionally followed 

by a surprising answer in the centre of the screen. Immediately following the presentation of 

the answer, a number appeared in the top and bottom half of the screen and participants had to 

respond whether the two numbers were identical or not. The study found longer reaction times 

following the prior presentation of a surprising compared to an unsurprising answer to the trivia 

question. 

 In line with these findings, the study by Horstmann (2006) found that participants 

disrupted their primary task (i.e. tapping on a device using a response key) upon the sudden 
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appearance of a new visual stimulus on the screen, and only continued with the relevant task 

after a delay period that was significantly longer than the average time lag between taps. 

 Additionally, surprise-related increases in response times in the context of the primary 

task were linked to the strength of the underlying representation that the surprising event 

violated (Schützwohl, 1998). Participants were presented with two words written in black on a 

white background, and on each trial a small dot appeared either above or below the words. 

Participants were required to determine the location of the dot (above/below) as quickly and 

accurately as possible. On the critical trial, one of the words appeared in white against a black 

background, which significantly slowed down response times. Importantly, the strength of the 

underlying representation – namely that the words in the experiment would always appear in 

black against a white background – was manipulated by the number of trials that had preceded 

the critical trial. Participants who had built up a stronger representation of the stimulus by 

viewing a larger number of pre-critical trials took longer to respond to the position of the dot, 

indicating that more reliable predictions triggered a more pronounced response. 

 

1.1.4. The role of surprise in encoding and memory processes in adults 

 According to the findings that participants’ attention and gaze is bound by incongruent 

stimuli (Võ & Henderson, 2009; Võ et al., 2010), the surprising information might benefit from 

an encoding advantage simply due to longer visual exploration times.  

 However, there is evidence to suggest that the uncertainty associated with the 

presentation of discrepant information results in deeper encoding above and beyond the time 

spent attending to the stimulus (O’Reilly, 2013). Uncertainty of an event outcome has been 

linked to higher learning rates in adults in a task where on each trial participants had to predict 

a number drawn from a Gaussian distribution whose standard deviation was fixed but its mean 

changed at unsignalled time points (Nassar et al., 2012). Adults showed the highest learning 
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rates, expressed as the difference between their previous and their updated prediction, as well 

as the largest increase in pupil dilation immediately after the change points, which decayed on 

subsequent trials as the environment became more predictable.  

 In addition, another study replicated these findings in the context of a video game where 

participants had to position a bucket under bags of money thrown out from an unseen helicopter 

(McGuire et al., 2014). The location of the helicopter represented the mean of a Gaussian 

distribution, and the locations of the bags reflected data points drawn from that distribution 

with a fixed standard deviation. Participants were thus required to estimate the mean of the 

distribution and ignore the noise resulting from the variation in potential bag locations. 

However, the mean was occasionally resampled from a uniform distribution at unannounced 

time points, and participants had to detect the change and update their prior beliefs regarding 

the likely position of the helicopter. Therefore, in order to maximise performance, participants 

had to distinguish between reducible uncertainty (a change in the helicopter’s location) and 

irreducible uncertainty (variation in bag locations), and respond to reducible uncertainty only. 

Similarly to the study by Nassar et al. (2012), participants showed the highest learning rates 

immediately after their prior beliefs about the distribution had been violated and they were 

required to invest effort into learning the new regularity.  

 The idea that processing the surprising stimuli might recruit additional cognitive effort 

comes from a study using facial electromyography (Topolinski & Strack, 2015). The study 

shows that surprising answers to trivia questions resulted in increased activity in the corrugator 

muscle; a muscle that is associated with the difficulty in information processing (Cacioppo et 

al., 1985; Cohen et al., 1992). 

 In virtue of the idea that surprise increases the amount of cognitive effort invested into 

encoding the stimulus, a violation of prior predictions has been shown to enhance subsequent 

recognition memory in adults (Cyr & Anderson, 2015; Grimaldi & Karpicke, 2012; Brod et 
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al., 2018). In these studies, participants either made initial guesses about the answers that they 

were later required to retain in memory – for example the population of a European country – 

or they were given these answers without having to generate predictions. Once participants had 

made an initial guess, they were given the to-be-remembered information, which either violated 

or accorded with their predictions. In all three studies, generating an initial prediction which 

was later violated resulted in superior recognition memory performance compared to the 

condition with no prior predictions. 

 In two of the above mentioned studies, participants were first given a word, and then 

they were instructed to generate another word that was either lexically or semantically related 

to the original word (Cyr & Anderson, 2015; Grimaldi & Karpicke, 2012). For instance, 

participants were presented with the word sea, and they generated a related word, wave, 

followed by the study item tide, which violated the prediction (semantic condition). 

Alternatively, participants were given a word stem ho-, for which they generated a lexical item 

that matched the stem, for instance house, which was later violated by the study item horse 

(lexical condition). Importantly, in these studies participants only showed enhanced 

recognition memory at test if their initial predictions were semantically related to the words 

that they were later required to memorise. 

 Interestingly, another study also showed that the beneficial impact of prediction error 

on memory was specific to the material that previously violated participants’ predictions 

(Seabrooke et al., 2019). In this experiment, participants had to memorise two facts which were 

both linked to the same image, for instance a name and a profession presented next to a 

photograph of a person. Participants were encouraged to guess one of these facts, followed by 

both facts appearing on the screen. Information that the participant had been invited to guess 
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was better remembered than the other fact that the participant had not generated a prediction 

for, despite the identical time course of the encoding process.3 

 Alternatively, the effect of surprise on memory performance might also be explained 

by an increase in arousal levels, which has been shown to enhance memory consolidation above 

and beyond the attentional factors present at the time of encoding (Bradley et al., 1992; 

McGaugh, 2004). Arousal seems to enhance memory through an increase in noradrenaline 

levels facilitating the consolidation of the newly acquired information of high salience or 

emotional significance (McGaugh, 1990; Roozendaal & McGaugh, 2011).  

 Importantly, if the impact of surprise on memory is mediated by arousal, then it is 

possible that surprise indiscriminately enhances performance for any stimuli that is presented 

at the moment of surprise or shortly afterwards. Arousal has been shown to facilitate 

recognition memory for neutral items that were encoded in the context of an arousing image 

(Guillet & Arndt, 2003; Ventura et al., 2016), or immediately beforehand (Anderson et al., 

2006; Dunsmoor et al., 2015).4 

 This hypothesis is compatible with a line of research suggesting that a perceptual 

oddball enhanced memory for the simultaneously presented, unrelated image (Swallow & 

Jiang, 2010; Swallow et al., 2012). In the study by Swallow & Jiang (2010) participants were 

instructed to memorise a number of images, as well as to respond via key press if a small, white 

square appeared on the screen. The majority of the trials involved the presentation of a black 

square, which participants had been instructed to ignore. The study found that the semantically 

                                                
3 A potential confound in these studies is that memory performance might have been improved by the cognitive 
effort deployed to process the prediction error (“post-surprise”) or the cognitive effort exerted whilst generating 
the prediction (“pre-surprise”). Although these two possibilities are distinct, the strength of the underlying 
prediction and the effort invested in generated that prediction might be directly linked to the effort invested in 
resolving the prediction error. According to both possibilities, enhanced performance seems to be due to the pre-
existence of a specific prediction. A possible way to disentangle which type of effort enhanced performance would 
be to analyse the responses where the generated prediction was correct, i.e. effort was deployed prior to the 
surprise but not afterwards. However, since participants in these studies were very unlikely to correctly guess the 
answers, this analysis would not have been possible. 
4 However, note that another line of research suggests that arousal is primarily object-based; for a review see 
Mather, 2007. 
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unrelated images that had been presented concurrently with the oddball stimulus were 

remembered better at a subsequent recognition memory test.  

 While it is possible that attention to the visual oddball stimulus enhanced the encoding 

of a larger region of the image resulting in superior memory performance, the above results 

have been replicated using an auditory oddball paradigm (Swallow et al., 2012). Upon hearing 

the oddball, participants responded with increased activation in the visual cortex, measured via 

functional magnetic resonance imaging (fMRI). In addition, subsequent recognition memory 

was enhanced for the visual images that were presented concurrently with the auditory oddball 

stimuli. These results suggest that encountering a discrepant stimulus might enhance the 

processing of the concurrent, unrelated stimuli even when presented in another domain.  

 

1.1.5. Surprise as a potential filtering mechanism in infants and young children 

 According to the adult literature discussed above, surprise resulting from a violation of 

a prior prediction has been shown to facilitate the processing of the discrepant stimuli through 

attentional mechanisms, an increase in arousal and cognitive effort, as well as enhanced 

memory consolidation. In this section, these mechanisms will be investigated in light of the 

infant literature, and experimental work will be discussed in support of the hypothesis that 

surprise might facilitate learning in infants. 

 Firstly, surprise has been shown to guide and bind attention and eye-gaze in adults 

(Horstmann & Hervig, 2015; 2016; Võ & Henderson, 2009; Võ et al., 2010), which in turn 

might increase the amount of visual exploration dedicated to the incongruent item. Indeed, the 

idea that surprise binds eye-gaze in infants constitutes the underlying assumption of the 

traditional violation-of-expectation paradigm (for example in Baillargeon, 1986; Baillargeon 

et al., 1985; Wynn, 1992).  
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 In these paradigms, infants see a small number of event sequences, some of which 

violate an adult-like expectation (e.g. a ball goes through a wall), while other events unfold as 

expected (e.g. a ball stops as it comes in contact with the wall). Although there is a debate in 

the literature regarding the reason behind infants’ visual preference for incongruent outcomes 

(discussed in detail in Section 1.3.1. and in Chapter 6), it seems plausible to suggest that, other 

things being equal, a surprising stimulus might benefit from a processing advantage due to 

longer visual exploration times. Additionally, the adult literature suggests that the uncertainty 

brought about by a surprising event might facilitate cognitive processes that attempt to reduce 

that uncertainty through learning (Nassar et al., 2012; McGuire et al., 2014).  

 Accordingly, uncertainty in some circumstances has been shown to enhance infants’ 

learning. A study on category learning with 10-month-olds (Mather & Plunkett, 2011) showed 

that infants learnt best when the perceptual distance across consecutive exemplars of the same 

category was increased. Computational models investigating curiosity-based category learning 

in infants using the same stimuli set (Twomey & Westermann, 2018) found that when 

presented with sequences of category exemplars that represented varying degrees of relative 

differences, the model learnt best when choosing successive stimuli that maximised the feature 

distance between the new stimulus and the previously encoded one.  

 Although larger information gaps temporarily increase the uncertainty in the 

environment, they might facilitate learning by triggering cognitive processes that are directed 

at closing these gaps. These results are therefore also compatible with the hypothesis that 

learning is triggered by the expected information gain (Gottlieb, 2012; Gottlieb et al., 2014), 

and that larger discrepancies between prior and posterior beliefs might elicit more learning (Itti 

& Baldi, 2005; Balid & Itti, 2009).  

 In line with the idea that uncertainty regarding a prior prediction increases motivation 

and task engagement, an early study in developmental research showed that nursery school 
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children continued an experiment longer and completed more trials in the conditions where 

their prior predictions were overwritten by unexpected events (Charlesworth, 1964). In this 

experiment, marbles were added to and then retrieved from an apparatus. The marbles 

emerging from the device had either changed in colour or in number (surprise condition), or 

not (control condition). In an additional condition, children did not see the marbles enter the 

apparatus, therefore the colour and number of the marbles at the outcome was always 

perceptually novel but did not contradict a prior expectation (novelty condition). Children in 

the surprise condition completed significantly more trials than children in the other two 

conditions, with no significant difference between the novelty and the control conditions.  

 Abandoning the task earlier in the control condition in the Charlesworth (1964) study 

is in accordance with the adult literature suggesting that attention is withdrawn from stimuli 

that repeatedly confirm prior expectations (Rao & Ballard, 1999; Friston & Kiebel, 2009), as 

these events do not provide an opportunity to gain additional information about the 

environment (see Gottlieb, 2012).  

 In addition, the finding that children withdrew their attention from unpredictable 

novelty that occurred outside the context of a specific expectation (Charlesworth, 1964) might 

reflect children’s response to irreducible uncertainty, which might be more adaptive to ignore 

than to attend to (Gottlieb, 2012; Nassar et al., 2012; McGuire et al., 2014).  

 The idea that, similarly to older children and adults, infants are also sensitive to the 

distinction between reducible and irreducible uncertainty is compatible with the studies 

showing that infants preferentially attend to stimuli with an intermediate probability (Kidd et 

al., 2010; 2012). In these studies, infants were presented with multiple occlusion events, and 

each time the occluder was lifted, an object either appeared or failed to appear from behind the 

occluder. Infants withdrew their attention from both the entirely predictable events (e.g. the 

object always appeared), as well as the entirely unpredictable events (e.g. object present and 
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object absent trials varied randomly) compared to events with an intermediate probability (e.g. 

a ball appeared 8 out of 10 subsequent occlusion events). A potential interpretation of this 

finding might be that if the events conform to an underlying regularity for the most part, then 

the inconsistent event might elicit surprise and the readiness to explore why the hitherto reliable 

prediction was violated. 

 The interpretation of surprise as the violation of a specific prior expectation is 

consistent with the findings in the adult literature suggesting that the magnitude of the surprise 

response depends on the strength of the underlying prediction (e.g. Karacan & Hayhoe, 2008; 

Horstmann & Hervig, 2015; 2016). Accordingly, infants’ action understanding (measured via 

event-related potentials and predictive eye-movements) has been shown to correlate with their 

surprise (measured via pupil dilation) when the action resulted in an unexpected outcome 

(Juvrud et al., 2019; Gredebäck et al., 2018).  

 Consistent with this interpretation, a study with pre-schoolers found that children 

selectively explored the object that had previously violated their expectations (Bonawitz et al., 

2012). Children were presented with asymmetrical objects that stayed upright by the means of 

a hidden magnet, thus violating children’s pre-existent expectations that objects are balanced 

at their geometric centre (an expectation usually held by younger children) or at their centre of 

mass (a more complex expectation held by older children). Depending on their prior beliefs, 

children preferentially explored those objects that had violated their expectations, possibly 

indicating an attempt to reduce the uncertainty regarding the previously held belief.  

 This finding is congruent with the adult literature suggesting that selective attention and 

subsequent visual exploration times are at least partially driven by expected information gain 

(Jovancevic et al., 2006; Hayhoe et al., 2003; Land & Furneaux, 1997). Furthermore, in line 

with this interpretation, pre-schoolers were also found to selectively sample evidence regarding 

the causal structure of an event when the information provided was ambiguous (Cook et al., 
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2011). These results seem to suggest that surprise does not indiscriminately increase the 

subject’s attention and arousal to the entire scene but highlights the most relevant and most 

learnable information in a given context. 

 In addition to the studies with pre-schoolers (Charlesworth, 1964; Bonawitz et al., 

2012), surprise elicited by the violation of physical laws – such as solidity, continuity and 

support – has also been shown to enhance learning in infants (Stahl & Feingenson, 2015). In a 

series of experiments, 11-month-old infants’ learning and manual exploration patterns were 

tested following knowledge-violation and knowledge-consistent events. First, infants 

witnessed a scenario where an object – seemingly – passed through a wall or stopped directly 

in front of it (solidity condition; Figure 1.3a). Other infants saw an occlusion event, followed 

by the object either appearing at a new location or at its previous location (continuity condition; 

Figure 1.3b).  

 

Figure 1.3. Knowledge-consistent and knowledge-violation events in the Solidity and Continuity 
conditions in Stahl & Feingenson (2015), Experiment 1. In the conditions that violated the laws of physics, 
the object passed through a wall, as opposed to stopping in front of it (solidity condition), or appeared at a 
new location, as opposed to its previous location (continuity condition). 
 
 

 Instead of directly testing infants’ surprise response, infants in these experiments were 

presented with an opportunity to learn a new property about the object. The authors reasoned 

that if violations of expectation provide a special opportunity for learning, then infants who 
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had witnessed a violation event will be more likely to learn the new information compared to 

those infants whose prior expectations had been met.  

 Following the  knowledge-violation or knowledge-consistent events, all infants were 

given an equal amount of time (10s) to encode these events. Looking times to the object were 

carefully controlled in order to rule out the possibility that superior learning following a 

violation was caused by longer looking times alone. Subsequently, infants saw a demonstration 

that the object had a novel auditory property (ringing, squeaking or rattling).  

 Infants were then presented with the object from the knowledge-violation/knowledge-

consistent event along with a novel distractor, side by side, while both objects remained 

stationary. During this silent baseline interval infants were expected to preferentially encode 

the novel object, in line with previous literature on infants’ visual preferences (see Aslin, 2007; 

Schöner & Thelen, 2006). 

 Following baseline, both objects were manipulated concurrently while the sound from 

the teaching event was playing, which constituted a mapping test. The authors reasoned that if 

infants have associated the sound with the target object seen in the previous events, they will 

increase their looking to the target in the presence of the familiar sound compared to the 

preceding silent baseline interval. In contrast, if infants did not form an association between 

the target object and the sound, they will continue to explore the novel object until it is fully 

encoded. Therefore, the dependent measure was expressed as the proportion of target looking 

during the mapping test over the proportion of target looking during the preceding silent 

baseline interval, with larger values suggesting more evidence for learning.  

 Stahl and  Feingenson (2015) did indeed find that the infants who had previously seen 

the target object behave in a way that had contradicted the principles of object solidity or 

continuity increased their looking to the target while the sound was played, indicating that the 

novel auditory property had been associated with the object. In contrast, those infants who had 



 39 

not witnessed the unusual or impossible behaviour of the object were equally likely to look at 

the target in the presence or absence of the sound, indicating that the sound had not been 

mapped onto the object.  

 Importantly, a number of control conditions were implemented to show that infants 

selectively mapped the new information onto the object that had violated their expectations, 

and learning was not simply a result of increased attention to the entire scene. More 

specifically, if infants saw an object go through a wall or appear at a new location, which was 

followed by a demonstration that another object made a sound, the surprising event did not 

enhance infants’ learning. Additionally, infants who had seen an object hover in the air were 

more likely to drop the object on the floor at a subsequent manual exploration phase compared 

to those infants who had not witnessed a violation event. In contrast, those infants who had 

seen the object go through a wall were more likely to bang the object to a flat surface. These 

results indicate that, similarly to older children (Bonawitz et al., 2012; Cook et al., 2011), 11-

month-olds also seek out strategies to test their hypotheses, and they selectively attend to the 

information that previously violated their expectations.  

 The conclusions put forward by Stahl & Feingenson (2015) have been replicated with 

pre-schoolers (Stahl & Feingenson, 2017), showing that children were more likely to learn a 

new word for a novel object if that had previously behaved in an unexpected way compared to 

when it did not commit a violation. 
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Figure 1.4. Knowledge-consistent and knowledge-violation events in Stahl & Feingenson (2017). In the 
conditions that violated the law of spatio-temporal continuity, the target object reappeared from a different 
cup compared to a preceding hiding event. In these conditions, and only in these conditions did children 
learn a novel word, i.e. “the cups have blicked the toy”. 
 

 

 In this experiment (Stahl & Feingenson, 2017), 3-6 year-olds saw a novel object 

covered by one of two identical cups (Figure 1.4.). In the knowledge-consistent condition, the 

toy appeared at a predictable location, i.e. from under the same cup where it had previously 

been placed. In contrast, in the violation condition the object appeared from under the other 

cup without any apparent signs of external manipulation. In this condition, and only in this 

condition did children learn the novel verb “blick”, i.e. “the cups have blicked the toy”.  

 The authors attribute the success of learning the novel word to the preceding violation 

of expectation, as children did not seem to learn the new word in the absence of prior surprise. 

However, from a difference perspective, one may argue that in the control condition the toy 

appeared at its previous location, and no action had taken place to which the meaning of the 

new verb could be anchored. In other words, if there is no “blicking” in the scene (i.e. 

unexpected location change), then the word “blick” has no external reference, and it therefore 

cannot be interpreted as a new item in the vocabulary. To support the authors’ conclusion, 

perhaps an additional control condition could be incorporated which does involve a novel, 

albeit possible action onto which the new verb can be mapped. Word learning in this condition 

might then be contrasted with the violation condition in which the word refers to an action 

which is both novel and impossible. 
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 However, it is noteworthy that the infant findings put forward by the same authors 

(Stahl & Feingenson, 2015) showing a positive impact of surprise on learning cannot be 

explained by the lack of learning material in the control condition. In the infant study, 

participants in the control and the violation conditions were presented with the same audio-

visual event, i.e. the presentation of a toy making a novel sound. Infants in this study were 

exposed to the same learning material, which was unrelated to the presence or absence of a 

previous violation, therefore any differences in learning can only be attributed to the presence 

or absence of a preceding violation. 

 In summary, both the adult and the infant literature presented above provides strong 

support for the hypothesis that surprise captures infants’ and young children’s attention, 

enhances their encoding of the discrepant events, thereby resulting in better memory for the 

surprising scenes.   

 However, it is important to note that the word “surprise” might have different 

connotations depending on the context of the surprising event. The type of surprise which is 

elicited by a physically impossible event, such as a ball going through a wall, has been 

distinguished from the surprise arising from a socially unexpected event, such as a person 

placing a book on her head and pretending it is a hat (Mireault & Reddy, 2020; Mireault et al., 

2018). Although both of these events might be unexpected to an infant, they are likely to result 

in different cognitive and emotional responses. Importantly, the latter type of events are 

embedded in a social context which involves the deliberate presentation of an incongruous 

event, and therefore involve the ostensive elements of communication, eye-contact, turn taking 

and joint attention (Csibra & Gergely, 2009; Gergely et al., 1995). Mireault & Reddy (2020) 

argue that these types of surprising events are perceived as humorous, even by infants, which 

in turn elicits smiling and laughing from the observer. In contrast, the violation of physical 

laws used in the traditional looking time experiments are not embedded in a social context, and 
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therefore the infants’ responses to these types of events are inherently different from the 

surprise that is deliberately elicited by a social agent. In other words, while the surprising 

scenario of a person balancing a book on her head as if it were a hat might elicit laughter, the 

scenario of a ball going through a wall might elicit puzzlement and/or it might momentarily 

hold infants’ attention compared to predictable scenes. 

 While it is arguably very difficult to entirely remove the social aspect of a violation-of-

expectation scenario, the experiments presented in this thesis attempt to limit the involvement 

of the agent who carries out the surprising actions. In other words, the source of surprise in the 

experiments presented below is not inherently social in nature, but rather, I attempted to explore 

how infants respond to impossible or improbable violations of the likely behaviour of physical 

objects, and what the cognitive implications of such responses are. Importantly, surprise in this 

thesis is interpreted as a cognitive phenomenon which has the potential to alter the processing 

of subsequent events, with or without any emotional content or any conscious reflection on the 

subject’s part. 

 

1.2. Research aims and summary of experimental work 

 

1.2.1. Exploring the impact of surprise 

 The work presented in this thesis drew on the developmental studies discussed above, 

most significantly on the findings of Stahl & Feingenson (2015). My initial aims were to further 

explore the link between surprise and learning with a special emphasis on the potential 

underlying mechanisms responsible for the processing advantage previously reported in the 

literature. 
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 Firstly, I intended to explore whether the effect of surprise is specific to the surprising 

object – as Stahl & Feingenson suggest – or, rather, surprise has a beneficial impact on 

encoding throughout a wider spatial and temporal window.  

 According to the first possibility, surprise would act as a mechanism that aids the infant 

in selecting a specific object for further exploration and learning, irrespective of the context in 

which the surprising event is embedded. This possibility seems compatible with the findings 

that both infants (Stahl & Feingenson, 2015) and pre-school children (Bonawitz et al., 2012; 

Stahl & Feingenson, 2017) selectively attend to the information that violated their expectations, 

possibly in an attempt to resolve the conflict between their expectations and the outcome. In 

addition, a selective enhancement for the discrepant information is consistent with the adult 

studies suggesting that a prediction error only enhances subsequent memory for the unexpected 

information (Seabrooke et al., 2019), and only if the discrepant item is semantically linked to 

the initial prediction (Cyr & Anderson, 2015; Grimaldi & Karpicke, 2012). 

 As a second possibility, surprise might enhance the encoding of any stimulus that is 

presented in close spatial or temporal proximity to the surprising item. This possibility is 

compatible with the findings in the adult literature suggesting that neutral stimuli presented 

concurrently (Guillet & Arndt, 2003; Ventura et al., 2016) or before (Anderson et al., 2006; 

Dunsmoor et al., 2015) the arousing stimulus also benefit from an arousal-related memory 

advantage. In addition, a more wide-spread processing advantage following a surprising event 

is also compatible with the adult literature showing that an unexpected stimulus enhances the 

processing of a concurrently presented, task-irrelevant stimulus (Swallow & Jiang, 2010; 

Swallow et al., 2012). 

 Secondly – in connection with the question above – if my empirical findings were to 

support the latter hypothesis and point towards a more general processing advantage, I intended 
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to explore whether surprise would retroactively enhance infants’ memory, as it is suggested by 

the adult literature (Anderson et al., 2006; Dunsmoor et al., 2015).5  

 Thirdly, I intended to explore whether the violation of a physical law or an adult-like 

expectation regarding object behaviour is a necessary component of surprise-based learning 

(as suggested by Stahl & Feigenson, 2015), or, rather, a perceptually novel stimulus that 

contradicts a sensory prediction (for example in Horstmann & Hervig, 2015; 2016) would 

result in a similar learning advantage. Stahl & Feingenson (2015) claim that it is the violation 

of strong, pre-existent knowledge that results in better learning, owing to the fact that these 

events trigger increased cognitive processing that are directed at resolving the discrepancy. 

However, if surprise primarily acts through attentional allocation and increased visual 

exploration, then a perceptual oddball may also elicit a similar effect. 

 To foreshadow, in my first experiment, I found no evidence that violations-of-

expectation enhanced infants’ learning (Experiment 1). Therefore, my research aims were 

iteratively redefined in light of the experimental evidence, and the first section of my work was 

directed at assessing whether surprise indeed enhances learning and memory in infants, as it 

has previously been suggested (Stahl & Feingenson, 2015). Across three studies (Experiments 

1, 2 and 3) I found no such evidence. The experimental paradigms used in each experiment are 

discussed below, and the overarching conclusion of these studies is interpreted in Chapter 9 in 

the framework of the current replication crisis in infancy (see Poulin-Dubois et al., 2018; Frank 

et al., 2017). 

 In Experiment 1, I addressed the question of whether surprise acts as a mechanism that 

highlights a specific object for further encoding, or, rather, enhances the processing of any 

                                                
5 An experiment was designed and programmed in order to address the question whether surprise retroactively 
enhances infants’ memory for the surprising object. However, this was later not conducted due to the findings 
obtained in Experiment 1 (Chapter 2).  
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stimulus that is presented in close spatial or temporal proximity to the item that elicited the 

surprise (Experiment 1, Chapter 2).  

 I tested 12-month-olds in a paradigm that involved the magical disappearance of one of 

two objects in the scene. Infants then learnt a new sound, identical to the one used by Stahl & 

Feingenson (2015), associated either with the object that had previously disappeared (same 

object condition), or with the other object that was visible at the moment of the surprising 

disappearance but did not itself violate infants’ expectations (different object condition). I 

reasoned that if surprise is specific to the object that violated infants’ expectations, infants 

would show enhanced learning in the same object but not in the different object condition. 

Conversely, if surprise results in a more general processing advantage, then the surprising 

outcome will enhance infants’ learning about the object that is still visible at the moment of 

surprise. However, I did not find evidence that infants showed superior learning following an 

impossible disappearance, even when the demonstration of the sound involved the object that 

had previously disappeared in an unexpected fashion (same object condition).  

 To follow up on these results, in Experiment 2 (Chapter 3), I replicated the design and 

the stimulus used in the continuity condition in the Stahl & Feingenson (2015) study (Figure 

1.3b). Twelve-month-old infants first saw an event sequence that either violated the principle 

of continuity (i.e. an object appeared at a new location) or accorded with it (i.e. an object 

appeared at its previous location), followed by a demonstration that the object made a ringing 

sound. Unlike in the original study, infants in Experiment 2 did not show enhanced learning 

following an event that – presumably – violated their prior expectations.  

 Importantly, however, in neither of these two studies did I obtain direct evidence that 

infants were indeed surprised by the violations. In Experiment 1, I analysed infants’ total 

looking time to the screen following the impossible disappearance of one of the objects using 

both eye-tracking and frame-by-frame coding. I obtained an effect of trial order – consistent 
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with the idea that perceptually novel sequences often result in longer looking times (see 

Bogartz et al., 1997; 2000; Rivera et al., 1999) – but no effect of the violation of object 

permanence. Furthermore, in Experiment 2, I replicated the design of Stahl & Feingenson 

(2015), which involved the presentation of a knowledge-violation or a knowledge-consistent 

event, followed by the presentation of the auditory material that the infant was later tested on. 

In other words, the original study did not set out to obtain direct evidence that infants were 

surprised, but instead inferred the presence or absence of surprise from the subsequent learning 

outcomes.  

 Therefore, although there is a wealth of evidence to suggest that infants younger than 

12 months respond with surprise to magical disappearance (Wynn & Chiang, 1998; Kaufman 

et al., 2003a; Wang et al., 2005) and to the violation of spatio-temporal continuity (Aguiar & 

Baillargeon, 1999; Baillargeon & DeVos, 1991; Wilcox et al., 1996), it is nevertheless possible 

that the manipulations used in Experiments 1 and 2 failed to surprise infants.  

 Therefore, in Experiment 3 (Chapter 4), I designed a novel paradigm that involved a 

direct measure of surprise in the first half of the experiment, as well as a measure of subsequent 

recognition memory in the second half of the experiment. First, I presented 17-month-old 

infants with 20 familiar objects, half of which were labelled correctly, while the other half were 

mislabelled. Subsequently, infants were presented with a silent recognition memory test where 

the previously labelled objects appeared along with new images. Crucially, the recognition 

memory test involved the presentation of previously mislabelled items (old and discrepant), 

previously correctly labelled items (old but not discrepant), as well as new items. Pupil dilation 

was measured, with more dilated pupils indicating (i) surprise during those labelling events 

where the item was mislabelled and (ii) successful retrieval processes during the memory test 

(for a discussion on the use of pupil dilation as the dependent measure, see Section 1.3.3.). 
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 Infants responded with more pupil dilation to mislabelling compared to correct 

labelling in the first half of the experiment. In addition to these findings, infants also responded 

with increased social looking following mislabelling, as well as a change in fixation durations 

to the mislabelled image, thus providing strong evidence that infants’ lexical expectations had 

indeed been violated. Crucially, however, infants differentiated between the previously seen 

and unseen items in the second half of the experiment, but not between the previously correctly 

labelled and mislabelled objects. Therefore, Experiment 3 offered positive evidence for the 

presence of recognition memory processes, but, critically, it did not support the hypothesis that 

surprise facilitated the encoding of the discrepant items. Moreover, Bayesian statistics 

confirmed that recognition memory performance for the previously mislabelled and correctly 

labelled items did not differ.  

 In conclusion, despite the evidence from previous studies suggesting that surprise 

enhances learning in infants and young children (Charlesworth, 1964; Bonawitz et al., 2012; 

Stahl & Feingenson, 2015; 2017), the results of Experiments 1, 2 and 3 do not support this 

hypothesis. Potential methodological differences between my studies and the study by Stahl & 

Feingenson (2015) are discussed throughout the relevant chapters (Chapters 2, 3, 4 and 5), and 

the theoretical implications of my findings are discussed in detail in Chapter 6 and Chapter 9.  

 

1.2.2.  Exploring the source of surprise 

 Motivated by the experimental evidence obtained in the first half of the work, I 

subsequently explored the content and format of infants’ representations that might underlie 

their responses to surprising outcomes. Both the adult and the infant literature suggest that the 

magnitude of surprise depends on the strength of the underlying representation that the 

surprising outcome refutes (Karacan & Hayhoe, 2008; Schützwohl, 1998; Gredebäck et al., 

2018; Juvrud et al., 2019). Therefore, investigating the content and strength of infants’ prior 
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predictions might inform us regarding the likely cognitive impact of surprise, with weaker 

underlying representations predicting a smaller and shorter-lived processing advantage. 

 The questions as to what may underlie a change in gaze patterns in response to surprise 

and what the correct inference is to be drawn from the presence of these responses is not 

entirely clear even in the adult literature. Importantly, adults have been shown to respond with 

very similar gaze patterns to unexpected events that were perceptually novel and to those that 

violated an abstract, rule-based representation. 

 For instance, the presentation of a colour singleton followed by multiple trials involving 

homogenous displays resulted in shorter fixation latencies to the novel target, as well as longer 

gaze durations in the region of the target (Horstmann, 2005; Horstmann & Hervig, 2015). 

Crucially, identical responses have been observed in adult studies that violated participants’ 

semantic expectations regarding the scene, without the presentation of perceptually novel or 

salient objects (e.g. Underwood et al., 2007; Võ & Henderson, 2009; Võ et al., 2010). 

Consequently, both lines of evidence suggest that unexpected scenes resulted in significantly 

longer looking at the incongruous objects, irrespective the type of violation that the participant 

had seen.  

 Furthermore, both types of violations resulted in brief ‘behavioural freezing’ and the 

interruption in a previous task (Meyer, 1997; Reisenzein, 2000; Horstmann, 2006; Schützwohl, 

1998). Importantly, while some of the surprising stimuli violated participants’ factual 

knowledge (e.g. a surprising answer to a trivia question; Reisenzein, 2000), other paradigms 

used a salient visual item to elicit precisely the same effect (Meyer, 1997; Horstmann, 2006; 

Schützwohl, 1998). 

 The above studies suggest that adults’ gaze patterns in response to surprise may not 

disentangle the effect of perceptual novelty from the violation of prior (cognitive) knowledge. 

Consequently, the presence of a significant response – measured in fixation latencies to the 
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target, gaze duration in the region of change or a behavioural disruption – is open to a number 

of different cognitive interpretations.  

 Several adult studies that analysed participants’ gaze patterns following a discrepant 

event found evidence for change detection even on the trials where participants failed to report 

the change (Võ et al., 2010; Ryan & Cohen, 2004; Henderson & Hollingworth, 2003). 

Intriguingly, Henderson & Hollingworth (2003) found longer looks to the locations where an 

object had been replaced or removed from even when analysing only those trials where 

participants did not report a change. This finding highlights an important conceptual problem; 

namely, that a change can be detected according to a certain interpretation (as evidenced by 

differential eye-movements) even when it is not detected according to another criterion (i.e. it 

is not reported). 

 These conceptual problems concerning the potential source of surprise (i.e. perceptual 

novelty or prior factual knowledge) and the correct cognitive interpretation of the measured 

response have been topics of heated discussions in infant cognition. Firstly, a number of 

researchers have interpreted infants’ surprise response – measured by their looking time to the 

entire scene – as evidence that a primarily rule-based, domain-specific expectation has been 

violated by the incongruent outcome (Spelke, 1994; Baillargeon, 1995; Carey, 2009). For 

instance, according to this interpretation, young infants understand that objects cannot pass 

through other solid objects (Spelke et al., 1992), they cannot teleport to a new location 

(Baillargeon et al., 1989; Wilcox et al., 1996) and they cannot magically disappear (Baillargeon 

et al., 1985; 1987a; Wynn & Chiang, 1998).  

 These and other abilities have gained experimental support from a large number of 

studies (for a review see Baillargeon, 1995), which attempted to carefully control for the 

amount of perceptual change embedded in the discrepant outcome. Consequently, a number of 

researchers have inferred that if an impossible event violates the infant’s expectations, then 
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infants contrast the outcome with abstract, rule-based representations that they had already 

possessed prior to the experiment. Detecting such contradictions might in turn elicit curiosity, 

a selective information seeking behaviour, and a motivation to resolve the conflict.  

 In contrast to the interpretation above, another line of evidence suggests that changes 

in looking behaviour in the traditional violation-of-expectation paradigms may have been 

elicited by perceptual novelty alone, with or without an additional abstract, symbolic 

representation (e.g. Bogartz et al., 1997; 2000; Rivera et al., 1999; Wakeley et al., 2000a). 

According to this account, infants store simple, sensory memories of the visual scene which 

are continuously compared to the current visual input and flag any changes between the two. 

Owing to these sensory predictions, a mismatching input elicits increased visual attention, 

which is reflected in longer looking times. This explanation does not only draw on the fact that 

looking times in infancy research were initially used to study sensory discrimination (see Haith, 

1998; Aslin, 2007), but it is also compatible with numerous findings in the adult literature 

suggesting that unexpected novelty binds eye-gaze (for a review see Horstmann, 2015). 

Contrary to the violations of firmly held abstract beliefs, these violations do not necessarily 

trigger the complex processes of knowledge reassessment and learning. Importantly, while 

both explanations can account for the infant data, the interpretation of simple, sensory 

representations is preferable based on parsimony.  

 For instance, when interpreting infants’ responses to the violation of object 

permanence, longer looking times following the disappearance of an object might indicate that 

infants possess a representation that no object can suddenly vanish without an explanation for 

its demise. Conversely, it is possible that infants maintain a short-lived visual memory about 

the particular features of the object and subsequently respond with longer looking times when 

the outcome reveals no object (Haith, 1998). 
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 Therefore, in Experiment 4 (Chapter 7), 12-month-olds were tested in a novel paradigm 

that aimed to disentangle whether infants respond to the violation of object permanence based 

on symbolic or sensory representations. As discussed above, the presence of a visual object at 

a particular location might be represented both as a proposition (object X is at location Y), as 

well as a visual image. In contrast, the absence of an object at a certain location (object X is 

not at location Y/location Y does not contain object X/location Y contains no object) does not 

easily lend itself to a sensory representation. Therefore, if infants in this case demonstrate the 

same looking behaviour as in the case of impossible disappearance, then it may be inferred that 

infants’ representations of these events go beyond the brief maintenance of the object as a 

sensory memory.  

 The ability to represent the absence of an object and infer that the object therefore 

cannot be found at the empty location has not been shown in infants younger than 2 years 

(Mody & Carey, 2016). In addition, a number of null findings seem to suggest that this ability 

is not present at 6 months (Kaufman et al., 2003a; Figure 1.4.) or 8 months of age (Wynn & 

Chiang, 1998). However, in these studies infants did not see the empty location following the 

removal of the object, therefore it is possible that infants did not detect the violation because 

they had failed to compute that the relevant location was empty. 
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Figure 1.5. Experimental conditions in the study by Kaufman et al. (2003a). A toy train either moved behind 
a barrier (object added) or moved out from behind the barrier and left the scene (object removed). These 
manipulations were followed by the presence or absence of the object, resulting in four conditions: (i) 
possible appearance (object added/object present), (ii) impossible appearance (object removed/object 
present), (iii) possible disappearance (object removed/object absent), (iv) impossible disappearance (object 
added/object absent). While infants responded to the impossible disappearance of the object (measured via 
increased looking times and gamma-band oscillatory activity), they did not respond to impossible 
appearance.  

 

 Therefore, the paradigm in Experiment 4 allowed infants to visually explore the empty 

location prior to the impossible appearance of the object. Infants in the violation condition saw 

an object placed in a box, followed by the removal of the object from the scene. Crucially, 

infants were subsequently shown that the box was empty, followed by the reappearance of the 

object from the empty box. Correspondingly, in the control condition infants saw the object 

added to the box, followed by a demonstration that another, irrelevant box was empty. 

Importantly, the agent performing the manipulations drew infants’ attention to each action, and 

infants who did not look at the screen during the critical manipulations were excluded from the 

study. Therefore, a lack of visual attention at the critical time points or to the critical locations 
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did not influence the results. Infants’ total looking times to the outcome were used as the 

dependent measure, in order to contrast my findings with previous paradigms (Wynn & 

Chiang, 1998; Kaufman et al., 2003a). However, I did not find any evidence that 12-month-

olds responded to the violation of impossible appearance, which is consistent with the findings 

of Wynn & Chiang (1998). In addition, these results do not support the hypothesis that infants 

at this age represent events in an abstract format which goes beyond the content afforded by 

sensory memories. 

 In order to follow up on these findings, I tested adults’ ability to represent the absence 

of items at empty locations (Experiment 5, Chapter 8). It appears that in infancy there is a clear 

dichotomy between representing items and responding to their disappearance as opposed to 

representing the absence of items and responding to their appearance. I intended to explore 

whether this dichotomy is also present in adulthood, and whether adult participants would 

recruit qualitatively different strategies to represent empty locations compared to items.  

 Adults were tested in a novel paradigm that involved the concurrent encoding of 

multiple items and empty locations and required participants to monitor the addition or deletion 

of an item. Importantly, while a number of studies have tested adults’ ability to detect the 

addition of an item (Ryan & Cohen, 2004; Brockmole & Henderson, 2005), these items were 

always perceptually novel. In contrast, in Experiment 5, the item that appeared at the previously 

empty location was always identical to the items presented at the filled locations during 

encoding. Therefore, similarly to Experiment 4, this task tapped into the ability to form a 

symbolic representation that a location is empty, rather than merely responding to a 

perceptually novel object. 

 The task was carefully designed in a way that participants could not infer the absence 

of items at a location from the presence of items elsewhere. This was achieved by presenting 
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distractor locations whose content was not revealed until the outcome, therefore in the final 

display an item may have appeared at a new location without violating the initial configuration.  

 I analysed fixation patterns during encoding, pupil dilation during a memory retention 

interval, as well as accuracy and reaction times at the response phase. Participants’ gaze 

patterns during encoding indicated serial encoding in relation to items, whereas empty 

locations were exclusively encoded as part of the global configuration. Namely, correct change 

detection was observed on a number of trials where participants had made no fixations at the 

empty location, and there was no relationship between the amount of time spent encoding an 

empty location and subsequent behavioural accuracy. In contrast, the locations of items were 

fixated for significantly larger amount of time, which in turn predicted accuracy.  

 Intriguingly, pupil dilation during memory retention – indicating working memory 

processes (Kahneman & Beatty, 1966) – clearly reflected the number of items that the 

participant was required to maintain in memory, whereas the number of empty locations were 

not reflected in pupil dilation.  

 Lastly, participants were significantly slower and made more errors when responding 

to changes that occurred at the empty locations. Additionally to the fixation data, the 

behavioural results also indicated serial encoding in case of items (i.e. the presentation of more 

items hindered performance), while it suggested parallel encoding in case of the empty 

locations (i.e. more empty locations did not impair performance as long as the total number of 

locations was constant). 

 These results provide strong support for the conclusion that while each item was 

encoded individually, empty locations were not encoded as unique pieces of information, but 

rather, as a property of the global pattern. Therefore, in accordance with the infant literature, 

Experiment 5 suggests that the presentation of empty locations poses a remarkable difficulty 

on encoding and retrieval processes even in adulthood. 
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1.2.3. Summary of experimental conclusions 

 The data from Experiments 1, 2 and 3 does not support the hypothesis that surprise 

facilitates learning in infancy. In contrast, Experiments 4 and 5 indicate that the preferential 

encoding of objects – as opposed to spatial locations – does act as an important selection 

mechanism in both infants and adults when processing the visual scene. These processes 

subsequently influence memory encoding and retrieval; and while certain visual changes 

trigger a response, others remain largely undetected. This interpretation is consistent with the 

hypothesis that attention is primarily object-based (see Scholl, 2001; Chen, 2012), and the 

implications of these findings on infants’ and adults’ change detection abilities are discussed 

in detail in Chapter 8 and Chapter 9. 

 

1.3. Experimental methods 

 In the majority of my experimental work, I used changes in looking behaviour as the 

primary dependent variables. Looking times traditionally measured in violation-of-

expectations paradigms were contrasted and complemented with the gaze data obtained 

through eye-tracking, and pupil dilation was additionally analysed to measure encoding and 

memory processes. These results were subsequently linked to other behavioural measures, such 

as infants’ social looks and adults’ reaction times and accuracy. A summary of these methods 

and their applications in my experiments is presented below, and each measure is discussed in 

more detail in the relevant chapters with regard to the specific experimental paradigms used in 

the thesis. 
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1.3.1. Looking times to knowledge-consistent and knowledge-violation events  

 Firstly, I analysed infants’ total looking time to the screen following knowledge-

violation and knowledge-consistent conditions, with the underlying assumption that violations-

of-expectation elicit longer looking times. Violation-of-expectation paradigms usually present 

a small number of trials in a within-subjects design, some of which contradict an adultlike 

expectation, while the rest of the trials are almost identical except that they do not violate these 

expectations (e.g. Baillargeon et al., 1985; Kellman & Spelke, 1983; Woodward, 1998). Longer 

looking times to the violation condition across participants might potentially be interpreted as 

evidence that infants had indeed possessed the relevant adultlike expectations that the 

surprising outcome violated.  

 These paradigms have been used extensively to assess infants’ knowledge about certain 

constraints on object behaviour, namely that objects cannot disappear, or pass through other 

solid objects, or appear at arbitrary locations (e.g. Baillargeon, 1987a; Wang et al., 2004; 

Hespos & Baillargeon, 2001). In addition, violation-of-expectation paradigms have been used 

to test infants’ abilities in highly abstract domains, such as numerical cognition (Xu & Carey, 

1996; Wynn, 1992), causality (Ball, 1973; Kotovsky & Baillargeon, 2000), logical inferences 

(Cesana-Arlotti et al., 2018; Téglás et al., 2011), and social cognition (Onishi & Baillargeon, 

2005; Kovács et al., 2010). Importantly, a large amount of data from different labs seems to 

provide converging evidence that infants do indeed look longer to the violation conditions in 

these paradigms. In addition, a number of these studies have been replicated using measures of 

brain electrical activity, which are not a priori assumed to reflect perceptual novelty (e.g. 

Berger et al., 2006 in the domain of numerical cognition; Kaufman et al., 2003a; 2005 in 

relation to object permanence). 

 Importantly, however, as it has been pointed out by a number of researchers (e.g. Aslin, 

2007; Haith, 1998; Mareschal, 2000), the method of measuring infants’ total looking time to 
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different stimuli was initially developed to assess perceptual discrimination, with the 

underlying assumption that infants’ visual attention will be held longer by novel stimuli (see 

Kellman & Arterberry, 1998). Therefore, since perceptual novelty tends to result in longer 

looking times, violation-of-expectation paradigms that set out to assess abilities other than 

novelty detection have to carefully control for the relative perceptual novelty of the violation 

and control conditions.   

 A further complication with regard to the looking time measure is that while novel 

stimuli are likely to attract more visual attention in infants, the opposite looking pattern may 

also appear. For instance, very young infants tend to show a familiarity preference. In addition, 

the amount of preference for novel over familiar stimuli also depends on the depth of encoding, 

with a preference for familiarity until the encoding process is complete. (see Aslin, 2007). 

Consequently, it may be possible that the mechanisms of familiarity preference, novelty 

preference and the effect of the violation-of-expectation are all present within the same 

experimental paradigm; potentially producing a statistical result that is hard to interpret.  

 Although many studies have made meticulous efforts to control for the amount of 

perceptual novelty across conditions6, the knowledge-consistent and knowledge-violation 

conditions are necessarily different from each other on at least one physical dimension which 

reflects the critical manipulation. Furthermore, counterbalancing the violation and control 

conditions elicits a difference in infants’ familiarity with the images, which might result in 

order effects in the traditional violation-of-expectation paradigms (e.g. Baillargeon, 1987b; 

Baillargeon et al., 1985; Rivera et al., 1999).  

 Additionally, since looking times were originally used in perceptual discrimination 

paradigms, violation-of-expectation paradigms can only provide binary answers, i.e. whether 

                                                
6 Regarding the potential impact of perceptual novelty on infants’ looking times and the difficulty of controlling 
for these features, see the debates in the following domains: object permanence (Baillargeon et al., 1985; Rivera 
et al., 1999; Baillargeon, 1999), rational action (Gergely et al., 1995; Premack & Premack, 1997; Gergely & 
Csibra, 1997), numerosity (Wynn, 1992; Wakeley et al., 2000a; Wynn, 2000; Wakeley et al., 2000b). 
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infants discriminated between the experimental conditions or not (see Aslin & Fiser, 2005). 

Relatedly, looking time is a non-monotonic measure, and thus it is not possible to compare the 

proportion of looking to the proportion of surprise or stimulus preference.  

 Lastly, and perhaps most critically, multiple underlying mechanisms might elicit the 

same pattern of looking times, and therefore the cognitive implications of a significant finding 

are ambiguous (Aslin, 2007; Haith et al., 1988; Munakata, 1998). Therefore, looking times in 

the framework of a violation-of-expectation paradigm might be most useful if the primary 

research question is whether infants discriminate between two events or not, followed by the 

use of other measures that are more sensitive in determining the specific underlying 

mechanisms. 

  

1.3.2. Using eye-tracking to investigate gaze patterns 

 In most of my experiments, I used eye-tracking to analyse the ‘micro-structure of 

looking’ (Aslin, 2007) and to link infants’ gaze patterns to a number of other measures, such 

as looking time obtained via frame-by-frame coding, pupil dilation and social looking 

behaviour.  

 Eye-tracking has been used extensively in infancy research to investigate memory 

processes (Richmond & Nelson, 2009; Cheng et al., 2019), perceptual learning (Johnson et al., 

2004), action understanding (Falk-Ytter et al., 2006; Gredebäck & Melinder, 2010), the ability 

to represent occluded objects (Gredebäck & von Hofsten, 2004; Johnson et al., 2003), as well 

as to study early markers of autism (Falk-Ytter et al., 2018; Davidovitch et al., 2018). 

 In virtue of the fact that eye-tracking enables a detailed spatial and temporal analysis 

of infants’ looking behaviour, eye-tracking has the potential to answer questions that are not 

easily formulated in a traditional looking time paradigm.  
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 Firstly, eye-tracking has been widely used in preferential looking paradigms to assess 

learning and memory in infants (e.g. Mather & Plunkett, 2011; Richmond & Nelson, 2009; 

Althaus & Plunkett, 2016). These paradigms involve the concurrent presentation of a number 

of different objects at test, and infants’ memory performance or learning is inferred from their 

visual preference towards one of the presented objects. In line with these studies, in 

Experiments 1 and 2, I first presented infants with a knowledge-violation or knowledge-

consistent event, and subsequently used a preferential looking paradigm to assess infants’ 

memory for the object that had previously surprised them. 

Since eye-tracking provides a precise measure of where the infant is looking within the 

scene – as opposed to their looking to the entire scene – eye-tracking might be used to inquire 

about the underlying mechanisms at play in violation-of-expectation paradigms. For instance, 

a paradigm using looking times (Wynn, 1992) showed that infants looked reliably longer to an 

event that involved the subtraction of one of two objects from the scene, followed by the 

impossible outcome of two objects (2 – 1 = 2). These results were originally interpreted as 

evidence for numerical abilities in infants, and it was assumed that the source of infants’ 

surprise was the presence of two objects at the outcome. However, these results were replicated 

using eye-tracking (Bremner et al., 2017), which also showed longer overall looking times, but 

they indicated that infants looked specifically at the object which had been subtracted prior to 

the outcome. These results cast new light on the original finding, indicating that infants were 

tracking the presence or absence of a particular object, rather than performing a mathematical 

operation.  

 In a similar vein, I used eye-tracking in the paradigm where familiar objects were 

mislabelled (Experiment 3), and calculated both total looking times following mislabelling, as 

well as the number and duration of fixations at the object. I reasoned that if infants make more 

fixations at various parts of the object following mislabelling compared to correct labelling, 
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this might indicate that they search for diagnostic features that would reveal why the object 

received an unexpected label. Evidence for the strategic exploration of a surprising object 

would thus provide stronger evidence that infants detected the violation, as opposed to longer 

overall looking times which might also result from a moment of ‘behavioural freezing’ (see 

Meyer, 1997; Reisenzein, 2000; Horstmann, 2006; Schützwohl, 1998). 

 Furthermore, due to the detailed spatial resolution of eye-tracking, infants’ action 

understanding can be assessed by analysing their anticipatory eye movements towards the 

relevant region of the screen (e.g. Gredebäck & Melinder, 2010; Gredebäck et al., 2018; Green 

et al., 2016; Heinrichs et al., 2014). For instance, in the paradigm used by Gredeäck & Melinder 

(2010), infants observed a feeding action which either ended in an expected outcome (i.e. the 

food reached the recipient’s mouth) or an unexpected outcome (i.e. the food was placed on the 

recipient’s hand). Infants’ understanding of this action was assessed via analysing their 

predictive eye movements in the region of the recipient’s mouth immediately before the 

outcome.  

 A number of eye-tracking studies have focused on infants’ ability to predict the 

reappearance of occluded objects (Johnson et al., 2003; Rosander & von Hofsten, 2004). In 

these studies infants observed an object moving on a particular trajectory, some of which was 

occluded from the infant. The studies manipulated the interval while the object’s motion 

trajectory was invisible, and infants’ eye movements were analysed to assess whether they 

successfully predicted the reappearance of the object. In line with this literature, I used gaze 

data to establish whether infants had made a correct prediction about where an occluded object 

should appear immediately before the violation of spatio-temporal continuity (Experiment 2). 

 In addition to a detailed spatial resolution, eye-tracking also enables the analysis of the 

moment-by-moment changes in looking preference (e.g. Oakes et al., 2017; Johnson et al., 

2004; Gredebäck et al., 2008; von Hofsten et al., 2005). For instance, shifts in infants’ fixations 



 61 

throughout image viewing might indicate an understanding as to where the agent in the scene 

will look next and which object she will attend to (Gredebäck et al., 2008; von Hofsten et al., 

2005). Correspondingly, I analysed infants’ fixation patterns after an object appeared at an 

impossible location (Experiment 2). I analysed the number of fixations infants made in the 

region where the object should have appeared, as well as the number of times they switched 

between looking at the two locations. I reasoned that looking back to the predicted location of 

the object and switching between the two locations would indicate an attempt to resolve the 

discrepancy; a potentially more sensitive measure compared to total looking times to the 

screen. 

 

1.3.3. Pupil dilation as an index of encoding and memory processes 

 In addition to recording gaze data, eye-tracking was used to measure pupil dilation 

during encoding and memory retrieval in both infants and adults. While the primary role of 

pupils is to control the amount of light entering the eyes, changes in pupil dilation have long 

been observed in response to cognitive activity (see Hess & Polt, 1964; Goldwater, 1972). 

Cognitively driven changes are linked to the level of activity in the locus coeruleus (LC), which 

produces the neuro-transmitter norepinephrine (NE). In virtue of the role of NE in arousal, 

increased pupil dilation has been linked to the presentation of salient, arousing stimuli (Aston-

Jones & Bloom, 1981; Herve-Minvielle & Sara, 1995). Indeed, arousal-related increases in 

norepinephrine are directly correlated with an increase in pupil dilation (Preuschoff et al., 2011; 

Bradley et al., 2008).  

 However, from a broader perspective, the LC-NE system plays a part in the integration 

of the whole attentional brain system (Corbetta et al., 2008), and therefore cognitively driven 

changes in pupil dilation have been linked to a number of different mechanisms that are 

directed at optimizing behaviour through changes in attentional allocation (Aston-Jones & 
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Cohen, 2005). According to this view, there are two different modes of LC activity, which 

correspond to characteristic changes in pupil diameter. In the phasic mode, the LC responds to 

task-relevant changes in the environment, triggering increased focused attention to the relevant 

event and filtering out irrelevant stimuli (Laeng et al., 2012; Bouret et al., 2003). Conversely, 

as the perceived task utility decreases, tonic activity is associated with the gradual withdrawal 

of attention from the primary task and an increase in exploratory behaviour. Thus, in 

accordance with the fact that pupil dilation signals shifts in attentional allocation, changes in 

pupil size have been linked to the regulation of exploratory compared to exploitative behaviour 

(Aston-Jones & Cohen, 2005; Laeng et al., 2012; Jepma & Nieuwenhuis, 2011). 

 Pupil dilation has been used extensively in both the adult (Kloosterman et al., 2015; 

Zhao et al., 2019; Preuschoff et al., 2011; Lavín et al., 2014) and the infant literature (Jackson 

& Sirois, 2009; Sirois & Jackson, 2012; Gredebäck & Melinder, 2011; for a review see Hepach 

& Westermann, 2016) to measure responses to surprising events. In addition, crucially to the 

investigation into the cognitive impact of surprise, pupil dilation has been associated with a 

number of underlying mechanisms that may be present at the moment of observing the 

unexpected outcome.  

 Firstly, pupil dilation has been linked to a change in attentional mechanisms upon 

detecting a discrepant stimulus (Laeng et al., 2012; Aston-Jones & Cohen, 2005), with more 

pupil dilation indicating increased focused attention to the task-relevant stimulus (Bouret & 

Sarah, 2004; Dayan & Yu, 2006). This finding is compatible with the hypothesis discussed in 

Section 1.1.3., namely that surprise might interrupt an ongoing task and direct the subject’s 

attention to the surprising stimulus.  

 Secondly, pupil dilation has been linked to the amount of cognitive effort that is 

required to solve a task (Hess & Polt, 1964; Kahneman & Beatty, 1966). Increased pupil 

dilation following a surprising event is therefore also compatible with the view that surprise 
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increases the amount of uncertainty in the environment, which in turn requires increased effort 

to resolve. In accordance with this interpretation, increased pupil dilation was observed in a 

study that tested adults’ learning rates following a violation of a previous regularity (Nassar et 

al., 2012).  

 In addition, the link between pupil dilation and cognitive effort is reflected in the 

findings that pupil diameter increases with the number of objects that the participant is required 

to maintain in memory (Alnæs et al., 2014; Unsworth & Robinson, 2015). In accordance with 

this property of pupil dilation, I used this measure to assess adults’ working memory processes 

during the presentation of items and empty locations in Experiment 5.  

 Thirdly, consistent with the idea that surprise reflects potential information gain, the 

pupil response in different paradigms has been interpreted in a unified framework, suggesting 

that pupil dilation reflects the amount of expected information gain (Zénon, 2019). This 

interpretation integrates the characteristics of pupil dilation in response to surprise, uncertainty, 

increased attention, a switch from exploitative to exploratory behaviour, and increased 

cognitive effort. Crucially, the hypothesis that surprise enhances learning also draws on the 

assumption that the primary purpose of an adaptive filtering mechanism is to extract relevant 

and learnable information from the sensory stimuli. Therefore, pupil dilation might be an ideal 

measure to capture the cognitive processes that result from the violation of a prior prediction.   

 In accordance with this literature, in Experiment 3, I used pupil dilation as the primary 

measure to establish whether infants responded when a familiar object was mislabelled (for 

details on the use of pupil dilation in this paradigm, see Chapter 4). Importantly, in this 

paradigm the information that violated infants’ expectations was delivered in the auditory 

domain (i.e. the incorrect labelling events), therefore changes in the luminosity of the stimulus 

could not have influenced the results. 
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 Prior to collecting data for Experiment 3, I analysed the eye-tracking data from 

Experiments 1 and 2 in order to explore whether there are systematic changes in pupil dilation 

depending on viewing distance. (These results are displayed in Appendix A.) Negative 

correlations would indicate that the farther the infant’s eyes are from the screen, the smaller 

the pupils appear in the eye-tracker’s camera which records the measure. This possibility would 

indicate that viewing distance is not corrected for by the eye-tracker when estimating the pupil 

data7.  

 By contrast, positive correlations would indicate that the brightness of the screen 

impacts pupil dilation; larger distances from the light source would be associated with more 

pupil dilation, and the pupils would constrict as the participant leans closer to the screen. 

 Overall, the pupil data from Experiments 1 and 2 indicated a positive association 

between pupil dilation and viewing distance. Therefore, in Experiment 3, I ensured that all 

infants were seated in the same viewing position: the distance between the infant and the screen 

was kept constant and parents were instructed to readjust the infant’s position if she leaned 

forward to the screen. In Experiment 5, adults used a chin rest to ensure that the viewing 

distance was kept constant across participants. 

 Furthermore, a light meter was used prior to each testing session to ensure constant 

lighting conditions. Furthermore, the experimental stimuli in Experiments 3 and 5 were 

matched for brightness and saturation using Final Cut Pro. All stimuli were presented on an 

achromatic, grey background, including the attention getters and the fixation stimuli in order 

to minimise the effect of luminance changes on pupil dilation.  

 In addition, pupil diameter has been shown to vary systematically depending on gaze 

position; a phenomenon known as the pupil foreshortening error (Hayes & Petrov, 2016). This 

                                                
7 The user manual of the Tobii TX300 eye-tracker used in the experiments claims that the distance between the 
eyes and the tracker is accounted for when estimating pupil size. Nevertheless, I wanted to verify this by 
conducting the correlation analyses, as well as to check for the possibility that the brightness of the screen 
influences pupil dilation.  
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confound results from the fact that the camera on the eye-tracker which records the pupil data 

is in a fixed position, while the eyes rotate as the direction of the gaze changes. Therefore, in 

Experiment 3, all objects were presented in the centre of the screen, and the size of the stimulus 

was chosen in a way that infants could visually explore the objects without large changes in 

gaze position.  

 In addition, due to the fact that pupil dilation is subject to slow fluctuations, the pupil 

data was baseline corrected by establishing mean pupil dilation during a 500ms interval 

immediately preceding the manipulation of interest and subtracting these baseline values from 

each subsequent data point in the trial. Subtractive baseline correction was used – as opposed 

to divisive baseline correction – as this method has been shown to be more sensitive to true 

effects and less likely to obtain spurious effects in the presence of eye blinks and small baseline 

pupil diameter (Mathôt et al., 2018). 

 

1.3.4. Social looking behaviour 

 In addition to these measures, I linked infants’ surprise – measured through eye-

movements and pupil dilation – to changes in their social looking behaviour. This measure has 

previously been used to study infants’ responses to arithmetic violations (Walden et al, 2007), 

as well as violations of object identity (Dunn & Bremner, 2017). In Experiment 3, I tested 

whether infants initiated more social looks toward their caregiver after a familiar object had 

been mislabelled, compared to when it had been labelled correctly.  

 From a methodological point of view, the measures of pupil dilation and looking times 

rely on the assumption that infants will increase their looking at the surprising stimulus. 

Consequently, the trials where infants choose to look at the caregiver are lost from these 

analyses. Therefore, the analysis of social looks might capture infants’ surprise response on the 

trials where there is no eye-tracking data available. More importantly, from a theoretical point 
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of view, this measure might capture the social aspect of infants’ information seeking behaviour, 

namely their orientation to the parent as the most reliable informant in situations of high 

entropy. 

 

1.3.5. Summary of methods 

 Due to the fact that multiple mechanisms may underlie the same measure – in case of 

looking times or pupil dilation, for instance – I attempted to use multiple measures within the 

same experiment to support my conclusions. Importantly, none of these measures can 

decisively establish whether infants were “surprised” in terms of the phenomenological aspect 

of surprise. Instead, the term “surprise” will be used to capture the cognitive processes that 

underlie a change in the above discussed dependent measures upon the violation of a previous 

regularity.   

 In order to investigate the cognitive impact of surprise, in my first experiment I 

explored whether the effect of surprise is specific to the object that violated infants’ 

expectations or, rather, the violation induces a learning benefit with regard to any stimulus that 

is present at the moment of surprise. In order to disentangle these alternative hypotheses, 

infants were presented with a surprising scenario where the object that had violated their 

expectations was not available to explore at the moment of surprise; i.e. the case of magical 

disappearance.  
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Chapter 2.  

Experiment 1. The impact of surprise on learning following the violation of object 

permanence 

 

2.1. Introduction 

 The motivation of this experiment was to explore whether the effect of surprise on 

subsequent cognitive processes is specific to the object that previously violated infants’ 

expectations, or, rather, infants might potentially learn about any stimulus that is presented in 

close spatial or temporal proximity to the discrepant item.  

 As discussed in Chapter 1, Stahl & Feingenson (2015) claim that the learning benefit 

observed in their study was specific to the item that had violated infants’ expectations. Based 

on these results, they hypothesise that the effect is due to infants’ attempt to resolve the 

discrepancy between their expectations and the outcome and to take a closer look at the object 

that had violated their expectations. This interpretation is compatible with the findings that pre-

schoolers selectively explore the objects that would help dispel their uncertainty and surprise 

(Stahl & Feingenson, 2017; Bonawitz et al., 2012; Cook et al., 2011).  

 Conversely, it is possible that surprise enhances learning through changes in attentional 

mechanisms and arousal levels, which might indiscriminately enhance the encoding of the 

surprising stimulus as well as the context of surprise. This hypothesis seems to be supported 

by the findings that a perceptual oddball stimulus enhanced adults’ subsequent recognition 

memory for the scene in which it was embedded (Swallow & Jiang, 2010; Swallow et al., 

2012). Interestingly, when participants heard an auditory oddball stimulus, their recognition 

memory performance was enhanced for the visual image that was presented at the time of 

surprise. This finding seems to accord with the intuition that the surprising stimulus and the 

context of surprise may co-occur again in the future, and therefore it may be adaptive to retain 
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information on the rest of the scene. Relatedly, if the effect of surprise is mediated by arousal, 

then it is possible that arousal-related increases in norepinephrine might enhance memory 

consolidation within a certain temporal window, and not only for a particular item that elicited 

the surprise (Guillet & Arndt, 2003; Ventura et al., 2016; Anderson et al., 2006; Dunsmoor et 

al., 2015). Importantly, this interpretation is contrary to the view that violations of strong, pre-

existent knowledge elicit infants’ attempt to resolve a discrepancy and their motivation to test 

specific hypotheses about the object in order to reassess their knowledge system. 

 In order to explore these possibilities, the design of the Stahl & Feingenson (2015) 

study will be described in more detail, followed by the presentation of my modified paradigm 

that might tease apart the two alternative explanations. 

 In the study by Stahl & Feingenson (2015), 20 infants were presented with either a 

knowledge-violation (N = 10) or a knowledge-consistent event (N = 10), depending on the 

condition. In these events, a toy car or block either passed through a wall or stopped in front of 

it (solidity condition; Figure 1.3a) or appeared at a new location in the scene as opposed to its 

previous location (continuity condition; Figure 1.3b).  

 All infants were given an equal amount of time (10s) to encode these events, which was 

followed by a demonstration that the familiar object had a novel auditory property (ringing, 

squeaking or rattling). Infants were then presented with the object along with a novel distractor, 

side by side, while both objects remained stationary. During this silent baseline interval infants 

were expected to visually explore the novel object longer than the object seen in the previous 

sequences, in line with the literature showing that infants prefer to attend to novel objects once 

the encoding of the familiar object is complete (see Aslin, 2007; Schöner & Thelen, 2006). 

 Following baseline, both objects were manipulated concurrently while the sound from 

the teaching event was playing, which constituted a mapping test. The authors reasoned that if 

infants have associated the sound with the target object seen in the previous events, they will 
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increase their looking to the target in the presence of the familiar sound compared to the 

preceding silent baseline interval. Therefore, an increase in the proportion of target looking 

during the concurrent manipulation of the two objects was used as an indicator that the sound 

had been successfully mapped onto the target object. 

 Stahl and  Feingenson (2015) did indeed find that the infants who had previously seen 

the target object behave in a way that had contradicted the principles of object solidity or 

continuity increased their looking to the target while the sound was played, indicating that the 

novel auditory property had been associated with the object. In contrast, those infants who had 

not witnessed the unusual or impossible behaviour of the object were equally likely to look at 

the target in the presence or absence of the sound, indicating that the sound had not been 

mapped onto the object.  

 Furthermore, a follow-up experiment (included in the above cited study) showed that 

the learning benefit is strongly linked to the object that originally elicited the infant’s surprise. 

In this second experiment, following the same knowledge-violation events as above, the object 

that had committed the violation was visible for 10s. Following this interval, the object was 

removed and a new object was added to the scene. Infants then saw a demonstration that the 

new object, which had not been present during the violation sequence, had an auditory 

property. In this case, infants did not increase their looking to the target during the mapping 

test; the results of infants’ looking preferences were identical to those in the knowledge-

consistent condition. The authors interpret this finding as evidence for the hypothesis that 

surprise acts a selection mechanism that highlights a specific object for further exploration and 

learning.  

 Crucially, however, in this control condition infants were first exposed to the surprising 

outcome for 10s while only the object that had committed the violation was visible. The new 

object was only added to the scene following this interval. It is therefore possible that the 
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learning benefit is not specific to the object that commits the violation, but to any object that is 

present in the critical time window following the surprising outcome. Consequently, enhanced 

learning may have also been observed in relation to the new object, had this object been added 

to the scene immediately after the violation had taken place.  

 The current experiment set out to: (i)  replicate the finding that the violation of physical 

laws elicits enhanced learning, and (ii) test the hypothesis that the learning benefit resulting 

from the surprise is specific to the properties of the surprising object.  

 In order to test this hypothesis, the impossible disappearance of an object was used as 

a violation of prior expectations. The disappearance of an object from its plausible location has 

been shown to elicit a surprise response in infants as young as 8 months (Wynn & Chiang, 

1998), 6 months (Kaufman et al., 2003a), 5 months (Wynn, 1992) and 3 months of age (Wang 

et al., 2005).  

 Firstly, this manipulation allows for infants’ looking times to be recorded after the 

violation event – thereby acquiring evidence for their surprise – without providing the infants 

with additional time to encode the object. The study by Stahl & Feingenson (2015) limited 

infants’ looking times to 10s following the violations of solidity and continuity because if 

infants look longer following a violation-of-expectation, they are more likely to encode the 

properties of the object, and thus enhanced learning might be a result of more exposure to the 

target object, rather than the mechanisms involved in the surprise per se. The current paradigm 

removes this confound and allows for infants’ looking times to be tested along with the 

resulting learning advantage. In fact, if infants do look longer following the violation of 

impossible disappearance, and still remember the object better after a longer delay, then these 

results would provide strong evidence for the impact of surprise on learning. 

 Secondly, the removal of the surprising object from the scene provides an opportunity 

to disentangle whether the effect of surprise is indeed specific to the object that had committed 
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the violation, as Stahl & Feingenson (2015) claim. If the impact of surprise is linked to the 

object that previously elicited the surprise, and it is independent of the visual scene that follows 

the surprising event, the learning benefit should still be observed even if the object that commits 

the violation is no longer present at the moment of surprise and it is unavailable for further 

visual exploration. In other words, if surprise acts as a selection mechanism that highlights an 

object to be remembered and further explored when it is next encountered, rather than as a 

generic mechanism that indiscriminately increases the infant’s arousal and attention to the 

scene, then infants should be able to select an object that is momentarily absent from the scene 

as the target of their future learning. 

 In contrast, if the learning benefit results from increased attention and visual 

exploration of the scene following the surprise, the absence of the object at the outcome will 

eradicate any learning benefit, or, infants’ heightened attention might be directed to another 

object that is still present in the scene. 

 In addition, in Stahl and Feingenson (2015)’s study, infants learnt an uncommon 

association between a familiar object (a toy car or block) and a new sound (squeaking or 

ringing). Therefore, enhanced learning (or in fact, any learning) in the violation condition might 

be explained by the hypothesis that infants accepted the novel, unusual auditory property of a 

known object only if the object had also displayed other surprising characteristics, such as 

going through a wall or appearing at an implausible location. In this case, infants may have 

overwritten their category knowledge regarding the familiar object and allocated more 

attention to it in order to establish a new category that incorporates both of the surprising 

characteristics. In contrast, infants in the knowledge-consistent condition may have been 

reluctant to learn an unusual property about a familiar object that contradicted their category 

expectations (e.g., ‘cars do not squeak’). However, if the violation of a physical law is 

sufficient to enhance learning, as Stahl and Feingenson (2015) claim, and the impact of surprise 
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is unrelated to any specific object knowledge or category expectations, this effect should still 

be present in scenarios involving unfamiliar objects. 

 To test this latter hypothesis, 12-month-old infants were presented with a sequence of 

events involving two objects, one of which disappeared either in a possible way (object 

previously retrieved from the scene) or in an impossible way (object previously added to the 

scene), while the other object remained stationary throughout the event sequence. The 

disappearance events were closely matched to the experimental paradigm used by Wynn & 

Chiang (1998), with the exception of using unfamiliar objects. At the outcome, infants’ looking 

time to the scene was measured, with the prediction that infants will look longer to the 

impossible compared to the possible disappearance of the object, which would indicate that the 

violation of object permanence has been detected.  

 Following this initial disappearance event, infants were taught a new auditory property 

about the object that had previously disappeared from the scene (=target). The movement of 

the object during the demonstration of the sound closely matched the experimental stimuli 

described by Stahl & Feingenson (2015), and the sounds used in the teaching event were 

identical to the ringing and rattling sounds used in their experiment. 

 At test, infants saw the target object paired with a novel, unfamiliar object. Infants’ 

looking preference for the target object was then measured during a silent baseline interval, as 

well as during the subsequent mapping test while both objects were moving and the familiar 

sound was played. The event sequences depicting the disappearance events, as well as the 

following teaching and test events are displayed in Figure 2.1. If the learning benefit associated 

with a surprising event is directly linked to the object that previously violated the infants’ 

expectations, then enhanced learning should be observed even in the absence of the object at 

the surprising outcome. In contrast, if surprise is linked to the visual scene available at the 
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moment of surprise, then no enhanced learning is expected in the knowledge-violation 

compared to the knowledge-consistent event.8 

 A within-subjects design was used to rule out the confound of individual differences in 

learning that are unrelated to the presence or absence of surprise. Infants saw two trials in 

succession involving a possible and an impossible event, and each disappearance event was 

then followed by a teaching and test sequence.  All event sequences were pre-recorded and 

presented in conjunction with eye-tracking. Infants were video-recorded and looking times 

were measured via frame-by frame offline coding, as well as using their gaze data obtained 

from the eye-tracker.  Infants’ target preference at test was measured via the eye-tracker.  

 The age range of 12 months was selected to match the age of the infants in the study by 

Stahl & Feingenson (2015), which previously showed a positive impact of surprise on learning. 

With regards to the sample size, there was no a priori stopping rule, except for the attempt to 

achieve a sample size that is comparable to the one used by the original Stahl & Feingenson 

(2015) study (N= 20).  

 

2.2. Methods 

2.2.1. Participants 

 Fourteen typically developing, full-term (> 36 weeks gestation) 12-month-old infants 

were tested. (355 – 377 days, M = 363.71, SD = 8.02, 1 female). An additional 5 babies were 

tested but excluded due to fussiness (n = 2), an absence of looking at the screen in the 250ms 

interval following the outcome of the disappearance event (n = 1) or due to insufficient data 

                                                
8 In addition to Experiment 1, a follow-up study was designed to address the question whether the learning 
advantage resulting from the surprise is transferred to the other object that was visible in the scene at the moment 
of surprise but did not violate infants’ expectations. In this paradigm, the possible or impossible disappearance of 
one of the objects in the scene was followed by the demonstration that the other, stationary object had a hidden 
auditory property. If the learning benefit results from an increased attentional state elicited by the surprise, then 
infants in the violation condition should show enhanced learning associated with the object that was visually 
available to them at the surprising outcome. However, in light of the results of Experiment 1, this follow-up study 
was not conducted. 
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(<50% valid eye-tracking data) during at least one of the sequences (n = 2). The first 250ms of 

the interval following the outcome of the disappearance event was selected as an inclusion 

criteria to ensure that infants in the violation condition were looking at the screen when the 

occluder was lowered and the object failed to appear, as looking back at the screen at a later 

time point is logically compatible with the assumption that the object was removed from the 

scene while the infant was inattentive. 

 For all the experiments reported in this thesis, infants were recruited via the database 

of the Centre for Brain and Cognitive Development, Birkbeck. Parents had previously signed 

up for their details to be included in the database, and the experimenter invited them to 

participate in the study. Parents were provided with information on the research questions and 

the methods prior to the experimental session, and informed consent was obtained before the 

start of the session. The studies received ethical approval from the Ethics Board of the 

Department of Psychological Sciences, Birkbeck. All experiments presented in the thesis were 

conducted by the author. 

 

2.2.2. Stimuli 

 The event sequences for the knowledge-violation, knowledge-consistent, teaching and 

test events are depicted in Figure 2.1. Each sequence was separated by a central attention getter 

(an orange star) appearing on a grey background along with a brief auditory stimulus to attract 

the infant’s attention to the screen. The presentation of each sequence began once the infant 

attended to the screen, which was determined by the experimenter observing the session from 

behind a curtain through the camera mounted on top of the eye-tracker’s screen. The objects 

participating in the sequences (Figure 2.2.) were presented on a stage covered with a grey 

tablecloth in front of a black background. All sequences were pre-recorded and edited using 

Final Cut Pro. Each event is described in detail below, in the temporal order in which they 

occurred. 
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 Familiarisation: During familiarisation, infants saw the empty stage for 8s. A female 

voice said “Look! Look at this! Watch this!” in infant-directed speech (3-7s). Two cream-

coloured occluders then rotated up (8-10s), followed by a hand reaching in from the left side 

of the screen (10s), moving towards the occluder on the left. The hand briefly disappeared 

behind the occluder, and then moved back with the palm facing the infant (14s). The occluders 

then rotated down revealing the empty stage (14-16s). The upward and downward motion of 

the occluders were accompanied by a brief auditory stimulus to attract the infants’ attention to 

the screen. 

 Knowledge-violation and Knowledge-consistent events: In the knowledge-violation 

event (Figure 2.1a, top panel), two unfamiliar objects were visible side by side (0-8s). A female 

voice said “Look! Look at this! Watch this!” in infant-directed speech (3-7s). The two rotating 

occluders were then raised along with a brief auditory stimulus (8-10s). The occluders covered 

one of the objects, while the other object remained in full view. A hand reached in from the 

side, pushed the object on the left side of the screen behind the occluder, and then left the scene 

(10-14s). The two occluders then rotated  down, accompanied by the auditory stimulus (14-

16s), revealing only the stationary object that had not been manipulated, thus resulting in the 

impossible disappearance of the manipulated object.  

 The knowledge-consistent event (Figure 2.1a, bottom panel) was identical to the 

violation event, except that the two occluders covered both of the objects. The hand now 

reached in and retrieved the object from behind the left occluder, and left the scene with the 

object held in full view. The two occluders then rotated down to reveal only the object that had 

not been manipulated, thus resulting in the possible disappearance of the manipulated object.  

 Teaching event: The object that had previously disappeared either in a possible or an 

impossible fashion now appeared on the same side of the screen as before and remained 

stationary for 2s. A hand reached in from above to lift the object (2-4s) and moved it vertically 
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to the rhythm of a pre-recorded sound for 12s, and then removed the object from the scene 

(16s) (Figure 2.1b).  

 Test event: The object seen in the teaching event (i.e. the target object) was paired with 

a dissimilar novel distractor (Figure 2.1c). The two objects were visible together for 5 seconds. 

Two hands then reached in from above to lift the objects (5-7s) and moved both objects 

rhythmically while the sound from the teaching event was played (7-19s). The test event ended 

with both objects leaving the scene (19s). At test the target always appeared on the opposite 

side of the screen compared to the disappearance and teaching events. 
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Figure 2.1. The event sequences used in Experiment 1. (a) Knowledge-violation and Knowledge-consistent 
events ending in the impossible and possible disappearance of the manipulated object. (b) Teaching event 
demonstrating the hidden auditory property of the object that previously disappeared. (c) Test event 
constituted of a 5s silent baseline interval followed by the mapping test where both the target and the 
distractor objects were rhythmically to the sound previously heard during the teaching event. 
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A total of 6, brightly-coloured, unfamiliar objects of a similar size were used (Figure 2.2.). The 

identities of the objects used as: (1) targets, (2) stationary objects used in the disappearance 

event, and (3) distractors used in the mapping test were counterbalanced across infants.  

 

 

Figure 2.2. Unfamiliar objects used in Experiment 1. The roles of: (1) target, (2) stationary object appearing 
in the disappearance event, and (3) novel distractor presented in the mapping test were counterbalanced 
across infants. 

 

2.2.3. Design & Procedure 

 Infants were seated in their parents’ laps in a quiet, dimmed room. Parents were 

instructed to close their eyes and not interact with their infants throughout the experiment. The 

stimuli were presented on a Tobii TX300 eye-tracker using Matlab with a sampling rate of 120 

Hz.  Each infant saw two trials and took a short break of approximately 10 minutes between 

the two trials. The experiment lasted approximately 20 minutes in total. 

 Each trial consisted of the familiarisation event, a knowledge-consistent or knowledge-

violation event, followed by a teaching and a test event. The order of the two trials involving 

the violation or non-violation events were counterbalanced across infants. Infants saw a set of 

three unfamiliar objects in the first trial, and a different set of three unfamiliar objects in the 

second trial. Two dissimilar auditory stimuli were used in the teaching events for each 

participant: a ringing sound in the first trial and a shaking sound in the second trial; therefore, 

each sound was used equally often in the violation and non-violation events. 

 Following the familiarisation sequence, infants were presented with the outcome of 

either a possible or impossible disappearance event, depending on the condition. At the 

outcome, infants’ looking times to the entire screen were monitored online by the experimenter: 
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each time the infant looked away, a keyboard key was held down while the infant was 

inattentive. If the duration of the key press exceeded 2s, the trial was automatically terminated 

and the next sequence was presented. The outcome of the disappearance event was presented 

for a maximum duration of 30s. Infants were video-recorded for offline looking time coding, 

and, additionally, their looking time to the entire screen was recorded by the eye-tracker. 

 In the subsequent teaching event, infants were shown that the target object that had 

previously disappeared either expectedly or unexpectedly had a hidden auditory property. At 

test, the target was paired with a novel distractor. During an initial 5s silent baseline interval, 

the two objects remained stationary on the two sides of the screen, equidistant from the centre.  

Following the head-turn paradigm used by Stahl & Feingenson (2015), the two sides of the 

screen constituted the two areas of interest, and the two AOIs taken together amounted to the 

total area of the screen. 

 Infants’ looking times to the two objects were measured via the eye-tracker to obtain a 

score of baseline target preference (target looking/(target + distractor looking). Following the 

baseline interval, both objects were manipulated while the sound from the teaching event was 

played. Infants’ target preference was measured (i.e. target looking/(target + distractor looking) 

during the mapping test while both objects were moving and the familiar sound played. If 

infants had successfully mapped the auditory property onto the object during teaching, their 

target looking was expected to increase while the sound was played compared to the preceding 

silent baseline interval. Following the analysis of Stahl & Feingenson (2015), infants’ baseline 

target preference (0-5s) was subtracted from their target preference during the presence of the 

auditory stimulus (7-19s) to obtain a learning score, with scores significantly greater than 0 

indicating the successful mapping of the sound onto the object. If violations of expectation 

elicit an enhanced preparedness and ability to learn novel properties about the surprising object, 
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then infants’ learning scores will be significantly higher following the impossible compared to 

the possible disappearance of the target object. 

2.2.4. Gaze data pre-processing 

 Two separate gaze data  analyses were completed: the first over the interval 

immediately following the outcome of the disappearance events until the trial was terminated,  

and the second over the duration of the entire test event to measure infants’ target preference 

during the silent baseline as compared to the interval during which the sound was played and 

both objects were moving.  

 The following data pre-processing steps were performed in the order in which they are 

described: (i) Linear interpolation was applied to the gaze data corresponding to each eye with 

a maximum gap of 10 missing samples (83.33ms). (ii) Valid samples that fell into the track 

box of the eye-tracker but outside the area of the screen (values larger than 1 or smaller than -

1, with coordinates between 0 and 1 denoting the area of the screen) were removed. (iii) 

Missing data from one eye was replaced with data from the other eye and the data was 

subsequently averaged across the two eyes. The data following the averaging between the two 

eyes was taken into account to ascertain whether the infant was looking into the relevant AOI. 

(iv) Trials were excluded if there was no valid gaze data falling on the area of the entire screen 

for at least 250ms immediately following the outcome of the disappearance event (n = 1) or for 

at least 50% of the teaching (n = 0), baseline (n = 1) and mapping test intervals (n = 2) following 

the data pre-processing steps described above. Infants were only included if they had valid data 

for all sequences in both parts of the experiment (i.e. their data was included for the 

disappearance event and the teaching, baseline and test sequences in both the knowledge-

violation and the knowledge-consistent trials). The proportion of included infants’ valid gaze 

data during the teaching event, the silent baseline and the mapping test intervals in each 

condition is displayed in Table 2.1. 
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Table 2.1. Proportion of valid gaze data in each sequence following interpolation in Experiment 1. 
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0.351 

 

 
0.211 

 

 
0.195 

 
 

2.2.5. Manual looking time coding 

 During the experimental session, infants were recorded via a camera mounted on top 

of the eye-tracker’s screen (23”, 1920x1080). Infants’ total looking time to the possible and 

impossible disappearance of the object was calculated via frame-by-frame offline coding at a 

resolution of 25 frames per second in order to establish the presence of a surprise response to 

the impossible disappearance of the object, with longer looking indicating that the violation of 

object permanence had been detected.  

 All trials were coded by the experimenter, however, in order to avoid experimenter bias, 

blind coding was enabled via the following strategy. Looking times were coded from the time 

point when the occluders had completely rotated down and the outcome revealing only one 

object was fully visible (at 16s in the Knowledge-consistent and Knowledge-violation 

sequences). These frames were identical in the two conditions. The video recordings were cut 

at this timepoint and random IDs were assigned to the trials. Once the experimental 

manipulation was removed from the recordings, there was no information available whether 

the infant had seen a knowledge-violation or a knowledge-consistent event. Frame by frame 

coding only began once all the trials had been edited in this fashion. 

 Infants’ looking time was taken into account up until the timepoint where the infant 

reached the 2s criteria of looking away from the screen, or if stimulus presentation had reached 
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30s, and each interval of looking to the screen was added up to calculate the infant’s cumulative 

looking time to the screen until the sequence was terminated. 

 

2.3. Results 

2.3.1. Looking times: Establishing the presence of a surprise response  

 The results of the looking time analysis using the manually coded data, as well as the 

gaze data recorded by the eye-tracker are depicted in Figure 2.3. Each is discussed in turn 

below. 

 Manual coding: A 2 x 2 mixed design ANOVA with the within-subjects variable 

Condition (Knowledge-violation/Knowledge-consistent) and the between-subjects variable 

Order (Violation first/Consistent first) was conducted on the total looking times calculated via 

manual coding. The analysis yielded a marginally significant Condition X Order interaction, 

F(1,12) = 4.72, p = 0.050, ηp2 = 0.282. (Knowledge-violation/Violation first: M = 6.54s, SE = 

1.81; Knowledge-consistent/Violation first: M = 3.70s, SE = 1.58; Knowledge-

violation/Consistent first: M = 6.29s, SE = 1.81; Knowledge-consistent/Consistent first: M = 

7.87s, SE = 1.58.) A follow-up t-test indicated longer looking in the Knowledge-violation 

compared to the Knowledge-consistent condition if the violation trial was presented first, t(6) 

= 2.14, p = 0.038 (one-tailed9). There was no significant difference between conditions if the 

Knowledge-consistent trial was presented first, t(6) = 1.02, p = 0.17 (one-tailed). No other 

effects were significant (all Fs < 1). 

 Gaze data obtained from the eye-tracker: Total looking times obtained from the eye-

tracker following the data pre-processing steps described above were submitted to a 2 x 2 

ANOVA with the independent variables Condition and Order, as above. The analysis yielded 

                                                
9 One-tailed t-tests are explicitly indicated, and all other t-tests conducted in this analysis and the subsequent 
analyses were two-tailed.  
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a significant main effect of Order, F(1,12) = 7.65, p = 0.017, ηp2 = 0.389, with longer looking 

to both types of events if the Knowledge-consistent event was presented first (Violation first: 

M = 3.46s, SE = 1.12; Consistent first: M = 7.82s, SE = 1.12). 

 Although the means of the two conditions in each order of presentation were in the 

same direction as observed in the analysis of the manually coded data (Knowledge-

violation/Violation first: M = 4.31s, SE = 1.26; Knowledge-consistent/Violation first: M = 

2.61s, SE = 1.43; Knowledge-violation/Consistent first: M = 7.44s, SE = 1.26; Knowledge-

consistent/ Consistent first: M = 8.21s, SE = 1.43), the Condition X Order interaction did not 

reach significance, F(1,12) = 1.85, p = 0.199, ηp2 = 0.134. The main effect of Condition was 

not significant (F < 1). 

 

 

Figure 2.3. The results of the analysis of total looking times to the disappearance events using manual 
coding and the gaze data recorded by the eye-tracker, as a function of trial order. Error bars represent the 
standard errors of the means. 
 

 Importantly, mean looking times obtained via the two measures were not significantly 
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Manual: M = 5.78s, SE = 1.21, Eye-tracking: M = 5.41s, SE = 1.24). Although the scores 

resulting from the two measurements differed on some trials, there was no systematic variation 

as a function of condition or participant (Figure 2.4.).  

 

 
 

Figure 2.4. Differences in looking times obtained from the eye-tracker and via manual coding in each 
participant in the two conditions.  

 To investigate the order effects observed in the two analyses of looking time data, and 

to disentangle the effect of the violation from the effect of perceptual novelty, I first conducted 

a paired-samples t-test comparing looking times obtained from the first trials to looking times 

in the second trials, irrespective of Condition. This resulted in a significant difference between 

looking times in the first and second trials, with significantly longer looking to the first trial 

compared to the second trial, irrespective of Condition (t(13) = 2.227, p = 0.044). 

 To further investigate the potential order effects in the looking time data, a mixed 

effects model was built with Condition (Violation/Consistent), Perceptual novelty (First 

trial/Second trial), Measurement type (Manual coding/Eye-tracking) and their interactions as 

fixed factors and Participant as a random factor (R, package: lmer). In this model, only the 

fixed effect of Perceptual novelty was significant, F(1,36) = 6.15, p = 0.017 (First trial: M = 
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6.73s, SE = 0.86; Second trial: M = 5.02s, SE = 0.68). The effect of Condition, F(1,36) = 0.59, 

p = 0.44, and the interaction term (Condition X Perceptual novelty), F(1,12) = 3.16, p = 0.1, 

did not reach significance. Therefore, the model suggests that the effects observed in the results 

of the ANOVAs are driven by the perceptual novelty of the first presentation, rather than the 

violation of impossible disappearance. 

 Lastly, to confirm that the order effects observed in both the manually coded data and 

the eye-tracker data are not masking the potential impact of the violation, I conducted two 

paired samples Bayes Factor t-tests (BF10), one on the manually coded data and one on the eye-

tracker data. 

 The two-sided paired samples Bayes Factor t-test conducted on the manually coded 

data provided considerable evidence for the null hypothesis, namely that looking times in the 

knowledge-consistent and knowledge-violation conditions did not differ (BF10  = 0.307,  JZS 

prior = 0.707, R, package: BayesFactor). Similarly, the Bayes Factor t-test conducted on the 

eye-tracking data recorded during the presentation of the event outcome also strongly favoured 

the null over the alternative hypothesis (BF10  = 0.296,  JZS prior = 0.707, R, package: 

BayesFactor).  

 Based on these three lines of evidence – namely, the t-test comparing first and second 

trials only, the mixed model and the Bayes Factor t-test – I concluded that infants in this 

experiment did not respond to the impossible disappearance of an object in a statistically 

reliable manner.  

 

2.3.2. Learning scores: Establishing the impact of surprise 

 The shift in infants’ target preference during the mapping test compared to the silent 

baseline interval is depicted in Figure 2.5. Participants’ target preference during baseline was 

subtracted from their target preference during the mapping test in order to compute a learning 
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score. If infants associated the sound heard in the teaching event with the target object, then 

they are expected to shift their looking preference towards the target while the sound is played 

compared to the silent baseline interval.  If violations of expectation enhances infants’ 

motivation to learn a new property about the object, then the learning scores will be 

significantly greater following knowledge-violation compared to knowledge-consistent events. 

 Learning scores were not significantly different from 0 in either of the conditions 

(Violation: t(13) = 1.21, p = 0.247, M = -0.089, SE = 0.07; Consistent: t(13) = 1.31, p = 0.212, 

M = -0.093, SE = 0.07), indicating that the sound was not associated with the target object, 

irrespective of the presence or absence of a previous violation event. In addition, learning 

scores in the two conditions were not significantly different from each other, t(13) = 0.04, p = 

0.969. 
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Figure 2.5. Infants’ target preferences during the test interval. a) The proportion of target preference during 
the silent baseline interval and the subsequent mapping test in the two conditions. Error bars indicate the 
standard error of the mean. b) Learning scores following knowledge-violation and knowledge-consistent 
events compared to the test value of 0. Infants’ baseline target preference (target looking/(target+distractor 
looking) was subtracted from their target preference during the mapping test while the sound was playing. 
Positive scores indicate increased target looking, while negative scores indicate an increase in distractor 
looking during the mapping test. Error bars indicate the standard error of the mean. 

 
 

 In order to examine whether a difference in the time spent looking at the object during 

the teaching event influenced infants’ target preferences at test, a correlation analysis was 

conducted between the amount of time looking at the target during teaching (measured via the 

eye-tracker) and infants’ learning scores. This analysis revealed no significant associations 

between target looking at teaching and learning scores in either of the conditions (Violation: 

r(12) = 0.247, p = 0.394; Consistent: r(12) = -0.191, p = 0.512). Furthermore, the time spent 

looking at the target during the teaching event did not differ in the two conditions, t(13) = 

a 

b 
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1.281, p = 0.223 (Violation: M = 8.63s, SE = 0.65; Consistent: M = 7.15s, SE = 0.89), which 

might indicate that the previous impossible disappearance of the object did not elicit an 

increased motivation to attend to the object while a new property was demonstrated.  

 Alternatively, it is possible that when presented with the teaching event, infants did not 

remember the surface features of the object that had previously disappeared. Importantly, the 

mapping of the sound onto the object – either in the presence or absence of a violation – could 

only occur if infants had retained the surface features of the object from the teaching event and 

successfully identified the target object when presented with the mapping test. Therefore, 

infants’ novelty preference (distractor looking/(target + distractor looking)) during baseline 

was compared to the test value of 0.5, based on the assumption that if infants remembered the 

target object from the teaching event, they should show a novelty preference when presented 

with a choice to look at the familiar object compared to a novel distractor. Infants did not show 

a novelty preference during baseline in either of the conditions (Violation: t(13) = 0.93, p = 

0.369, M = 0.451, SE = 0.05; Consistent: t(13) = 1.11, p = 0.289, M = 0.453, SE = 0.04), 

indicating that they did not remember the target object from the previous teaching event, and 

hence could not have been able to link the sound to the target. Furthermore, infants’ novelty 

preference at baseline did not correlate with the amount of time they spent looking at the target 

object during the preceding teaching event (Violation: r(12) = 0.367, p = 0.196; Consistent: 

r(12) = -0.124, p = 0.674). 

 

2.4. Discussion 

 In this experiment, I intended to test the hypothesis that a violation of physical laws 

elicits enhanced learning. In addition, I intended to test whether this effect persists even if the 

object that violates infants’ expectations is not present at the moment of surprise. Positive 

evidence for learning in this condition would supply strong support for the claim that infants 
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learn specifically and exclusively about the object that previously surprised them, even if that 

object is absent from the scene following the surprising event. In other words, evidence for 

learning under these circumstances would indicate that the learning benefit is not simply a 

result in a change in arousal levels and increased attention to the objects in the visual scene. 

 The analysis of the manually coded looking time data suggests that infants responded 

with longer looking times to the impossible compared to the possible disappearance of the 

object, but only if the violation event was presented first. In contrast, the analysis of gaze data 

recorded by the eye-tracker indicated longer looking times to both conditions if the knowledge-

consistent event was presented first.   

 However, following the examination of the effects of violation and perceptual novelty 

using a mixed effects model, only perceptual novelty emerged as a significant predictor of 

infants’ looking time, indicating longer looking to the first presentation of the disappearance 

event, irrespective of whether the sequence involved a violation of object permanence. This 

finding is in line with previous literature suggesting that order effects might contribute to longer 

looking times in the conditions where infants observed an impossible event (Bogartz et al., 

1997; 2000; Rivera et al., 1999; Jackson & Sirois, 2009). 

 In addition, an important methodological consideration concerns the measures used in 

establishing infants’ total looking time to the screen, as in Experiment 1 the results obtained 

via the eye-tracker differed from the analysis of the manually coded data. Using the gaze data 

recorded by the eye-tracker not only removes the time consuming aspect of frame-by-frame 

coding, but it is a less subjective, and hence potentially more reliable method. However, due 

to eye-tracking measurement errors, samples are often lost from the data when the infant was 

in fact attending to the screen but their gaze data was not being recorded. To this end, eye-

tracking data is routinely interpolated to acquire an estimate of the likely time points at which 

the infant was looking at the screen. However, the window chosen to interpolate the data might 
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prove crucial in the measure of absolute looking times, as windows that are too narrow might 

miss genuine samples in which the baby was looking at the screen, and windows that are too 

large might fill in gaps with additional data points when the infant was not looking.  

 In this study I used a window of 10 samples (83ms) in order to only interpolate gaps in 

which looking away from and then back to the screen could not have been accomplished within 

the interpolation window; therefore, adding these data points provided a better estimate of true 

looking times. However, establishing the correct size of the window remains an important 

methodological consideration. This is especially important in comparing the absolute lengths 

of looking times between congruent and incongruent conditions, as interpolation might change 

the timepoint at which the 2s criterion of looking away is reached (and hence further looking 

times are not taken into account), therefore potentially resulting in large differences between 

the overall looking times of the same participant obtained via the two measures.  

 In addition, eye-tracking data quality differs across participants and across different 

tracking sessions recorded from the same participant. In this study, infants took a short break 

between the two trials, which may have introduced differences in data quality between the 

violation and knowledge-consistent sequences. In contrast, the analysis of gaze data in 

preferential looking paradigms – such as the analysis of target and distractor looking during 

the mapping test in the current experiment – is conducted on data acquired from the same 

participant during the same time window. Therefore, proportional differences in looking times 

to two objects simultaneously presented on the screen are less affected by between-participant 

or between-session differences in data quality.  

 In conclusion, measuring absolute differences in looking times in different trials and in 

different participants might be best accomplished using the traditional method of frame-by-

frame coding, in an experimental setup that is carefully designed to obtain the most reliable 

data: using a large screen for stimulus presentation that helps identify the time points where 
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the infant looks away, recording the infant from a camera that is in a fixed position, preferably 

below the screen (in order to capture the difference between looking down and looking at the 

lower half of the screen), and by ensuring that the distance and the angle of the screen relative 

the infant does not change across participants. Due to the specific properties of using eye-

tracking in this experimental setup, the current study did not meet all of these criteria: the Tobii 

TX-300 screen was smaller than the screens used in most traditional looking time studies and 

the camera was mounted on top of the screen. However, these considerations were taken into 

account in a subsequent study using looking times as the dependent measure, and a different 

experimental setup was built specifically to fulfil these requirements (Experiment 4).  

  Using the looking time measure acquired via the two methods, I did not find conclusive 

evidence that infants looked reliably longer to the violation events independent of the effect of 

perceptual novelty. This is at odds with previous studies showing that infants younger than 12 

months respond to the violation of impossible disappearance (Wynn & Chiang, 1998; Kaufman 

et al., 2003a; Wynn, 1992; Wang et al., 2005), but it is consistent with previous literature 

highlighting the impact of perceptual novelty on infants’ performance at the traditional tasks 

involving violations-of-expectation (Schöner & Thelen, 2006; Bogartz et al., 1997; 2000; 

Rivera et al., 1999). 

 Importantly, most previous paradigms that investigated infants’ responses to the 

violations of physical laws used familiar objects that the infant was likely to have encountered 

prior to the experimental setting; for instance a box (Baillargeon, 1987a; Baillargeon et al., 

1985), a duck (Xu & Carey, 1996; Wang et al., 2005), a ball (Xu & Carey, 1996; Spelke et al., 

1992), a train (Kaufman et al., 2003a) or toy puppets (Berger et al., 2006). Although the 

understanding of the principle of object permanence (‘no object can magically disappear’) 

would be sufficient to elicit a surprise response regarding any object, and detecting the 

violation does not – in theory – involve any prior knowledge about the specific properties of 
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the object used in the experiment, it is nevertheless possible that prior familiarity with the 

object and the presence of specific category knowledge aids the infants in detecting that a 

violation has taken place (‘balls cannot disappear’).  

 In line with this hypothesis, familiarity with the experimental stimuli has been shown 

to aid infants in detecting a violation that they did not otherwise respond to: a study that did 

not find an effect when a collection of objects magically disappeared showed that infants were 

able to detect the violation if they were previously given a chance to manually explore these 

objects (Chiang & Wynn, 2000). In addition, 7-month-olds were shown to reach more towards 

novel objects compared to familiar objects when the objects were presented visually, but this 

effect was reversed when the objects were hidden (Shinskey & Munakata, 2005). This finding 

suggests that prior familiarity with the object strengthened infants’ ability to continue to 

represent it after it was hidden. Therefore, the lack of evidence for longer looking times to the 

impossible disappearance condition in this study might partially be attributed to infants’ 

unfamiliarity with the experimental stimuli. 

 Crucially, I found no evidence that infants learnt a new property about the target object. 

In contrast to the study by Stahl & Feingenson (2015), infants did not increase their looking to 

the target object in the presence of the familiar sound compared to the preceding baseline 

interval. Importantly, however, the lack of preferential looking to the novel distractor during 

the baseline interval suggests that infants did not remember the surface features of the target 

object in either of the conditions, despite the preceding 12s interval in which the auditory 

property of the object was demonstrated. These results suggest that infants did not form a stable 

representation about the visual properties of the object, and therefore it was not possible for 

them to map the sound onto the object and maintain this association in memory.  

 The failure to encode the visual features of the target object and retain this in memory 

from the teaching event to the subsequent test event might be explained by previous evidence 
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that auditory input often overshadows the corresponding visual input, which results in impaired 

memory for visual features even in the presence of increased overall looking times to the object 

while the sound is present (Sloutsky & Robinson, 2008; Robinson & Sloutsky, 2004; 2007). 

This hypothesis might also explain the lack of a significant correlation between novelty 

preference scores and the amount of time infants spent looking at the object during the 

preceding teaching event. 

 In conclusion, I attempted to replicate the finding that violations of expectation elicit 

better learning, and explore whether this effect is specific to the surprising object and persists 

even if the object is not available to explore at the surprising outcome.  This paradigm could 

not address these questions, as infants did not show evidence of remembering the target object 

when it was re-presented at test. Therefore, even if the violation of expectation was detected in 

this paradigm, which selectively increased infants’ motivation to explore the object that had 

disappeared from the scene, this effect can only result in a measurable learning benefit if the 

object is successfully identified in a subsequent event. Importantly, infants failed to identify 

the target object even after their exposure to the teaching event, which suggests that 

distinguishing between three unfamiliar objects within the same trial proved too challenging to 

the infants in this experiment.  

 Since there was no evidence to suggest that infants distinguished between the objects 

used in the experiment, the question of whether the effect of surprise is specific to the 

disappearing object could not be addressed in this experimental paradigm. Instead, to acquire 

further evidence that violations of expectation indeed elicit better learning, in my next study I 

conducted a direct replication of the continuity condition in the experiment reported by Stahl 

& Feingenson (2015), using a violation that involved familiar objects and provided the infants 

with direct visual access to the object that violated their expectations. 
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Chapter 3. 

Experiment 2. Does surprise elicit better learning?  

A replication of Stahl & Feingenson (2015)  

 

3.1. Introduction 

 According to the study by Stahl & Feingenson (2015), a violation of strong, pre-existing 

knowledge increases infants’ propensity to learn a new property about the object that behaved 

in an unexpected way. In Experiment 1, using impossible disappearance as a violation of 

expectation, I did not replicate this effect.  

 The absence of an effect in the previous study might have resulted from infants’ 

decreased sensitivity to a violation that involves unfamiliar objects. This assumption is based 

on the finding that a stronger representation of the particular test object aids infants in 

formulating generic expectations regarding the future behaviour of the object (Chiang & Wynn, 

2000; Shinskey & Munakata, 2005). Accordingly, the overwhelming majority of previous 

paradigms demonstrating an effect of violations-of-expectation used objects that infants were 

likely to have been exposed to prior to the experiment (e.g., Baillargeon, 1987a; Baillargeon et 

al., 1985; Xu & Carey, 1996; Wang et al., 2005; Spelke et al., 1992; Kaufman et al., 2003a; 

Berger et al., 2006). Consequently, a failure to learn the novel auditory property of the object 

might have resulted from the absence of surprise in the previous paradigm.  

 In addition, previously learnt representations facilitate the online encoding and 

subsequent recognition memory of a particular exemplar (Younger, 1990; Kovack-Lesh et al., 

2012; Westermann & Mareschal, 2014). Therefore, a second possibility is that the highly 

unfamiliar objects might have been harder to encode and maintain in memory, because they 

did not relate back to any prior object knowledge. Consequently, infants may have detected the 
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violation of impossible disappearance in the first part of the study, but failed to re-identify the 

target object during the subsequent test phase.  

 Lastly, it is possible that the surprise elicited by the violation can only benefit 

subsequent learning if the infant has an opportunity to explore the object after the surprising 

outcome. This account is compatible with the hypothesis that the effect of surprise on learning 

is mediated by an increased focused attention to the visual scene (Itti & Baldi, 2009; Corbetta 

& Shulman, 2002; Laeng et al., 2012). These processes might in turn result in a more detailed 

encoding of a particular task-relevant object – as Stahl & Feingenson (2015) claim – or a more 

widespread encoding advantage that is sustained for a limited period of time. According to this 

third possibility, infants in the previous experiment did not show enhanced learning because 

they were not exposed to the object in the critical time window following the outcome of the 

violation. 

 To address these possibilities, in this experiment I replicated the stimulus and the design 

of the continuity condition reported by Stahl & Feingenson (2015) using familiar objects and 

allowing infants to visually explore the object following the surprising outcome. Infants first 

saw two occluders placed on an empty stage, followed by the presentation of the target object 

(a car or a ball). The experimenter then hid the object behind one of the occluders, and 

subsequently lifted both occluders. In the Knowledge-consistent event, the object appeared at 

its previous location, while in the Knowledge-violation event, it appeared behind the other 

occluder, thereby violating the principle of spatio-temporal continuity.  

 All infants were given 10s to encode the event outcome. This aspect of the design was 

also implemented in the Stahl & Feingenson (2015) study in order to ensure that infants in the 

two conditions had the same amount of visual exposure to the target object, as infants in the 

violation condition may otherwise choose to look longer to the impossible outcome based on 
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previous studies suggesting increased looking times following violations-of-expectation (e.g., 

Baillargeon et al., 1989; Spelke et al., 1992; Baillargeon & DeVos, 1991). 

 On the one hand, limiting infants’ looking time to 10s ensures that any learning benefit 

observed in the violation condition is not a result of more exposure to the target, while on the 

other hand it removes the possibility of acquiring direct evidence that infants have detected the 

violation, as the traditional looking time paradigms would require the stimulus to be presented 

until infants reach a pre-defined criterion of looking away from the display. Indeed, the authors 

based the validity of the manipulation on previous literature reporting longer looking times to 

the violation of spatio-temporal continuity (Baillargeon et al., 1989; Wilcox et al., 1996), and 

inferred the presence of surprise in their paradigm from the observed learning benefit in the 

violation condition, and not from a differential response during the 10s interval while the 

outcome of the violation event was presented. 

 Immediately following the 10s interval while the outcome of the Knowledge-violation 

or Knowledge-consistent event was visible, a hand reached in to demonstrate that the object 

had a novel auditory property (a ringing sound). At test, the target object was paired with a 

novel distractor. The two objects were visible side by side for 5s, followed by a demonstration 

where both objects were moved rhythmically while the sound from the teaching event was 

playing.  

 Infants’ target preference was measured during the silent baseline interval and during 

the subsequent manipulation involving both objects. Infants were predicted to show a visual 

preference for the novel object during the silent baseline interval. However, if infants have 

successfully mapped the sound onto the object, they will increase their looking to the target 

during the presence of the sound compared to the preceding baseline interval. Following the 

analysis of Stahl & Feingenson (2015), infants’ learning scores were calculated by subtracting 

their target preference during baseline from their target preference during the presence of the 
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sound. In the Knowledge-violation condition, learning scores were predicted to be significantly 

greater than 0 and greater than the scores in the Knowledge-consistent condition. 

 In this experiment the complexity of the event sequence was substantially reduced as 

compared to my first experiment, allowing infants to form a more robust representation of the 

target object. Firstly, familiar objects were used as target and distractor objects, and infants 

were given direct visual exposure to the target following the violation event. Secondly, this 

interval was immediately followed by the demonstration of the sound; there were no scene 

breaks between the two events.  

 Additionally, in line with the design by Stahl & Feingenson (2015), the sides on which 

the target and the distractor objects were presented at test were counterbalanced; half the infants 

saw the object appear on the same side as in the preceding events. In contrast, during the test 

sequence in the previous experiment, the target was always presented on the opposite side 

compared to its previous location, which required the identification of the surface features of 

the target item to be decoupled from the location information.  

 Lastly, infants were presented with a single trial in a between-subjects design. This 

design removes the potential confound of observing both a Knowledge-violation and a 

Knowledge-consistent event, which might result in differential responses to the two trials 

depending on perceptual novelty (Bogartz 1997; 2000; Schöner & Thelen, 2006), as also 

observed in Experiment 1.  

 Contrary to the live demonstration used by Stahl & Feingenson (2015), the stimulus in 

this study was pre-recorded and presented in conjunction with eye-tracking. The advantage of 

the use of eye-tracking was that it allowed for a detailed analysis of the infants’ looking patterns 

during the 10s interval while the outcome of the plausible or implausible event was presented. 

Although this paradigm was not designed to provide direct evidence for infants’ surprise, (and, 

indeed, Stahl & Feingenson (2015) report that infants’ total looking times did not differ during 
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the interval while the outcome was presented), I analysed the proportion of target looking 

during this interval in order to investigate whether infants in the violation condition spent a 

larger proportion of their encoding time looking at the empty location compared to infants in 

the control condition. Additionally, infants’ fixation patterns were analysed following their first 

fixation on the target. I reasoned that if infants in the violation condition were surprised by the 

object appearing at a different location in the scene, they would be more likely to revisit the 

empty location once the target has been detected. Thus, if infants in the violation condition 

were to make more fixations in the area where the target was expected to appear and they shift 

their gaze more often between the two locations after the target has been detected at the 

unexpected location, then these results would provide clear evidence that the infants had indeed 

responded to the violation of spatio-temporal continuity. 

 In addition, using eye-tracking in a preferential looking paradigm might remove an 

important confound that is inherent in the traditional head turn paradigm which relies on frame-

by-frame offline coding. In the head turn paradigm, objects need to be placed far apart in the 

scene, otherwise if both objects were presented at a central location, it would be difficult to 

distinguish which object the infant is looking at. However, if the distance between the two 

objects is very large, then this reduces the likelihood of the infant switching her gaze 

preferences between them, which in turn inflates the impact of where the infant’s first gaze 

happened to fall. In contrast, if eye-tracking is used, then the two objects can be presented 

relatively close together, which gives the infant the opportunity to switch preferences multiple 

times quickly and easily. Therefore, eye-tracking might be more likely to avoid spurious 

findings which are strongly driven by the infant’s initial familiarity or novelty preference. 

 Participants’ age range (12 months) was selected to match the age of the infants in the 

study by Stahl & Feingenson (2015), which Experiment 2 attempted to replicate. Regarding 
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the sample size, I aimed to test 10-15 infants in each condition, in order to match the sample 

size used in the original study (N= 20).  

 

3.2. Methods 

3.2.1. Participants 

 Thirty typically developing, full term 12-month-old infants were tested (345 – 383 days, 

M = 366, SD = 10.3, 10 females), 14 in the Knowledge-violation and 16 in the Knowledge-

consistent condition. An additional 14 babies were tested, but excluded due to an absence of 

gaze data in the 250ms interval following the outcome of the Knowledge-violation or 

Knowledge-consistent event, or due to insufficient data (<50% valid eye-tracking data) during 

at least one of the following sequences: (i) demonstration of the auditory property, (ii) silent 

baseline interval, (iii) mapping test. Similarly to Experiment 1, the first 250ms of the interval 

following the outcome of the continuity event was selected as an inclusion criteria to ensure 

that infants in the violation condition witnessed the object appear at an implausible location, as 

looking back at the screen at a later time point is logically compatible with the assumption that 

the object was moved while the infant was inattentive. 

3.2.2. Stimuli 

 The stimuli were closely matched to the Continuity condition in the Stahl & Feingenson 

(2015) study (Chapter 1, Figure 1.3b). Spatiotemporal continuity was chosen as one of the most 

well-documented principles that constitute infants’ early object knowledge (Wang et al., 2005; 

Aguiar & Baillargeon, 1999; Baillargeon & DeVos, 1991; Baillargeon et al., 1989; Wilcox et 

al., 1996), playing a crucial role in identifying and tracking objects in the visual field (Gao & 

Scholl, 2010; Yi et al., 2008; Scholl, 2001).  

 Each sequence was separated by a gaze-contingent central attention getter (a set of 

colourful wavy lines) appearing on a black background along with a brief auditory stimulus to 



 100 

attract the infant’s attention to the screen. Once the infant fixated on the attention getter, the 

presentation of the sequence commenced automatically. The objects used in the event 

sequences (a pink ball and a yellow car) were presented on a stage covered with a grey 

tablecloth in front of a black background. All sequences were pre-recorded and edited using 

Final Cut Pro. The stimuli are displayed in Figure 3.1., and the sequences are described below 

in the temporal order in which they occurred. 

 Familiarisation event: During familiarisation, infants were presented with the empty 

stage for 2s. Subsequently, a hand reached in from above with a cream coloured cardboard 

occluder, wiggled the occluder slightly and placed it in the middle of the stage (2-4s). The 

occluder remained stationary for 3s, followed by the hand reaching in with the target object 

(the ball or the car) and waving it slightly in front of the occluder while a female voice said 

“Look! Look at this! Watch this!” in infant directed speech (7-12s). The actor then held the 

object above the occluder in full view for 1s (12-13s) and then placed the object behind the 

occluder (13-14s). The hand left the scene (14-16s), and then reappeared to lift the occluder 

(16-19s), revealing the target object at its plausible location (19s). The trial ended after a 2s 

exposure to the object (21s). 

 Knowledge-violation and Knowledge-consistent events: The sequence and the timings 

of the events (Figure 3.1a) were identical to the familiarisation described above, with the 

exception of using two occluders placed at equal distance from the centre of the stage. As in 

the familiarisation event, the hands wiggled both occluders before lowering them on the stage 

in order to demonstrate that they are unconnected. After the presentation of the target object, 

the hand held the object in full view above the occluder on the left side before lowering the 

object behind it. The hand disappeared for 2s, and subsequently re-entered the stage to lift both 

occluders. In the Knowledge-Consistent event, the object appeared on the same side where it 

had been placed earlier, whereas in the Knowledge-violation event the object appeared on the 
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opposite side of the screen, thus violating the principle of spatio-temporal continuity. The 

outcome of the event was visible for 10s (19-29s). 

 Teaching event: The Teaching event was embedded in the same videos as the preceding 

Knowledge-violation or Knowledge-consistent event. The demonstration of the novel auditory 

property took place on the left side of the screen in the Knowledge-consistent condition, and 

on the right side in the Knowledge-violation condition (Figure 3.1b). Immediately following 

the 10s interval while the object remained stationary on the scene, the hand reached in (29-31s) 

to demonstrate the novel auditory property of the object (a ringing sound used in the study by 

Stahl & Feingenson, 2015). The hand moved the object rhythmically for 12s while the pre-

recorded sound played from a central location (31-43s). The sequence ended with the hand 

removing the object, leaving the stage empty.  

 Test event: During the Test event (Figure 3.1c), infants were first presented with a 5s 

silent baseline interval, in which the target object was paired with a novel distractor. The two 

objects were visible together side by side, equidistant from the centre of the stage (0-5s). Two 

hands then reached in from above (5-7s), lifted both objects, and moved them rhythmically 

while the sound from the teaching event was playing (7-19s). The hands then left the scene, 

and the trial ended with both objects resting on the stage. 

 

a 
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Figure 3.1. The event sequences used in Experiment 2. a) Knowledge-violation and Knowledge-consistent 
events b) Teaching event c) Baseline and mapping test (ball=target, car=distractor). 
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3.2.3. Design & Procedure 

 Infants were seated on their parents’ laps in a quiet, dimmed room. Parents were 

instructed to close their eyes and not interact with their infants during the experiment. The 

stimuli were presented on a Tobii TX300 eye-tracker using Matlab with a sampling rate of 120 

Hz. Prior to the experiment, infants took part in an unrelated looking time study (described in 

Chapter 7), which had lasted approximately 10-15 minutes. The infants took a short 15 to 20 

minutes break between the two experiments. The break was terminated when the parent felt 

their infant was ready to move on. The experiment lasted approximately 10 minutes including 

calibration, and infants did not take breaks during stimulus presentation.  

 In line with the design described in Stahl & Feingenson (2015), infants were randomly 

assigned to either the Knowledge-violation or the Knowledge-consistent condition. Each infant 

first saw a familiarisation event, followed by the Knowledge-violation or Knowledge-

consistent event. At the outcome of these events, the target either appeared on the same side as 

before (consistent condition), or on the opposite side of the screen (violation condition). The 

outcome was visible for 10s. The left and right halves of the eye-tracker’s screen constituted 

the two areas of interest (target AOI containing the object/empty AOI), and the two AOIs taken 

together amounted to the total area of the screen. During the 10s interval in which the outcome 

was visible, infants’ looking time to the target AOI was measured using the eye-tracker to 

investigate whether the time spent encoding the object is linked to infants’ subsequent learning 

of the auditory property.  

 The proportion of time looking in the empty AOI (time in empty AOI/(time in empty 

AOI+target AOI)) was calculated to establish whether infants in the violation condition spent 

a larger proportion of their time looking to the empty location compared to infants in the control 

condition. Proportionately more looking to the empty location in the violation condition might 

suggest that infants had expected the object to appear at its previous location, and/or revisited 
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the plausible location of the object. However, more looking to the empty location in the 

violation condition could also be explained by the time taken for infants to locate the target on 

the opposite side of the screen immediately after the outcome, and infants’ gaze may have been 

simply lingering in the area where the previous manipulation had taken place. Therefore, the 

number of fixations made in the empty AOI and the number of switches between fixating in 

the two AOIs were measured across conditions following the first fixation in the target AOI. 

Here, I reasoned that if infants in the violation condition are surprised by the relocation of the 

object and attempt to resolve the conflict between their expectation and the outcome, they will 

make more fixations in the empty AOI and they will be more likely to shift their gaze between 

the two AOIs once the target has been detected at its implausible location. For this purpose, a 

fixation was defined as a series of consecutive valid data points with a minimum duration of 

100ms (12 samples) within a 30 pixel radius (the equivalent of 1.5° visual angle) (see Merin et 

al., 2007; Papageorgiou et al., 2014; Wass et al., 2013).  

 The 10s interval during which the target object was presented at its plausible or 

implausible location was immediately followed by the demonstration of the hidden auditory 

property of the object. During the subsequent test event, infants saw the target object (a car or 

a ball) appear side by side with a novel distractor. For half of the infants the car was the target 

and the ball was the distractor, and vice versa for the other half of infants. The side on which 

the target was presented at test was counterbalanced across infants. The spatial coordinates of 

the AOIs used during test were identical to the AOIs described above, namely, the two sides 

of the screen constituted the two AOIs containing the target and the distractor, respectively. 

 Infants’ target preferences (target looking/(target+distractor looking)) during the silent 

baseline and the subsequent mapping test were measured by the eye-tracker, and a learning 

score was calculated by subtracting infants’ proportional target preference during baseline (0-

5s) from their proportional target preference during the mapping test (7-19s). Successful 
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mapping predicts increased target preference during the presence of the familiar sound at the 

mapping test, therefore learning scores significantly greater than 0 indicate that the sound had 

been associated with the target object. If the violation of spatio-temporal continuity increases 

infants’ motivation to attend to the object and encode its properties, learning scores will be 

significantly greater in the Knowledge-violation compared to the Knowledge-consistent 

condition. 

3.2.4. Gaze data pre-processing 

 Infants’ gaze data was analysed (i) during the 10s interval while the outcome of the 

Knowledge-violation or Knowledge-consistent event was visible and (ii) during the silent 

baseline and mapping test intervals. The same gaze data pre-processing steps were applied as 

discussed in Experiment 1 (Chapter 2): (i) Linear interpolation was applied to the gaze data 

corresponding to each eye with a maximum gap of 10 missing samples (83.33ms); (ii) Valid 

samples that fell outside the area of the screen were removed (iii); Missing data from one eye 

was replaced with data from the other eye and the data was subsequently averaged across the 

two eyes. The data averaged between the two eyes was used to ascertain whether the infant 

was looking into the relevant AOI; (iv) Trials were excluded if there was no valid gaze data 

falling on the area of the entire screen for at least 250ms immediately following the outcome 

of the Knowledge-violation or Knowledge-consistent event (n = 3) or for at least 50% of the 

teaching (n = 12), baseline (n = 4) and mapping test intervals (n = 9) following the data pre-

processing steps described above. Infants were only included if they had valid data for all 

sequences during the experiment, which resulted in the exclusion of a total of 14 participants. 

The proportion of included infants’ valid gaze data during the teaching event, the silent baseline 

and the mapping test intervals in each condition is displayed in Table 3.1. 
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Table 3.1. Proportion of valid gaze data in each sequence following interpolation in Experiment 2. 

 

Teaching 

(Knowledge-
violation) 

 

Teaching 

(Knowledge-
consistent) 

 

Baseline 

(Knowledge-
violation) 

 

Baseline 

(Knowledge-
consistent) 

 

Mapping test 

(Knowledge-
violation) 

 

Mapping test 

(Knowledge-
consistent) 

 

Mean 0.82 0.78 0.89 0.96 0.87 0.88 

SD 0.18 0.18 0.15 0.05 0.18 0.14 

 

3.3. Results 

3.3.1. Looking patterns following the outcome of the continuity events: Investigating the 

presence of a surprise response 

 Infants’ gaze data was analysed during the 10s interval following the appearance of the 

target object at a plausible or implausible location. Independent samples t-tests were used to 

compare (i) infants’ total looking time to the target (ii) the proportion of target looking 

compared to all valid looking to the screen, (iii) the number of fixations made in the empty 

AOI after the first fixation in the target AOI, and (iv) the number of times infants shifted 

between making fixations in the two AOIs after the first fixation in the target AOI. 

 Infants’ total looking time in the AOI that contained the target object did not differ in 

the two conditions, t(28) = 0.48, p = 0.637, Violation: M = 5.07s, SE = 0.57; Consistent: M = 

5.42s, SE = 0.48. This is in line with the findings reported by Stahl & Feingenson (2015);  

namely that looking times in the 10s interval following the event outcome did not differ in the  

Knowledge-violation or Knowledge-consistent conditions. Therefore, any differences in 

learning cannot be due to an increased visual exposure to the target object. 

 In contrast, the proportion of looking in the empty AOI (time in empty AOI/(time in 

empty AOI+target AOI)) was significantly different in the two conditions, t(28) = 2.27, p = 

0.031, with infants in the violation condition spending a larger proportion of their looking time 

in the empty AOI. (Violation: M = 0.34, SE = 0.05; Consistent: M = 0.18, SE = 0.04.) However, 
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following the initial fixation in the target AOI, the number of fixations in the empty AOI did 

not differ in the two conditions, t(28) = 1.22, p = 0.230 (Violation: M = 2.14, SE = 0.79; 

Consistent: M = 1.00, SE = 0.52), and there were no significant differences between the number 

of times infants switched between making fixations in the two AOIs, t(28) = 0.72, p = 0.479 

(Violation: M = 1.07, SE = 0.27; Consistent: M = 0.75, SE = 0.35). These results indicate that 

although infants in the violation condition may have initially spent a proportion of their time 

orienting to the target at a new location, they did not show increased looking to the empty 

location once the target was successfully detected.10 

3.3.2. Learning scores: Establishing the impact of surprise 

 Proportional target preferences during the baseline and the mapping test intervals, as 

well as infants’ learning scores are displayed in Figure 3.2. Learning scores were not 

significantly different from 0 either in the violation condition, t(13) = 0.016, p = 0.987, or in 

the consistent condition, t(15) = 1.07, p = 0.299. (Violation: M = -0.001, SE = 0.059; 

Consistent: M = 0.063, SE = 0.058.)  

 In addition, a two-sided independent samples Bayes Factor t-test (BF10) was conducted 

on the learning scores in the two conditions using a JZS prior = 0.707 (R, package: 

BayesFactor), which provided moderate evidence for the null hypothesis, BF10  = 0.430. In 

other words, the data is more than twice as likely to have occurred under the null compared to 

the alternative hypothesis (1/BF10 = 2.32). Importantly, the means in the two conditions were 

in the opposite direction compared to the predictions, with higher learning scores in the 

knowledge-consistent (M = 0.063) compared to the knowledge-violation condition (M = - 

0.001), although this difference did not approach significance, t(28) = 0.76, p = 0.451.  

                                                
10 Fixation durations were not analysed in this experiment, because 15 of the 30 infants did not look into the empty 
AOI. A Mann-Whitney U test confirmed that whether or not infants looked at the empty location did not differ 
across conditions, U = 90, p = 0.290. 
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 Consequently, I found no evidence that infants associated the sound with the target 

object in either of the conditions, or any evidence supporting the claim that the violation of 

spatio-temporal continuity enhanced infants’ learning of the auditory property. 

 

 
 

     
 

Figure 3.2. Infants’ target preferences during the test interval. a) The proportion of target preference during 
the silent baseline interval and the subsequent mapping test in the two conditions. Error bars indicate the 
standard error of the mean. b) Learning scores following knowledge-violation and knowledge-consistent 
events compared to the test value of 0. Infants’ baseline target preference (target looking/(target+distractor 
looking) was subtracted from their target preference during the mapping test while the sound was playing. 
Positive scores indicate increased target looking, while negative scores indicate an increase in distractor 
looking during the mapping test. Error bars indicate the standard error of the mean. 

  

 As with the analysis in Experiment 1 (Chapter 2), I explored whether infants’ target 

looking time during the teaching event was associated with their learning scores. I found no 

significant correlations between target looking during teaching and infants’ learning scores in 

a 

b 
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either of the conditions, Violation: r(12) = 0.211, p = 0.469; Consistent: r(14) = -0.149, p = 

0.582. Furthermore, infants’ looking times to the target object during the demonstration of the 

sound did not differ in the two conditions, t(28) = 1.23, p = 0.228, Violation: M = 9.58s, SE = 

0.64; Consistent: M = 8.51s, SE = 0.58. This latter finding indicates that the impossible 

relocation of the object did not elicit an increased attention to the subsequent demonstration of 

the auditory property. 

 However, unlike in the previous study using unfamiliar objects, infants in this 

experiment showed a significant novelty preference (distractor looking/(target 

looking+distractor looking)) during the silent baseline interval when the target object was 

paired with a novel distractor. The proportion of distractor looking was significantly different 

from 0.5 in the Consistent condition, t(15) = 2.76, p = 0.014 (M = 0.64, SE = 0.05), while this 

comparison was marginally significant in the Violation condition, t(13) = 1.84, p = 0.088 (M 

= 0.58, SE = 0.04). Importantly, novelty preference scores were not significantly different in 

the two conditions, t(28) = 0.91, p = 0.373. These results indicate that at test infants 

remembered the surface features of the target object from the preceding teaching event, and a 

lack of evidence for mapping the sound onto the object cannot be explained by a failure to 

identify the target object at test. 

 In order to establish whether the shift in infants’ novelty preference from baseline to 

test differed in the two conditions, a 2 x 2 mixed design ANOVA was conducted with the 

within subjects variable Phase (Baseline/Mapping test) and the between-subjects variable 

Condition (Violation/Consistent). No effects were significant (all Fs < 1). This result indicates 

that infants in both conditions preferred to look at the novel distractor at baseline, and this 

novelty preference was sustained during the presence of the sound. 
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3.4. Discussion 

 In this experiment, I replicated the stimulus and the design used by Stahl & Feingenson 

(2015), but I did not obtain evidence that the violation of spatio-temporal continuity enhanced 

infants’ subsequent learning. Contrary to the results of the above paper, infants in this 

experiment showed similar looking patterns in both conditions. Infants demonstrated a 

significant novelty preference at test, irrespective of condition or the presence or absence of 

the familiar sound. Learning scores in this experiment were not significantly different from 0 

in either of the conditions. The absence of learning in this paradigm might suggest that surprise 

did not facilitate infants’ learning, or that the violation of object continuity did not elicit the 

surprise needed to induce a learning benefit. 

 I explored infants’ gaze data in the interval following the violation event to establish 

whether those infants who saw the object appear at an impossible location explored the empty 

location more than infants who did not observe a violation. Although I found that infants in the 

violation condition spent a larger proportion of time looking at the empty location, this was 

likely to be caused by the time taken to locate the object on the opposite side of the screen after 

the outcome was revealed, as infants’ gaze patterns did not differ following the successful 

detection of the target object. Importantly, infants in the Knowledge-consistent condition never 

saw the target appear in the empty AOI and all previous manipulations had taken place on the 

same side as the target’s final location. Nevertheless, they were as likely to make a fixation to 

the empty location or to shift their gaze between the two sides as the infants in the violation 

condition. Assuming that a surprise response to the impossible relocation of the object would 

involve looking back to the location where the object was predicted to appear, these results do 

not support the hypothesis that infants in this experiment detected the violation of spatio-

temporal continuity. 
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 In contrast, these results are compatible with the idea that anticipatory looking to the 

previous location of the object need not involve the representation of the object while it is 

occluded, or a surprise at its relocation (Haith, 1998). This hypothesis is consistent with the 

findings that lower level perceptual features, such as the distance between the disappearance 

and the reappearance of the object, the time while the object is out of sight or the width of the 

occluders can affect infants’ responses to continuous versus discontinuous events (Johnson et 

al., 2003; Bremner et al., 2007). 

 In addition, in many studies that have found a difference between infants’ total looking 

time to possible and impossible continuity events (for example in Baillargeon et al., 1989; 

Wilcox et al., 1996), the impossible scenario also involved the perceptual novelty of the target 

appearing at a new location. This interpretation is compatible with the fact that Baillargeon et 

al. (1989) found an Outcome X Order interaction, namely that infants who saw the violation 

event first within the test pair showed longer looking times to the violation event, while infants 

who observed the consistent scenario first did not.  

 Importantly, the time infants take to locate the target at its new location might also 

contribute to longer overall looking times, which might result from infants’ gaze lingering in 

the area of the previous manipulation, and it does not necessarily involve a specific expectation 

regarding the next location of the object, or the complex representation that the object is unable 

to travel through the path between the two occluders without appearing in between them. 

 Furthermore, it is logically possible that the novelty of the object appearing at a new 

location affects looking times in a way that is unrelated to the presence of the occluders or the 

space between them. To control for this possibility in the paradigms involving two occluders 

(Baillargeon et al., 1989; Wilcox et al., 1996; Stahl & Feingenson, 2015), a single, wide 

occluder could be used that allows for the object to appear on the opposite side of the screen 

without travelling through empty space, and looking times to the new but possible relocation 
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of the object could be contrasted with looking times to the impossible scenario involving two 

unconnected occluders. 

 Importantly, several studies suggest that infants younger than 12 months responded to 

the violation of continuity (Wang et al., 2005; Aguiar & Baillargeon, 1999; Baillargeon & 

DeVos, 1991; Baillargeon et al., 1989; Wilcox et al., 1996), and the absence of a significant 

difference between infants’ fixations in the current paradigm does not disprove that infants’ 

are able to represent the continuous existence of objects. However, the Stahl & Feingenson 

(2015) paradigm was not designed to test this ability; therefore, these results cannot confirm 

whether the absence of enhanced learning is caused by the lack of surprise in this paradigm or 

by the lack of a positive relationship between surprise and learning. 

 The only methodological difference between the Stahl & Feingenson (2015) study and 

the current experiment was that all stimuli in Experiment 2 were pre-recorded, which may have 

affected infants’ engagement with the events, the magnitude of their surprise response or their 

ability to learn the association between the object and the sound.  

 On the one hand, there is evidence to suggest that three dimensional objects are 

processed differently from two dimensional images in the visual and object recognition systems 

(Carver et al., 2006; Shimada & Hiraki, 2006), and infants imitate less actions after viewing 

the demonstration on video compared to live presentations (Barr & Hayne, 1999; Barr et al., 

2007), and they are less likely to generalise a new word onto the entire category if the referent 

was presented as an image (Ganea et al., 2009). On the other hand, most of the paradigms that 

report impaired performance in the video condition involve a modality switch from a two 

dimensional teaching event to a three dimensional test event (Barr & Hayne, 1999; Barr et al., 

2007; Ganea et al., 2009). Indeed, a study that tested 15-month-olds' abilities to imitate a series 

of actions using a touch screen did not find impaired performance in the condition where the 

actions were demonstrated on video and participants responded on the touch screen compared 
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to the condition where both the demonstration and the test event took place in a live setting 

(Zack et al., 2009). 

 Furthermore, several previous studies using a violation-of-expectation paradigm with 

pre-recorded stimuli obtained evidence of a surprise response using looking times (Kaufman 

et al., 2003a; Tatone et al., 2015; Kovács et al., 2010), pupil dilation (Jackson & Sirois, 2009; 

Sirois & Jackson, 2012; Gredebäck & Melinder, 2011) and brain electrical activity (Kaufman 

et al., 2003a; Berger et al., 2006; Reid et al., 2009) as the dependent measure. 

 Additionally, using pre-recorded stimuli might remove unintentional experimental bias 

when performing a live demonstration and ensures that the same stimuli are presented to all 

participants. Indeed, in this experiment the only difference between the stimuli in the two 

conditions concerned the outcome of the continuity event, while the same video was used to 

present the test event in both conditions. 

 Importantly, overall looking times following the Knowledge-violation or Knowledge-

consistent events did not differ between this experiment and the study by Stahl & Feingenson 

(2015). In the original study, infants’ overall looking time to the screen in the violation and the 

consistent conditions were 4.29s and 3.19s, respectively, while in this study infants’ target 

looking time was 5.07s and 5.42s in the two conditions (7.32s and 6.64s overall). Therefore, 

any learning benefit associated with the live demonstration in the original study could have 

only affected infants’ responses above and beyond the time spent encoding the surprising 

outcome. In contrast, a lower attrition rate in the Stahl & Feingenson (2015) study (4/24 

excluded infants compared to 14/44 in Experiment 2) might have been due to the more 

engaging scenario involving a live actor and three dimensional objects. Therefore, it is possible 

that the pre-recorded presentation in this study captured the attention of fewer infants, however, 

the infants who completed the experiment did not attend to the event outcome less than the 

infants in the original study. 



 114 

 In conclusion, contrary to the findings of Stahl & Feingenson (2015) I found no 

evidence that the violation of spatio-temporal continuity enhanced infants’ learning of an 

unrelated property of the object. The lack of a positive finding in the current experiment might 

be due to the fact that infants were not surprised by the violation of continuity, or that 

violations-of-expectation do not always benefit subsequent learning.  

 Therefore, in my next experiment I designed a paradigm where infants were presented 

with a set of items, half of which violated their expectations. In a subsequent recognition 

memory test, infants were presented with the previously seen items along with a set of novel 

items that they had not seen. This design allows for a comparison between infants’ memory for 

the knowledge-congruent and the knowledge-incongruent items. Crucially, memory 

performance in these two conditions can be compared to baseline performance in the condition 

involving novel items. I reasoned that if infants respond differently to the congruent and 

incongruent items during the violation but not during the subsequent recognition memory test, 

these results would indicate that enhanced learning and memory for the object that violated a 

prior expectation is not a necessary outcome of surprise. 
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Chapter 4. 

Experiment 3. Assessing the impact of surprise during encoding on subsequent 

recognition memory 

 

4.1. Introduction 

4.1.1. Aims of the current experiment 

 In my previous two experiments I tested whether violating an expectation that the infant 

is presumed to possess will elicit deeper encoding and better memory for the properties of the 

knowledge-incongruent item. Firstly – as Stahl & Feingenson (2015) claim – enhanced 

episodic memory for a surprising event might be a result of a selection mechanism that singles 

out important events and objects from the overwhelming amount of sensory information 

available to the infant. Secondly, surprise might have a more indirect effect on learning that is 

mediated by an increase in arousal levels and a heightened attentional state, which have been 

shown to facilitate memory consolidation and recall in adults (Bradley et al., 1992; McGaugh, 

1990; Roozendaal & McGaugh, 2011).  

 Contrary to the above hypotheses, the data from the previous two experiments using 

impossible disappearance and the violation of spatio-temporal continuity as vehicles of surprise 

did not confirm the presence of a positive association between expectancy violation and 

learning. Importantly, however, I did not obtain decisive evidence that infants responded to 

these violations, therefore, the results of my previous two studies remained inconclusive 

regarding the link between surprise and learning. 

 In this experiment I tested whether mislabelling a familiar item – labelling a dog as a 

‘banana’ or a ‘moxie’ – will enhance 17-month-old infants’ memory for the surface features of 

the object. As opposed to the commonly studied violations of physical laws (for instance in 

Baillargeon & DeVos, 1991; Baillargeon et al., 1989; Spelke et al., 1992), semantic violations 



 116 

were chosen as a more frequent and perhaps ecologically more valid scenario that infants in 

this age group experience when encountering a mismatch between their category expectations 

and the labels used by adults. For instance, infants’ lexical expectations are routinely violated 

outside the laboratory when a member of a previously overextended category (‘dog’) is labelled 

correctly (‘cow’) (Clark, 1973; Naigles & Gelman, 1995; Gelman et al., 1998). In addition, 

since infants have been shown to first comprehend and produce words that describe basic level 

categories, such as ‘dog’ rather than ‘animal’ or ‘beagle’ (Markman, 1989; Poulin-Dubois et 

al., 1995), encountering the label for the superordinate or subordinate category might initially 

violate infants’ expectations to hear the label for the basic level category. Similar ‘violations’ 

might take place when infants and toddlers are exposed to labels that stand for the parts and 

properties of an object.  

 In these scenarios, infants might attempt to resolve their surprise at ‘mislabelling’ by 

exploring the surface features of the object in order to disentangle why the object was labelled 

differently than expected, and storing a detailed memory of the item might in turn benefit the 

infant in correctly identifying subsequent members of the newly learnt category. Therefore, 

mislabelling in this paradigm might enhance infants’ subsequent memory for the incorrectly 

labelled items. 

 Secondly, it is possible that the surprise elicited by mislabelling increases arousal levels 

and the amount of focused attention dedicated to encoding the scene, which might result in a 

memory advantage even without the reassessment of prior category knowledge. In this study, 

my primary interest was to test whether surprise elicits better memory for the surprising item, 

and mislabelling was chosen as a tool to elicit infants’ surprise, which may or may not 

additionally result in the acceptance of the incorrect label. 
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4.1.2. Experimental paradigm 

 To study the impact of surprise on subsequent learning and memory, infants were first 

presented with a sequence of familiar images, half of which were labelled correctly, while the 

other half were mislabelled. Pupil diameter was measured to establish whether infants 

responded to the mismatching labels with more dilation compared to the matching labels. 

Following the naming events, infants saw the previously labelled images along with previously 

unseen images of familiar objects. Pupil dilation was then used as the measure of episodic 

memory retrieval, with more dilation indicating stronger memory for the object. (The use of 

pupil dilation to study encoding and retrieval processes is discussed in detail in Section 4.1.3 

and 4.1.4 below.) Recognition memory performance in this paradigm was interpreted as the 

ability to retrieve the characteristic features of a particular exemplar that was previously 

presented, and not as the ability to remember or identify the category membership of an item. 

In other words, I intended to test whether infants are more likely to remember “that teddy bear” 

which had previously been mislabelled compared to when it was labelled correctly. Infants’ 

knowledge of category membership of each object was not tested in this experiment, but rather, 

it was assumed based on previous experimental work with this age group (Bergelson & 

Swingley, 2012; 2018; Frank et al., 2017).  

 Two different types of auditory violations were used in a between-subjects design: in 

the Wrong Label condition familiar objects were mislabelled by a familiar but mismatching 

name (dog = ‘banana’), while in the Novel Label condition the familiar objects were 

mislabelled by an unfamiliar name (dog = ‘moxie’). The two types of mislabelling were chosen 

to test whether the effect of surprise and/or the resulting learning benefit is simply driven by 

perceptual novelty, or, rather, a mismatch between the expectation and the outcome can elicit 

the same effects even if the mismatching label is not perceptually novel. Although the Novel 

Label condition is closer to the scenario when toddlers learn a new word for a previously 
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overextended category, the presence of a surprise response in the Wrong Label condition 

increases confidence that the effect cannot be explained based on perceptual novelty alone. 

 Two aspects of the design were crucial in this experiment. Firstly, measuring pupil 

dilation following mislabelling compared to correct labelling directly tested whether infants 

detected the violations. Positive evidence for the presence of surprise would thus inform us 

regarding the absence of learning in the previous two experiments and shed light on the 

question whether infants in those studies failed to learn following the surprising outcome, or, 

rather, the experimental manipulation failed to surprise them.  

 Secondly, the recognition memory test involved three sets of items including (i) objects 

that had previously received a mismatching label, thereby eliciting a surprise response, (ii) 

objects that had been labelled correctly, thereby confirming infants’ predictions and (iii) 

objects that had not been presented. If the presence of surprise during encoding enhances 

subsequent memory for the items, recognition memory performance will be significantly better 

for the previously mislabelled compared to the previously correctly labelled items. However, 

if surprise does not necessarily result in a learning advantage, memory for the previously 

correctly labelled and mislabelled items will not differ, while both types of previously 

presented items will be remembered better compared to the previously unseen items. Therefore, 

this paradigm tests both of these possibilities concurrently, which allows for negative evidence 

to be obtained regarding the link between surprise and enhanced learning. 

 

4.1.3. Pupil dilation during encoding 

 Pupil dilation has been used extensively in the adult literature to measure responses to 

surprising events, including the unexpected disappearance of a visual target (Kloosterman et 

al., 2015), the violation of the statistical regularities in sound patterns (Zhao et al., 2019), or 
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the reversal of the temporal order of an event sequence (Raisig et al., 2010; for a review of 

these findings see O’Reilly et al., 2013). 

 Moreover, pupil dilation has been linked to ‘unexpected uncertainty’ (Yu & Dayan, 

2005), namely to events when an improbable scenario occurs in the context of a predictable 

environment. Indeed, studies with adults that manipulated the probability of winning in a 

gambling task (Preuschoff et al., 2011; Lavín et al., 2014) found that pupil diameter increased 

the most when the overall uncertainty was low (near certain loss/gain) and the outcome was 

improbable (winning despite high probability of losing and vice versa). Surprise has 

consequently been defined as an improbable result over an expected scenario that increases the 

uncertainty in the learning situation by contradicting a previously computed rule (Preuschoff 

et al., 2011; Lavín et al., 2014). 

 In view of the findings that pupil dilation signals the violation of a prior belief and the 

resulting uncertainty given the surprising information, pupil dilation has been interpreted in a 

Bayesian framework as the measure of the potential information gain in a learning situation 

(Zénon, 2019). While discarding a prior belief raises the level of uncertainty, it increases the 

potential of gaining new information and generating a superior model that better fits the data. 

Accordingly, an adult study found the largest increases in pupil dilation after the time points 

when a previously held belief was refuted and participants had to generate new predictions in 

order to optimise performance (Nassar et al., 2012). 

 Furthermore, in accordance with the interpretation that pupil dilation reflects the need 

to re-evaluate a previous strategy in light of new information, increased pupil dilation has been 

linked to a change in attentional processing systems, with more dilation indexing an increase 

in focused attention to task-relevant stimuli (Laeng et al., 2012; Aston-Jones & Cohen, 2005). 

Time-locked increases in pupil dilation have thus been interpreted as ‘interrupt signals’ or 

‘network-reset signals’ that indicate a switch in attentional resources when detecting a new 
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target or event (Bouret & Sarah, 2004; Dayan & Yu, 2006). Pupil dilation as an index of 

focused attention is thus compatible with the long standing model suggesting that pupil size 

increases with the amount of cognitive load (Hess & Polt, 1964; Kahneman & Beatty, 1966; 

Granholm et al., 1997). Scenarios that do not result in the expected outcome might temporarily 

increase the uncertainty in the environment by highlighting the incongruence of a previously 

held belief, which in turn might trigger cognitive effort that is directed at resolving the conflict 

between prior and posterior beliefs. 

 Pupil dilation as a signal of cognitive effort in adults is closely linked to the findings 

that increased pupil dilation during stimulus presentation indicates the depth of encoding 

(Miller et al., 2019; Kucewicz et al., 2018) and predicts enhanced recognition memory 

performance at test (Goldinger et al., 2009; Papesh et al., 2012). In other words, pupil dilation 

during encoding has been linked to the cognitive processes underlying the creation of memories 

and the success of their subsequent retrieval. 

 In addition, pupil dilation is strongly correlated with arousal related increases in 

noradrenaline (Preuschoff et al., 2011; Bradley et al., 2008), which in turn have been shown to 

facilitate the consolidation of the newly acquired memories of high salience or emotional 

significance (McGaugh, 1990; Roozendaal & McGaugh, 2011). 

 To summarise the findings of the adult literature, pupil dilation has been shown to 

increase at time points when a surprising event is detected, in response to the uncertainty 

resulting from the violation, as well as during the intervals when increased cognitive effort is 

deployed in order to encode the stimulus and form new memories of the most relevant aspects 

of the scene. Therefore, pupil dilation might be an ideal measure of both the surprise elicited 

by a violation-of-expectation, as well as the resulting encoding processes. 

 In accordance with these findings, pupillometry has been used extensively in 

developmental research to establish a surprise response to implausible social and physical 
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events (Jackson & Sirois, 2009; Sirois & Jackson, 2012; Gredebäck & Melinder, 2011; Hepach 

& Westermann, 2016). In the auditory domain increased pupil dilation has been observed in 

infants and toddlers after the presentation of deviant sounds in an oddball paradigm (Wetzel et 

al., 2016), in response to animal sounds that did not match the presented image (Krüger et al., 

2020), and following the mispronunciation of familiar words (Tamási et al., 2017; 2019; 

Fritzsche & Höhle, 2015). Furthermore, pupil dilation has been shown to be sensitive to the 

degrees of mispronunciation, with more phonological changes eliciting more dilation (Tamási 

et al., 2017; 2019), which suggests that pupil dilation is suitable for measuring the magnitude 

of surprise after the incongruent outcome. 

 In addition – similarly to the adult literature – increased pupil dilation during encoding 

has been linked to better subsequent memory performance in infants (Cheng et al., 2019). In 

the study by Cheng et al. (2019), infants were first shown a set of three cards, two of which 

were identical. Subsequently, all cards turned face down and infants’ pupil dilation was 

measured as an index of focused attention allocated to maintaining the contents of the cards in 

memory. One of the pair of identical cards then turned over, and infants’ first fixations were 

measured whether they looked towards the card that contained the matching image. Increased 

pupil dilation during the interval while all the cards were facing down predicted memory for 

the location of the matching card, corroborating the findings of the adult literature that pupil 

dilation signals the amount of cognitive effort and focused attention during encoding and 

memory retention. 

 

4.1.4. Pupil dilation during episodic memory retrieval  

 In addition to the studies investigating pupil responses during the encoding of the 

stimulus, another line of research in the adult literature has used pupil dilation as an index of 

recognition memory at retrieval showing that pupils dilate more to previously presented 
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compared to novel images (Võ et al., 2008; Otero et al., 2011; Goldinger & Papesh, 2012). 

Furthermore, increased pupil dilation was observed to the images that the participant reported 

to have recognised compared to those that were only reported as familiar (Võ et al., 2008). 

Increased pupil dilation during memory retrieval has also been observed when the study items 

were presented acoustically (Otero et al., 2011), when the test items were semantically related 

to the study items (Montefinese et al., 2018), as well as when the test item was incorrectly 

judged as old (Kafkas & Montaldi, 2015). These findings in the adult literature suggest that 

pupil dilation at retrieval does not simply respond to the perceptual features of the previously 

presented objects, but rather, it indicates the strength of the underlying memory trace.  

 In the infant literature, a study with 7-month-olds replicated the finding that pupils 

respond with increased dilation to previously presented compared to new items (Hellmer et al., 

2018). Infants were first shown 12 images of unfamiliar toys or household items in the 

encoding phase, followed by two subsequent test phases where the images were presented 

along with 12 novel images in each phase. Infants responded with increased pupil dilation to 

the familiar items from the encoding phase during the second test phase, indicating that they 

distinguished between the old and new images after two subsequent presentations of the study 

items. Thus, pupil dilation during a recognition memory test has been shown to index the 

strength of the underlying memory trace in both adults and infants. 

 Interestingly, while the link between surprise and pupil dilation can be explained via 

the increased arousal and increased levels of norepinephrine in the brain (Aston-Jones & 

Cohen, 2005), the link between pupil dilation and recognition memory is much less understood. 

While in the case of surprise, perceptual novelty seems to increase pupil diameter (Kloosterman 

et al., 2015; Zhao et al., 2019), in recognition memory tasks it is the familiar object which 

elicits increased pupil dilation.  
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 It has been argued that memory retrieval is associated with increased cognitive effort 

compared to viewing something for the first time, and exerting this additional effort is the cause 

of increased pupil dilation during the recollection of old items (Mill et al., 2016). However, in 

the Võ et al. (2008) study, this argument seems to be brought into question by the fact that 

items that were incorrectly judged as new – i.e. not remembered by the subject – also elicited 

a slight increase in pupil dilation (although significantly less so than the items correctly judged 

as old). Therefore, there is no direct evidence to suggest that the pupil response during 

recognition memory is mediated by cognitive effort, and the question remains open as to which 

mechanism is responsible for the “old-new effect”, namely that items correctly judged as old 

are associated with increased pupil dilation compared to new items. 

 

4.1.5. Methodological considerations 

 From a methodological point of view, pupil dilation might prove to be a more optimal 

measure compared to looking behaviour in investigating the link between surprise and learning.  

 Firstly, unlike looking times in the traditional violation-of-expectation paradigms, time-

locked changes in pupil dilation enable the measure of infants’ responses to a series of 

knowledge-consistent and knowledge-violation events without introducing a time lag between 

the events. Consequently, several data points can be collected from the same participant whilst 

maintaining the same temporal structure of the experiment across participants. In addition, the 

order of the events can be randomised, which removes the frequently occurring confound of 

order effects in the traditional looking time studies that present a small number of trials in a 

counterbalanced order (for a review of these considerations see Schöner & Thelen, 2006; Aslin, 

2007). 

 Secondly, in this paradigm auditory violations were used in order to limit the impact of 

visual novelty on infants’ surprise response, and the same visual stimuli were presented in the 
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correct and incorrect labelling conditions with the matching and mismatching labels 

randomised across participants. 

 Thirdly, since pupil dilation is temporally sensitive, the response to the violation event 

is likely to occur within a constrained time window following the event outcome, and provided 

that changes in luminance are controlled for, pupil dilation during that narrow time window is 

likely to be unaffected by variables that are unrelated to the experimental manipulation. 

 Lastly, the same dependent measure was used both to confirm the presence of a surprise 

response and to assess the impact of surprise on learning. Therefore, the magnitude of surprise 

during the violation event can be linked to the strength of the resulting memory trace at the 

subsequent recognition memory test.  

 Infants’ age range in this experiment was chosen based on the criteria that in this 

experimental paradigm participants had to be familiar with at least 30 labels for familiar 

objects. Based on the data available in Wordbank (a repository of infant word learning data; 

Frank et al., 2017), the earliest age where infants reliably recognise 30 labels is 16.5-17 months. 

Sample size was determined in a way to match the number of trials presented in the only 

previous study which tested infants’ recognition memory using pupil dilation (Hellmer et al., 

2018). 

 

4.2. Methods 

4.2.1. Participants 

 A total of 61 typically developing, monolingual 17-month-olds were tested. The study 

was first piloted with 10 infants, which led to a change in the stimuli in the recognition memory 

phase; therefore, these infants were excluded from the eye-tracking data analysis. In addition, 

10 infants were excluded due to insufficient data (< 50% of valid trials in one or both parts of 



 125 

the experiment). A total of 41 infants were included in the final sample, 23 in the Wrong Label 

and 18 in the Novel Label condition. (501 – 532 days, M = 515.63, SD = 10.14, 17 females). 

 

4.2.2. Stimuli 

 Thirty names of familiar objects were selected using Wordbank (Frank et al., 2017). An 

item was selected if at least 60% of infants understand it at 17 months of age according to the 

data based on the Oxford CDI (Floccia, 2017). Thirty phonologically legitimate non-words 

were generated that were matched to the familiar names in consonant-vowel structure and 

syllable length using a pseudoword generator (Keuleers & Brysbaert, 2010). Images 

corresponding to the familiar labels were selected from the stimuli set of two previously 

published papers on word learning (Bergelson & Swingley, 2012; 2018) and matched for 

brightness and saturation using Final Cut Pro. The correct and incorrect labels as well as the 

corresponding images are displayed in Figure 4.1, and the sequence of the Labelling and 

Recognition memory trials in Figure 4.2.  
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Figure 4.1. Familiar objects used in Experiment 3 with the corresponding correct and incorrect labels. 
During the incorrect trials in the Wrong Label group the image was labelled with a randomly chosen 
familiar label (bed = ‘cheese’), while in the Novel Label group a randomly selected unfamiliar label was 
used (bed  = ‘cumble’). 
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 Labelling: Each infant was presented with 20 naming events. On each trial a familiar 

object appeared in the centre of the screen (visual angle: 11° 39' 0.45'') on a grey background 

(R: 150, G: 150, B:150). The central position and the relatively small size of the objects were 

chosen to avoid variation in pupil size resulting from the pupil foreshortening error, namely 

that the eye-tracker estimates pupil size differently depending on gaze position (Hayes & 

Petrov, 2016).  

 Following the initial presentation of the object for 1s, the object wobbled slightly (1s-

2s) while a pre-recorded female voice said “Look!” in infant directed speech. Following this, 

the object remained stationary, and the voice labelled the object twice, either with a matching 

or a non-matching label, depending on the condition. The two labelling events started at 3s and 

6s following the onset of the image, and each utterance lasted approximately 1s. Each label 

had been recorded twice for each object so that the trial resembles a natural naming event. The 

two instances of each label always appeared in the same order across babies. The volume was 

kept constant across participants. Each trial lasted 9 seconds. Trials were separated by a 1s 

interstimulus interval while a grey screen was presented along with a brief auditory stimulus 

to orient the infant’s attention to the next trial.  

 Recognition memory test: Following the labelling events, 30 familiar objects were 

presented during a silent recognition memory test. Each object was preceded by a central 

fixation stimulus presented for 1s. The luminosity of each fixation stimulus was matched to the 

subsequent test image. Following this, the object appeared in the centre of the screen on a grey 

background and remained stationary for 3s. Each trial lasted 4s. After every 5 trials a short 

video was played for a maximum duration of 30s to maintain the infant’s interest in the trials. 
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Figure 4.2. Labelling (a) and Recognition memory test (b) sequences. a) Labelling: The image of a familiar object 
appeared in the centre of the screen (0s), and it wobbled while the voice said “Look!” (1-2s). Following that the 
object remained stationary during the two labelling events (3s, 6s). The 500ms interval preceding the onset of the 
first label was used as a baseline for measuring changes in pupil dilation in response to the labelling events. b) 
Recognition memory: Following a central fixation stimulus (0-1s) the image appeared in the centre of the screen 
for 3s (1-4s) with no visual changes and no auditory stimuli during the trial. The 500ms of the fixation stimulus 
preceding the onset of the test image was used as a baseline to measure changes in pupil dilation in response to 
the presentation of the object. 
 

4.2.3. Design & Procedure 

 Infants were tested in a quiet, dimmed room. A light meter was used prior to each 

testing session to ensure that the lighting conditions are kept constant across participants (4.5 

lx measured from the position of the infants’ eyes). Parents were given dark glasses and they 

were instructed not to interact with their infants throughout the experiment. Stimuli was 

presented on a Tobii TX300 eye-tracker using Matlab at a sampling rate of 120Hz. Infants were 

video recorded using a camera mounted on top of the eye-tracker’s screen. 

 Infants were randomly assigned to either the Wrong Label or the Novel Label group. 

During the first half of the experiment infants were presented with 20 naming events where a 

familiar object was labelled. Half of the objects received the matching, familiar label (bird 

labelled ‘bird’), while the other half of the objects received an unmatching, familiar label (bird 

labelled ‘car’) or an unmatching, novel label (bird labelled ‘costet’), depending on the group.  

The order of correct and incorrect labelling, as well as the pairings between objects and 

incorrect labels were randomised across the trials. 

a 

b 
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 Following the naming events, infants saw a silent recognition memory test where all 

the objects presented at labelling appeared with 10 new objects. The order of the 30 images 

was randomised across the memory test. The identity of correctly labelled, incorrectly labelled 

and novel images were randomised across infants. 

 The labelling and the recognition memory test were presented in succession, and 

participants did not take breaks during the experiment. If the infant was inattentive, auditory 

and/or visual attention getters were presented for a few seconds during both parts of the 

experiment. Visual attention getters were presented in front of the same grey background as 

the experimental stimuli in order to avoid luminance-induced changes in pupil dilation. 

Stimulus presentation was resumed once the infant attended to the screen again, which was 

determined by the experimenter observing the session from behind a curtain. The experiment 

lasted approximately 10 minutes including calibration.  

 

4.2.4. Pupil data pre-processing  

 Similarly to my previous experiments, linear interpolation was applied to the pupil data 

corresponding to each eye with a maximum gap of 10 missing samples (83.33ms). Pupil 

baseline was established as the 500ms of the stationary image preceding the onset of the first 

label in the labelling trials, and the 500ms of the fixation image preceding the onset of the test 

image in the recognition memory trials. Trials were excluded if there was no valid data for 

either of the eyes for at least 60% of both the baseline and the test intervals after interpolation. 

Included trials were baseline corrected by subtracting the mean baseline values for each eye 

from the pupil data of the corresponding eye in the test intervals. Missing data from one eye 

was replaced with data from the other eye, and the data was subsequently averaged across the 

two eyes. 
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 The relatively narrow interpolation window and the criterion of 60% valid data within 

a single trial after interpolation were chosen as a conservative threshold for retaining trials for 

further analyses. In contrast, a number of previous studies (Jackson & Sirois, 2009; Hoehl et 

al., 2017; Falk-Ytter et al., 2017; Fawcett et al., 2016; Falk-Ytter, 2018) used larger 

interpolation windows and/or tolerated larger percentages of missing data. Therefore, in order 

to test whether the results are robust after interpolating larger gaps in the data, I ran the same 

analyses with a 300ms interpolation window. This resulted in the retention of 99 and 35 

additional trials during the labelling and the memory intervals, respectively. The conclusions 

drawn from these results, displayed in Appendix B, are identical to the findings presented in 

the main analyses below. 

 Infants were excluded if they did not contribute at least 10 trials during the labelling 

phase (n = 7) and at least 15 trials in the memory phase (n = 3). These criteria correspond to, 

on average, 5 trials per condition and 50% of the entire stimulus set in each phase. Each 

participant contributed at least 3 trials to each condition in both parts of the experiment. Infants 

contributed a total of 712 trials during labelling (M = 17.36, SD = 2.6, Correct labelling: M = 

8.83, SD = 1.56, Mislabelling: M = 8.54, SD = 1.51) and a total of 904 trials during the 

recognition memory test (M = 22.04, SD = 3.85, Previously correctly labelled: M = 7.12, SD = 

2.17, Previously mislabelled: M = 6.78, SD = 1.75, New: M = 8.15, SD = 1.49).  

 Two intervals of interest were identified: (i) the 6s following the onset of the first label 

until the end of the trial during the labelling phase (0s: Label1 onset, 3s: Label2 onset), and (ii) 

the 3s following the onset of the test image in the recognition memory phase.  

 In order to assess whether pupil dilation differed reliably as a function of condition 

during these intervals, and to examine the time course of the effects in a data-driven fashion, a 

permutation analysis was conducted on the pupil data in the two intervals of interest (R, 

package: permutes, np = 1000). Firstly, establishing the analysis windows using a data-driven 
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technique removes the subjectivity of the researcher and reduces the chances of false positives 

which might arise from determining an analysis window arbitrarily, i.e. where the effect is 

biggest. Secondly, as suggested by previous literature (Wass et al., 2013), the speed of the pupil 

response partially depends on the participant’s age, and undergoes rapid changes during 

development. Therefore, the data-driven method is capable of flexibly selecting the true 

interval where an effect occurred, without prior knowledge of response velocity in that 

particular age group. 

 During the permutation analysis, the condition labels are randomly reassigned to the 

data numerous times at a given time point, and on each iteration a two-tailed t-test is conducted 

on this data (or an F-test in case of more than two conditions). The t values over all iterations 

create a distribution of test statistics values observed under the null hypothesis. The observed 

t-statistic using the actual condition labels is then compared to the distribution of t values 

derived from permutation analysis at that time point, and the difference across conditions is 

deemed significant if the observed t value falls outside the distribution of values that could 

have occurred by chance (i.e. a p value is significant at 0.05 if less than 50 out of 1000 t-tests 

had an absolute value larger than the one observed). Permutation testing is repeated at each 

data point and the resulting test statistics and significance values indicate the time points where 

the data could not have been obtained if the mapping between the independent and the 

dependent variable were random. This technique has been used in previous studies analysing 

pupil dilation in both the infant (Hochmann & Papeo, 2014; Cheng et al., 2019) and the adult 

literature (Kloosterman et al., 2015; Geng et al., 2015; Quirins et al., 2018).  

 Since a permutation analysis was performed at each data point throughout the intervals, 

multiple comparisons were corrected by adjusting the alpha level to an expected false-

discovery rate of 5% using the method of Benjamini and Hochberg (1995), a technique that 

has been widely used to correct for multiple comparisons when analysing pupil data  (Einhäuser 
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et al., 2008; Katidioti et al., 2014; Lavín, et al., 2014; Preuschoff et al., 2011; Mill et al., 2016). 

A series of consecutive significant p values following the correction indicates a reliable 

difference across conditions, as well as the time course of the effect throughout the interval of 

interest. 

 In addition, based on the results of the permutation analysis I selected a 1s analysis 

window within the 3s interval following the onset of each labelling event and within the 3s 

recognition memory phase to conduct inferential statistics. The rationale behind this analysis 

was to test whether the effects observed as a result of the permutation analysis are robust to 

changes in interval length, and also to increase comparability with previous infant studies that 

averaged across a larger time window when analysing pupil dilation in response to violations-

of-expectation (Gredebäck & Melinder, 2010; 2011; Krüger et al., 2020; Pätzold & Liszkowski 

2019; Gredebäck et al., 2018) and as an index of recognition memory (Hellmer et al., 2018). 

 

4.3. Results 

4.3.1. Labelling: Establishing the presence of a surprise response 

 The pupil data during the 6s interval following the onset of the first labelling event and 

the t values resulting from the permutation of the data at each timepoint are depicted in Figure 

4.3. The black line (top line) indicates the time points at which the permutation analysis yielded 

a significant difference between the pupil values in the two conditions at the initial significance 

level of p < 0.05. The red line (bottom line) indicates the significant time points after correcting 

for multiple comparisons (p < pFDR=0.05). The grey rectangles indicate the intervals where 

corrected p values remained significant throughout consecutive time points for at least 50ms. 

The presence of a multiple series of significant p values indicated reliable differences in pupil 

dilation between the two labelling conditions that were sustained throughout at least 50ms after 
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approximately 1.5s, 2s and 2.5s of the onset of the first label (1533-1591ms, 2008-2091ms, 

2716-2791ms) and approximately 2s after the onset of the second label (4950-5033ms). 

 

 

Figure 4.3. Pupil dilation following correct labelling and mislabelling. a) Changes in baseline corrected 
pupil diameter as a function of condition: t=0 corresponds to Label1 onset and t=3 corresponds to Label2 
onset. Error bars represent the standard error of the mean. b) Results of the permutation analysis indicating 
significant differences across conditions at each time point (black line/top line: uncorrected, red line/bottom 
line: following Benjamini & Hochberg correction for multiple comparisons). The shaded areas represent 
the time points where consecutive corrected p values remained significant for at least 50ms. 

   
 
 Based on the results of the permutation analysis, infants’ pupil data in each condition 

was averaged within the intervals corresponding to the 1.5-2.5s following the onset of each 

label (1500-2500ms and 4500-5500ms) in order to test whether this effect is reliable throughout 

a 1s analysis window. The selection of these time windows also allows for the effects of the 
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two labelling events to be tested after the same latencies. This is a more parsimonious approach 

than postulating a difference between the time course of the two effects.  

 Average pupil values in the two conditions measured in the two analysis windows were 

submitted to a 2 x 2 x 2 mixed design ANOVA with the within-subjects variables of Window 

(1, 2) and Condition (Correct labelling, Mislabelling) and the between subjects variable Group 

(Wrong Label, Novel Label). The ANOVA yielded a significant main effect of Condition, 

F(1,39) = 4.68, p = 0.037, η2 = 0.107, with more dilated pupils after mislabelling (M = 0.007, 

SE = 0.022) compared to correct labelling (M = -0.033, SE = 0.022). In addition, there was a 

significant main effect of Window, F(1,39) = 4.74, p = 0.036, η2 = 0.108, with more dilated 

pupils in the second window (M = 0.001, SE = 0.023) compared to the first window (M = -

0.026, SE = 0.019), irrespective of condition. No other effects were significant. 

 The permutation analysis, as well as the results of inferential statistics confirmed that 

mislabelling a familiar object with either a mismatching familiar name or an unrelated, novel 

name elicits increased pupil dilation, suggesting that infants’ lexical expectations were 

violated. 

 

4.3.2. Recognition memory test: Establishing the impact of surprise 

 In order to establish whether recognition memory processes could have been influenced 

by looking time differences during the Labelling phase, a 2 x 2 ANOVA was conducted on 

infants’ total looking time following the onset of the first label during the labelling trials with 

the within subjects variable Condition (Correct labelling, Mislabelling) and the between 

subjects variable Group (Wrong Label, Novel Label). The ANOVA yielded a main effect of 

Group, F(1,39) = 4.861, p = 0.033, η2  = 0.111, with longer looking times in the Wrong Label 

group (M = 5327.44, SE = 93.17) compared to the Novel Label group (M = 5017.39, SE = 

105.32), irrespective of Condition. No other effects were significant. Importantly, there was no 
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significant difference between infants’ looking time to the images that were labelled correctly 

compared to the images that were mislabelled, F(1,39) = 1.99, p = 0.166, η2  = 0.049 (Correct 

labelling: M = 5227.17, SE = 81.17, Mislabelling: M = 5117.67, SE = 79.44). 

 In order to investigate whether infants’ memory was enhanced for those objects that 

were previously mislabelled, permutation analysis was performed on the pupil data during the 

Recognition memory phase using the 3s of the still image following baseline, as described 

above. Pupil dilation in response to the three conditions during the memory phase and the F 

statistics with the corresponding significance values at each time point are displayed in Figure 

4.4. 

 

Figure 4.4. Pupil dilation during the recognition memory test in the three conditions: previously correctly 
labelled, previously mislabelled, new. a) Changes in baseline corrected pupil values in the three conditions. 
T=0 corresponds to the image onset. Error bars represent the standard error of the mean. b) Results of the 
permutation analysis performed at each time point (black line/top line: uncorrected, red line/bottom line: 
following Benjamini & Hochberg correction for multiple comparisons). The shaded areas represent the 
time points where consecutive corrected p values remained significant for at least 50ms. 
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 As with the labelling trials, a 1s analysis window was selected to confirm that pupil 

dilation differed across conditions and to compare infants’ responses to the previously correctly 

labelled, previously mislabelled and new images. Based on the results of the permutation 

analysis, the pupil data between 2-3s after the onset of the images was submitted to a 3 x 2 

ANOVA with the within-subjects variable Condition (Previously correctly labelled, Previously 

mislabelled, New) and the between-subjects variable Group (Wrong Label, Novel Label).  

 The ANOVA yielded a significant main effect of Condition, F(2,78) = 4.23, p = 0.018, 

η2  = 0.098. Bonferroni corrected pairwise comparisons revealed a significant difference 

between previously correctly labelled and new items (p = 0.017) and between previously 

mislabelled and new items (p = 0.047), with no difference between the previously correctly 

labelled and mislabelled items (p = 1.000). (Correct: M = 0.013, SE = 0.025, Mislabelled: M = 

0.002, SE = 0.027, New: M = -0.075, SE = 0.022). The ANOVA also resulted in a main effect 

of Group, F(1,39 = 5.86, p = 0.02, η2  = 0.131, with more dilated pupils in the Wrong Label (M 

= 0.019, SE = 0.021) compared to the Novel Label group (M = -0.059, SE = 0.024), irrespective 

of Condition. No other effects were significant.  

 In order to directly investigate the differences in recognition memory between the 

previously mislabelled and correctly labelled items, I compared the memory scores in these 

two conditions with a two-sided Bayes Factor t-test (BF10) using a JZS prior = 0.707 (R, 

package: BayesFactor). The resulting Bayes factor of BF10 = 0.180 indicates substantial 

evidence that the means in these conditions did not differ. In other words, the data are 1/BF10 = 

5.54 times more likely to have occurred under the null than under the alternative hypothesis. 

 Furthermore, to test the relationship between pupil dilation after mislabelling and 

infants’ memory for the images, I ran two correlation analyses between the difference scores 

in pupil size during the labelling trials in each window of interest (Mislabelling – Correct 

labelling in Window 1 and 2, respectively) and the difference scores at the memory test 



 137 

(Previously mislabelled items – Previously correctly labelled items). If surprise enhances 

memory for the item, pupil dilation during encoding is expected to be positively correlated 

with pupil dilation during the recognition memory test. 

 There was no significant association between the responses to the violation and the 

memory scores when using the labelling data in the first window, r(39) = -0.150, p = 0.348. In 

addition, there was a significant negative correlation between increased pupil dilation 

following the second label and pupil dilation as an index of memory, r(39) = -0.310, p = 0.049. 

However, this latter finding should be interpreted with caution, as the p values are not adjusted 

to account for the two comparisons. In addition, I conducted the same correlation analyses on 

the data interpolated with a maximum tolerated gap of 300ms, which is presented in Appendix 

B, and I found no association between infants’ pupil dilation following correct and incorrect 

labelling and their memory scores in response to these items. Overall, the correlations indicate 

the absence of a positive relationship between the pupil values used to assess the effect of 

surprise and the pupil values used to assess recognition memory at test. 

 

4.4. Discussion 

 In this experiment I tested whether infants’ surprise response elicited by the violation 

of their lexical knowledge can be linked to their subsequent memory for the objects using pupil 

dilation as an index of both surprise and recognition memory.  

 Firstly, I replicated the findings of both the adult (Preuschoff et al., 2011; Lavín et al., 

2014; O’Reilly et al., 2013) and the infant literature (Jackson & Sirois, 2009; Sirois & Jackson, 

2012; Gredebäck & Melinder, 2011; Tamási et al., 2017; 2019; Fritzsche & Höhle, 2015; 

Krüger et al., 2020) suggesting that participants respond with increased pupil dilation to 

implausible scenarios. These responses measured in pupil diameter might signal an increase in 

arousal levels, greater cognitive effort, or an increase in focused attention when processing the 
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mislabelled items. In accordance with a number of previous studies (Gredebäck & Melinder, 

2011; Krüger et al., 2020; Laeng et al., 2011), the presence of a surprise response in the Wrong 

Label group indicates that pupil dilation is not merely an index of stimulus novelty, but it is 

also sensitive to violations that do not involve the presentation of unfamiliar stimuli, but rather 

a mismatch between two perceptually familiar items. Importantly, increased pupil dilation 

following mislabelling provides direct evidence that infants responded to the violations in this 

paradigm. 

 Interestingly, a previous study with 30-month-olds did not find differences in pupil 

dilation to correct compared to mismatching familiar labels or non-words (Fritzsche & Höhle, 

2015). In Experiment 3 I used infant-directed speech (“Look!”) combined with the contingent 

movement of the object at the beginning of the trial, which might have helped infants form the 

referential link between the label and the object, whereas in the above study the object remained 

stationary throughout the trial. However, it is also possible that by 30 months of age toddlers’ 

lexical expectations are already firmly established, which might prevent them from associating 

the label with the object, or it might result in the outright rejection of the mismatching label. 

 Secondly, I replicated previous findings in the adult (Võ et al., 2008; Otero et al., 2011; 

Goldinger & Papesh, 2012) and in the infant literature (Hellmer et al., 2018) showing that 

participants respond with increased pupil dilation to previously seen compared to unseen items. 

In the study by Hellmer et al. (2018) 7-month-olds needed two subsequent presentations of the 

same 12 images in order to demonstrate a recognition memory response at test. In contrast, in 

this experiment, a single, brief presentation of 20 items elicited reliable differences in infants’ 

recognition memory between previously seen and unseen items, offering an insight into the 

change in episodic memory performance between 7 and 17 months of age.  

 Crucially, despite evidence of increased pupil dilation in response to mislabelling, I 

found no difference in pupil size during the recognition memory test that would indicate that 
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infants had better memory for those items that had previously violated their expectations. This 

finding is at odds with adult studies using similar paradigms that suggest enhanced memory 

for items that were encoded under surprising or arousing circumstances (McGaugh, 1990; Võ 

et al., 2008; Nassar et al., 2012; Roozendaal & McGaugh, 2011). In addition, these findings 

are also at odds with the idea that increased pupil dilation during stimulus presentation signals 

the depth of encoding (Miller et al., 2019; Kucewicz et al., 2018) and predicts later recognition 

memory performance (Goldinger et al., 2009; Papesh et al., 2012; Cheng et al., 2019). These 

results might suggest that the processes of surprise on the one hand and deeper encoding on 

the other are two distinct mechanisms and one may be present without the other. 

 Importantly, these results do not support the hypothesis previously proposed by Stahl 

& Feingenson (2015; 2017) that violations of expectation enhance learning about the surprising 

object. However, there are a few important differences between the current design and the 

paradigms used by Stahl & Feingenson (2015; 2017), which might have contributed to the lack 

of evidence to support a link between surprise and improved learning. Firstly, in Experiment 3 

the trials that accorded with infants’ expectations and those that violated them were presented 

equiprobably in a random order; therefore, the overall uncertainty regarding a subsequent 

violation was essentially maximised. Studies with adults suggest that the anticipation of 

uncertainty, as well as the infrequent violation of a previously generated set of predictions has 

the most robust effect on learning (Nassar et al., 2012; O’Reilly et al., 2013). In line with this 

reasoning, the repetition of surprising events might also impair the resulting encoding benefit. 

Although I found strong evidence for the presence of a surprise response throughout the 

experiment, presenting fewer surprise trials may have been more effective in increasing 

infants’ memory performance. 

 In contrast, the above studies that suggest a link between surprise and learning in infants 

and pre-schoolers (Stahl & Feingenson, 2015; 2017) used single trials in a between-subjects 
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design that left no room for the participant to accommodate to the uncertainty of the 

experimental setting. In contrast, the current design was chosen in a way to disentangle the 

effect of the infrequency of the stimuli from the effect of surprise itself. On the one hand, it is 

possible that infants did not encode the surprising items better due to the repetition of the 

violations, while on the other hand they may have shown increased encoding for both types of 

items due to the relative uncertainty of the environment. Future studies investigating the role 

of surprise in learning should attempt to disentangle the individual effects of violations of 

expectation from the underlying change in cognitive mechanisms that occur throughout the 

experiment.  

 Although surprise may have enhanced the encoding of both types of items to a certain 

extent, the large number of the images and the short presentation times make it highly unlikely 

that infants’ overall memory performance was at ceiling.  

 Firstly, earlier studies with pre-schoolers using similar set sizes of items in recognition 

memory tasks did not find performance to be at ceiling even at 3 years of age (Parkin & Streete, 

1988; Balcomb & Gerken, 2008). Therefore, the lack of a difference between the previously 

correctly labelled and mislabelled items at the memory test cannot be explained by a near 

perfect learning of the entire stimulus set.  

 Secondly, pupil dilation is a reliable index of the strength of the underlying memory 

trace, rather than a binary measure (Otero et al., 2011; Montefinese et al., 2018; Kafkas & 

Montaldi, 2015), therefore, a memory enhancement for the surprising items could have been 

observed even if the correctly labelled items were also remembered to some degree. 

 Thirdly, if the effect of surprise had extended to the entire experiment, then we would 

not have observed continued differences in the pupil responses to violation and non-violation 

trials during the first half of the experiment. In other words, infants did respond with increased 

pupil dilation to mislabelling compared to correct labelling. Therefore, significant differences 
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in pupil responses during the first half of the experiment while the familiar items were labelled 

indicate that the effect of arousal was not spread across the entire stimulus-set. Consequently, 

if we assume that it is the cognitive state of increased arousal which stimulates learning, it 

follows that if correct labelling did not increase infants’ arousal, then it did not increase their 

learning rates either.  

 In summary, although the current study offers positive evidence regarding infants’ 

detection of semantic violations, as well as the presence of recognition memory processes, I 

found no evidence for a positive relationship between infants’ surprise response and their 

memory for these objects. In contrast, I found a negative correlation between pupil dilation 

after mislabelling and pupil diameter in response to the image during the recognition memory 

test.  

 A possible interpretation of this finding might be that during mislabelling the auditory 

stimulus overshadowed the visual input, which prevented infants from encoding the surface 

features of the object (Sloutsky & Robinson, 2008; Robinson & Sloutsky, 2004; 2007). This 

explanation would be compatible with the idea that processing the surprising auditory stimulus 

consumed infants’ attentional resources, which hindered the encoding of the visual input. 

However, this interpretation is at odds with the finding that a surprising auditory stimulus 

enhanced the encoding of the visual material in adults (Swallow et al., 2012). 

 However, this association was only observed using one of the analysis windows, and 

the significance value was not corrected for multiple comparisons. In addition, the analysis of 

the dataset using a larger interpolation window (displayed in Appendix B) did not indicate an 

association between pupil dilation during encoding and pupil dilation during memory retrieval. 

Future studies may wish to investigate whether certain types of surprise may hinder the 

encoding of the surprising material. 



 142 

 In conclusion, while surprise may facilitate learning and memory in some 

circumstances, the results of the current experiment indicate that an enhanced encoding of the 

object for further memory is not a necessary outcome of surprise. 
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Chapter 5. 

Experiment 3. Exploratory analyses of infants’ looking patterns following the 

surprising events 

 

 As discussed in Chapter 4, the analysis of pupil dilation indicated a response that is 

traditionally linked to surprise (Jackson & Sirois, 2009; Sirois & Jackson, 2012; Gredebäck & 

Melinder, 2011; Hepach & Westermann, 2016; Preuschoff et al., 2011; Lavín et al., 2014). 

However, increased pupil dilation has also been linked to a number of other mechanisms, 

including cognitive effort (Hess & Polt, 1964; Kahneman & Beatty, 1966), working memory 

load (Alnæs et al., 2014; Unsworth & Robinson, 2015), uncertainty (Nassar et al., 2012), and 

the detection of perceptually novel items (Kloosterman et al., 2015; Zhao et al., 2019). 

Importantly, increased pupil dilation has also been observed in adults in response to changes 

that the participant was unaware of (Bijleveld et al., 2009; Laeng & Falkenberg, 2007).  

 Therefore, I conducted additional analyses of looking behaviour in order to (i) better 

understand the underlying mechanisms of the pupil response observed in Experiment 3 and (ii) 

to strengthen my conclusion that infants indeed responded to the lexical violations, and 

therefore the absence of enhanced learning cannot be explained by the absence of surprise in 

this paradigm. 

 Firstly, I analysed infants’ social looking behaviour in order to explore whether they 

would be more likely to actively seek information following a surprising event (Section 5.1.) 

 Secondly, I analysed infants’ fixation patterns following the labelling events to link 

infants’ surprise – inferred from the pupil response – to their subsequent visual exploration. As 

discussed in Chapter 1, the violation-of-expectation paradigm relies on the assumption that 

infants would look longer at an outcome that surprised them, possibly to resolve the 

discrepancy. However, increased looking to the entire screen is compatible with the adult 
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findings that an unexpected stimulus induces a moment of ‘behavioural freezing’ (Reisenzein, 

2000; Meyer, 1997; Horstmann, 2006; Schützwohl, 1998). In contrast, more and longer 

fixations at various parts of the object following mislabelling would indicate strategic visual 

exploration, and therefore this pattern of results might provide stronger evidence for the 

presence of surprise (Section 5.2.).  

 

5.1. Social looks following mislabelling and correct labelling 

 In addition to my a priori hypotheses presented in Chapter 4 regarding increased pupil 

dilation following mislabelling, I analysed infants’ social looks to the parent during the 

labelling events to confirm the presence of a surprise response. The reasoning behind this 

analysis was that unlike pupil dilation, which does not necessarily index the conscious 

processing of the stimuli (Bijleveld et al., 2009; Laeng & Falkenberg, 2007; for a review of 

these findings see Laeng et al., 2012), looking to the parent following mislabelling indicates 

that the infant actively sought social interaction, possibly in order to find help in resolving the 

discrepancy between their lexical expectation and the mismatching label, and/or to share the 

experience of surprise with the caregiver.  

 The measure of social looking has been previously used to confirm the presence of 

surprise in the paradigm originally designed by Wynn (1992), which involves the impossible 

addition or subtraction of an object following the brief occlusion of the initial display. Infants 

in this paradigm (Walden et al, 2007) initiated more social looks to the parent following the 

unexpected events (1+1=1, 2-1=2) compared to the events that ended in an arithmetically 

correct outcome (1+1=2, 2-1=1).  

 In addition, another study investigated whether increased social looks to the parent are 

driven by the novelty of the event or the impossible element embedded in the sequence (Dunn 

& Bremner, 2017). Infants were habituated to a familiar toy disappearing behind an occluder, 
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followed by the reappearance of the same object. Following habituation, infants in the novelty 

condition saw a new object being hidden behind the occluder, which was followed by the 

possible reappearance of the new object. Infants in the object-switch condition saw the familiar 

object from the habituation trials disappear behind the occluder, which was followed by the 

impossible appearance of a new object when the occluder was lowered. Only the infants in the 

object-switch condition showed increased social looking to the parent compared to the last 

habituation trial, which indicates that novelty alone cannot explain infants’ attempt to seek 

interaction with the parent. 

 Importantly, in my paradigm the measures of pupil dilation and social looking – both 

interpreted as indices of surprise – are based on two partially contradictory assumptions. 

Measuring pupil dilation following a surprising event relies on the assumption that the infant 

will look at the screen immediately following the surprising outcome and her gaze will remain 

on the image for several seconds, possibly to explore the surface features of the object in order 

to re-evaluate her lexical knowledge, or to scan the area of the screen to find the possible 

referent of the mismatching label. Consequently, trials where the infants did not look at the 

screen for at least 60% of the 3s interval following the onset of each labelling event were 

excluded from the pupil data analysis.  

 In contrast, increased social looks to the parent following labelling relies on the 

assumption that the infant has detected the mismatch between the label and the referent and 

seeks social interaction with the caregiver who might help her resolve the discrepancy. 

Therefore, surprise in this scenario would induce the opposite looking behaviour from the one 

discussed above, namely, the surprise reflected in social looks would predict an increased 

motivation to look away from the screen and seek interaction with the parent. Consequently, 

using the behavioural measure of social looks might capture the effect of surprise on a number 

of trials that were excluded from the pupil analysis due to missing data. 
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 In Experiment 3, I used pupil dilation as the primary measure of surprise in order to 

link the magnitude of pupil response during mislabelling to the response during the recognition 

memory task. However, I reasoned that if I find an effect of surprise using both pupil dilation 

and social looks, which rely on different assumptions regarding infants’ looking behaviour at 

the surprising outcome, these combined results can be interpreted as strong support for the 

presence of surprise in Experiment 3. Additionally, the measure of social looks requires an 

active behavioural response from the infant, which might support the claim that infants detected 

the violation beyond the evidence supplied by pupil dilation, which in turn is a measure that 

also responds to subliminal cues (Bijleveld et al., 2009) and indexes changes in motivation 

levels that the adult participant is unaware of (Laeng & Falkenberg, 2007). 

 

5.1.1. Participants 

 The same sample of participants was used for the exploratory analyses as for the study 

reported in Chapter 4. The final sample sizes may differ due to differences in the exclusion 

criteria. 

 Fifty-three infants were included in the final sample, 29 in the Wrong Label and 24 in 

the Novel Label condition (494 – 533 days, M = 514.87, SD = 10.64). Infants were excluded 

if they did not contribute valid data for at least 50% of the labelling trials based on the video 

coding (n = 8). A trial was deemed invalid if the infant was looking away for the entire duration 

of the 9s while the object was presented. Infants’ data from the pilot was also taken into 

account, as the only difference in the stimuli between the pilot and the main experiment 

concerned the images in the recognition memory phase, and only the recordings taken during 

the labelling phase were used in this analysis. 
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5.1.2. Video coding 

 The video recordings of the labelling sessions were coded by an undergraduate research 

assistant who was unaware of the hypothesis and blind to the experimental conditions. The 

sound was previously deleted from the videos, thus the visual material offered no indication 

whether a violation had taken place on a given trial. Social looks were coded from the time 

point at which 3s had elapsed after the initial presentation of the object, which corresponds to 

the onset of the first label. An upward or backward head movement was coded as a social look 

if the looking away from the screen brought the parent into the infant’s visual field. The number 

of social looks, rather than the duration of looking at the parent was chosen as a more reliable 

measure of seeking social interaction (Dunn & Bremner, 2017). Twenty percent of the videos 

were double coded, and interobserver reliability reached rs = 0.950, p < 0.001.  

 

5.1.3. Results 

 Social looking following correct labelling and the two types of mislabelling is displayed 

in Figure 5.1. The number of social looks following the labelling events was submitted to a 2 

x 2 mixed design ANOVA with the within-subjects variable Condition (Correct 

labelling/Mislabelling) and the between subjects variable Group (Wrong Label/Novel Label). 

The ANOVA yielded a significant main effect of Condition, F(1,51) = 5.07, p = 0.029, η2 = 

0.090, with more social looking following mislabelling (M = 1.70, SE = 0.28) compared to 

correct labelling (M = 1.21, SE = 0.23).  

 In addition, the ANOVA resulted in a marginally significant main effect of Group, 

F(1,51) = 3.99, p = 0.051, η2 = 0.073, with a higher number of interaction seeking behaviour 

in the Novel Label group (M = 1.92, SE = 0.34) compared to the Wrong Label group (M = 

0.98, SE = 0.31), irrespective of Condition. The interaction term did not approach significance, 

F(1,51) = 1.34, p = 0.253, η2 = 0.026.  
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Figure 5.1. The number of social looks following correct and incorrect labelling in the two groups (Novel 
Label, Incorrect Label). 

 

5.1.4. Discussion 

 In addition to my a priori hypothesis that infants would respond with increased pupil 

dilation when a familiar object is mislabelled, I tested whether infants are more likely to seek 

interaction with their caregiver following mislabelling. Infants initiated a higher number of 

social looks following mislabelling compared to correct labelling. This might indicate that 

infants were indeed expecting to hear the correct label when the object was presented, and they 

detected the mismatch between the item and the label. This finding is in line with previous 

studies reporting an increase in social looks when infants’ expectations regarding numerosity 

(Walden et al, 2007) or object identity (Dunn & Bremner, 2017) are violated.

 Interestingly, in addition to the effect of mislabelling, I found a higher number of social 

looking in the Novel Label group compared to the Wrong Label group, irrespective of the effect 

of mislabelling. In other words, infants sought social interaction with their caregivers more 

often in a scenario where they were repeatedly exposed to novel words, irrespective of the 

accuracy of the label. On the one hand, this might indicate that novelty also increases the 

frequency of social looks, in contrast with the findings of Dunn & Bremner (2017). In the 

aforementioned study, infants in the object-switch condition – where the appearance of the 
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novel object was impossible – initiated significantly more social looks than infants in the 

novelty condition where a novel object was introduced without a violation of prior 

expectations. However, this effect was only present on the first of the three test trials, which 

might indicate that the novelty of the test sequence contributed to the effect of the violation, 

jointly resulting in more social looking.  

 Alternatively, it is possible that the presentation of multiple novel labels in Experiment 

3 increased the level of uncertainty in the environment, which in turn elicited an effect that was 

more widespread in time, impacting looking behaviour beyond the congruence or incongruence 

of a given trial. More social looking in the Novel label group is therefore compatible with 

previous studies highlighting the importance of social referencing in scenarios that involve a 

high level of ambiguity in the environment (Feinman & Lewis, 1983; Mumme et al., 1996; 

Kim & Kwak, 2010). 

 Crucially, I found evidence that infants detected the discrepancy between the 

mismatching label and the object and responded in a way that involved an active information 

seeking behaviour. Since pupil dilation and the measure of social looks rely on two opposite 

looking patterns – looking at the screen and away from the screen, respectively – the presence 

of evidence using both measures lends strong support to the claim that the mismatching labels 

indeed violated infants’ lexical expectations. 

 

5.2. Fixation patterns following mislabelling and correct labelling 

 As reported in Chapter 4, I analysed infants’ total looking time to the screen using the 

eye-tracker from the onset of the first labelling event until the end of the trial (Section 4.3.2.). 

This analysis was conducted in order to establish that potential differences in recognition 

memory performance were not due to differences in visual exploration times. The results 

indicated that infants in the Wrong Label group looked longer at the images compared to the 
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infants in the Novel Label group, irrespective of Condition. There were no differences in 

looking times on the trials where the object was mislabelled, compared to when it was labelled 

correctly. These results indicate that although both the pupil dilation data and the measure of 

social looks suggest that infants detected the violations, their surprise was not reflected in 

longer overall looking times. 

 Therefore, I analysed infants’ fixation patterns to explore the link between infants’ 

surprise and their subsequent looking behaviour. The motivation behind this analysis was (i) 

to test whether the surprise elicited by mislabelling changes infants’ gaze patterns, (ii) to 

explore what type of information is attended to following a surprising outcome.  

 Firstly, the discrepancy between the anticipated and the mismatching label might elicit 

longer looks to the object in accordance with the idea that unexpected events are often reported 

to trigger longer looking times in the traditional violation-of-expectation paradigms (for 

instance in Baillargeon & DeVos, 1991; Baillargeon et al., 1989; Spelke et al., 1992). 

Additionally, the perceptual novelty of the mismatching label in the Novel Label group might 

also elicit longer looking times, therefore, in this group the effect of the lexical violation and 

that of perceptual novelty would both predict longer looks to the mislabelled objects. 

 In addition, if infants are surprised by mislabelling, which in turn motivates them to 

resolve the conflict between the label and the referent, they might explore the surface features 

of the object in more detail. Importantly, infants at this age might experience violations of their 

lexical expectations when encountering the correct label for an object that they had previously 

classified as a member of an overextended category. In other words, mislabelling a familiar 

item with a novel word in Experiment 3 is analogous to the scenario when the infant first hears 

the word ‘cow’ for an object that she had previously categorised as a ‘dog’, or upon hearing 

labels that stand for a superordinate or subordinate category that the referent belongs to 

(Naigles & Gelman, 1995; Gelman et al., 1998). Therefore, the process of narrowing down 
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previously overextended categories or learning words for superordinate and subordinate 

categories would predict longer visual exploration times following mislabelling compared to 

correct labelling, which in turn would enable the infant to identify the diagnostic features of 

the object and encode these into memory.  

 Crucial to my central question regarding the positive impact of surprise on learning, if 

surprise were to enhance infants’ memory, then this link is likely to be mediated by longer 

visual exploration times following the violation of mislabelling. This hypothesis is in line with 

the findings of Experiment 4 in the Stahl & Feingenson (2015) study, in which infants were 

given a chance to manually explore the object that had previously violated their expectations. 

Infants in the violation condition preferred to explore the previously seen object over a novel 

object, whereas infants in the knowledge-consistent condition did not show this preference.  

 Longer visual or manual exploration of the surprising object is consistent with the adult 

literature suggesting that surprising stimuli are attended to with shorter fixation latencies and 

bind attention longer than expected stimuli (Asplund et al., 2010; Horstmann & Hervig, 2015; 

2016; Võ & Henderson, 2009). For instance, a study presenting real-world scenes found that 

semantically inconsistent (e.g. a radio on the stove) or syntactically inconsistent objects (e.g. a 

pot floating above the stove) are detected early and attract more and longer fixations than 

consistent objects within the same scenes (Võ & Henderson, 2009). These studies are in line 

with the hypothesis that surprise is constituted by the discrepancy between prior and posterior 

expectations in a Bayesian framework, which in turn directs attention and gaze onto the 

surprising object (Itti & Baldi, 2005). Therefore, the hypothesis that surprising items attract 

and bind eye-gaze predicts increased looking to the objects that were mislabelled compared to 

those that were labelled correctly in Experiment 3. 

 In contrast, previous studies in the word learning literature suggest that infants tend to 

look longer to the object after it has been labelled correctly compared to when it is mislabelled 
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(Golinkoff et al., 1987; Swingley & Fernald, 2002; Koenig & Echols, 2003). This finding is 

compatible with the idea that infants tend to accept only a single label for an object (Markman, 

1989; 1990), and hearing a mismatching label urges them to look for the referent elsewhere in 

the visual field (Markman et al., 2003; Mather & Plunkett, 2010). In line with this hypothesis, 

decreased looking to the mislabelled object has been shown both in the presence of novel labels 

(Markman et al., 2003) and mismatching familiar labels (Koenig & Echols, 2003). 

Consequently, the idea that lexical violations elicit a search for the potential referent of the 

mismatching label would predict fewer and shorter looks to the familiar objects following 

mislabelling in my paradigm.  

 In addition, as discussed in the analysis of social looking (Section 5.1.), infants whose 

expectations are violated might seek interaction with the caregiver in order to resolve the 

discrepancy, which I also found evidence for in this paradigm. Therefore, seeking social 

interaction with the parent following mislabelling also predicts decreased looking at the object 

in the violation condition. 

 In order to explore the attentional mechanisms elicited by the surprising events in this 

paradigm, I tested whether infants made more and longer fixations at the object following 

mislabelling compared to correct labelling. Increased looking following mislabelling – 

reflected in a greater number and increased average length of fixations – is compatible with the 

hypothesis that surprise recruits the attentional mechanisms that are responsible for orienting 

to the surprising item and encoding its properties in detail. In contrast, decreased looking to the 

target in this paradigm would reflect a visual preference for the knowledge-consistent outcome 

and/or an orienting away from the surprising outcome.  
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5.2.1. Participants 

The same participants were included in this analysis as the analysis of pupil dilation reported 

in Chapter 4: 41 infants, 23 in the Wrong Label and 18 in the Novel Label condition. (501 – 

532 days, M = 515.63, SD = 10.14, 17 females). 

 

5.2.2. Gaze data pre-processing 

 Infants’ gaze data was analysed during the 3s interval following the two labelling 

events. The first interval lasted from the onset of the first label until the onset of the second 

label (3-6s, Figure 4.2), and the second interval lasted from the onset of the second label until 

the end of the trial (6-9s, Figure 4.2). 

 Similarly to the data pre-processing steps reported in Experiments 1 and 2 (Chapters 2 

and 3): (i) Linear interpolation was applied to the gaze data corresponding to each eye with a 

maximum gap of 10 missing samples (83.33ms).; (ii) Valid samples that fell outside the area 

of the screen were removed; (iii) Missing data from one eye was replaced with data from the 

other eye and the data was subsequently averaged across the two eyes; (iv) The criteria for trial 

inclusion (>60% valid data during the labelling event) and for participant inclusion (>=10 valid 

trials) were identical to the criteria used for the pupil data analysis, which resulted in the 

retention of the same trials as with the analysis of pupil dilation (712 labelling trials, M = 17.36, 

SD = 2.6; Correct labelling: M = 8.83, SD = 1.56; Mislabelling: M = 8.54, SD = 1.51). 

 The area of interest (AOI) was determined as the area between one third to two thirds 

of the screen on the x axis and one quarter to three quarters on the y axis (Figure 5.2). The 

spatial coordinates of the AOI are equivalent to an area of 640x540 pixels on the eye-tracker’s 

screen (23”, 1920x1080). The size of the AOI was chosen in a way that it covers all the 

presented objects whilst minimising the blank area around them. A fixation was defined as a 

series of consecutive valid data points with a minimum duration of 100ms (12 samples) within 
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a 30 pixel radius (the equivalent of 1.5° visual angle) (see Merin et al., 2007; Papageorgiou et 

al., 2014; Wass et al., 2013). The number of fixations made in the AOI and mean fixation 

durations were calculated within each 3s interval corresponding to a labelling event. 

 

 

Figure 5.2. The area of interest used for the analysis of infants’ fixations following correct and incorrect 
labelling. The yellow rectangle enclosing the object constituted the AOI with the spatial coordinates of 
xmin: 0.33, xmax: 0.66, ymin: 0.25, ymax: 0.75, where the coordinates between 0 and 1 denote the area of 
the entire screen. 

 

5.2.3. Results 

 Number of fixations: The number of fixations made in the AOI during the labelling 

events were entered into a linear mixed effects model (R, package: lmer) with the fixed effects 

of Condition (Mislabelling/Correct labelling), Label (First/Second), Group (Wrong 

label/Novel label) and their interactions, and with the random effect of participant (random 

intercept). This model revealed a significant effect of Label, F(1,1404.39) = 68.61, p < 0.001, 

indicating that infants made more fixations at the object following the first label (M = 5.89, SE 

= 0.09) compared to the second label (M = 4.73, SE = 0.11) in both groups, irrespective of 

Condition. 

 In addition, the three-way Condition X Label X Group interaction emerged as a 

significant predictor, F(1,1404.11) = 4.33, p = 0.037. In order to break down this interaction, 

two models were built using the data from the Wrong Label group and the Novel Label group, 

respectively. In both models, Condition (Mislabelling/Correct labelling), Label (First/Second) 
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and their interaction were entered as fixed effects, and participant was entered with a random 

intercept.  

 The model using the data from the Wrong Label group only revealed a significant effect 

of Label, F(1,804.36) = 32.57, p < 0.001, with more fixations made following the first label 

(M = 5.75, SE = 0.13) compared to the second label (M = 4.61, SE = 0.14).  

 The model using the data from the Novel Label group also revealed a significant effect 

of Label, F(1,600.14) = 35.66, p < 0.001 (First label: M = 6.07, SE = 0.15; Second label: M = 

4.89, SE = 0.14), as well as a significant Condition X Label interaction, F(1,600.14) = 5.84, p 

= 0.015. Two subsequent models using the data from the two labelling events in the Novel 

Label group revealed that Condition significantly predicted the number of fixations infants 

made in the AOI following the first labelling event, F(1,287.79) = 4.62, p = 0.032, with more 

fixations at the object if it was labelled correctly (M = 6.41, SE = 0.21) compared to when it 

was mislabelled (M = 5.71, SE = 0.21). Condition did not reliably predict the number of 

fixations in the AOI during the second labelling event (F < 1). 

 In summary, infants made more fixations in the area that contained the object during 

the first compared to the second labelling event, whether or not it was labelled correctly. In 

addition, infants in the Novel Label group made more fixations at the object when it was 

labelled correctly, but this effect was only present during the first labelling event. 

 Fixation duration: The durations of the fixations in the AOI on a given trial were 

averaged within the 3s intervals corresponding to the two labelling events and entered into a 

linear mixed effects model with the fixed effects of Condition, Label, Group and their 

interactions, and with the random effect of participant, as above. From this model only the 

Condition X Group interaction emerged as a significant predictor, F(1,1405.10) = 7.07, p = 

0.007. (All other Fs < 2.1, all ps > 0.15.) In order to interpret the interaction, two subsequent 

models were built using the data from the Wrong Label group and the Novel Label group, 
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respectively. In both models, Condition, Label, and their interaction were entered as fixed 

effects, and participant was entered with a random intercept.  

 The model using the data from the Wrong Label group revealed a marginally significant 

effect of Condition, F(1,804.53) = 3.81, p = 0.051, with longer mean fixation durations on the 

trials where the object was mislabelled (M = 311.76ms, SE = 12.73) compared to when it was 

labelled correctly (M = 287.17ms, SE = 8.92). In addition, Label emerged as a marginally 

significant predictor, F(1,804.47) = 3.85, p = 0.050, with longer fixations in response to the 

first label (M = 320.09ms, SE = 10.83) compared to the second label (M = 280.35ms, SE 

=11.05), irrespective of Condition. The interaction term did not approach significance (F < 1). 

 In contrast, the model using the data from the Novel Label group showed the opposite 

pattern: Condition emerged as a marginally significant predictor,  F(1,600.52) = 3.37, p = 

0.066, but with longer fixations following correct labelling (M = 270.36ms, SE = 12.25) 

compared to mislabelling (M = 249.95ms, SE = 8.16). No other predictors approached 

significance (Fs < 1). 

 In summary, infants’ mean fixation durations show the opposite pattern in response to 

the two types of mislabelling. Violating infants’ lexical expectations by a mismatching familiar 

label resulted in longer fixations at the object compared to correct labelling. In contrast, infants 

in the Novel Label group fixated on the object longer if it was labelled correctly. 

 

5.2.4. Discussion 

 In this analysis I explored the impact of lexical violations on infants’ subsequent 

allocation of attention.  

 Firstly, the link between surprise and enhanced learning might be mediated by an 

increased visual exploration of the object, which in turn would be reflected in more and longer 

fixations to the mismatching stimulus. Exploring the details of the object after an unexpected 
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labelling event might help the infant identify a new category and thereby resolve the 

discrepancy between the label and the referent. This prediction would be congruent with the 

suggestion of Stahl & Feingenson (2015), namely that infants learn selectively about the object 

that violate their expectations.  

 Secondly, the idea that unexpected events that violate either sensory or rule-based 

expectations bind eye-gaze (Underwood, 2007; Võ & Henderson, 2009; Horstmann, 2005) also 

predicts longer looking at the mislabelled item. Furthermore, in virtue of the idea that surprise 

binds visual attention, the unexpected event has been shown to interrupt an ongoing task and 

induce a brief period of ‘behavioural freezing’ in adults (Reisenzein, 2000; Meyer, 1997; 

Horstmann, 2006; Schützwohl, 1998). In contrast to the suggestion of Stahl & Feingenson 

(2015), these studies do not indicate that surprise selects a particular object for further learning, 

but, rather, the unexpected event induces a more general effect on attention. 

 In contrast to these views, surprise might not necessarily translate into longer visual 

exploration times. Instead, infants might choose to reduce visual inspection time towards the 

object that is labelled incorrectly either to search for the referent elsewhere, to seek interaction 

with the caregiver. This pattern of results would show an attempt to orient away from the 

surprising outcome, and therefore contradicts the hypothesis that surprise necessarily elicits 

increased visual attention and deeper encoding.  

 I found evidence that the first label elicited more fixations at the object compared to the 

second label, which reflects response attenuation to the label when it is repeated.  

 Importantly, infants in the Wrong Label group showed longer mean fixation durations 

to the mislabelled items, while infants in the Novel Label group showed the opposite pattern. 

Shorter fixations to the object after novel labels is compatible with the idea that infants may 

have oriented away from the object in order to locate the referent elsewhere on the screen 

(Markman et al., 2003; Mather & Plunkett, 2010) or to seek social interaction to resolve the 
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discrepancy (Walden et al., 2007; Dunn & Bremner, 2017). This finding is also compatible 

with the analysis of social looks in my paradigm indicating a main effect of Group with more 

frequent social looks – and hence less looking at the screen – in the Novel Label compared to 

the Wrong Label group. In contrast, mean fixation duration in the Wrong Label group was 

longer following mislabelling compared to correct labelling. This finding is compatible with 

the idea that the surprise caused by mislabelling captured infants’ attention and directed their 

gaze onto the mislabelled item.  

 In conclusion, fixation patterns in both groups support the claim that infants 

distinguished between correct and incorrect labelling events, adding to the evidence acquired 

from the analysis of pupil dilation and social looks. However, with regard to the impact of 

surprise on looking behaviour, the particular characteristics of the mismatching stimuli might 

play a crucial role, as the two types of violations had the opposite impact on fixation durations 

in this paradigm. Importantly, the data from the Wrong Label group is compatible with the idea 

that surprise orients the infant’s gaze and attention onto the surprising item, whereas the data 

from the Novel Label group suggests that certain types of surprises elicit a motivation to look 

away from the surprising outcome; possibly to seek for a solution to the discrepancy elsewhere.  

 A potential explanation might be that surprises that are impossible (i.e. a dog is labelled 

a banana) elicit a moment of ‘behavioural freezing’, which might be reflected in increased 

looking. By contrast, surprises that are unlikely but possible (i.e. a dog is labelled a husky for 

the first time) elicit a more strategic information seeking behaviour, such as searching for the 

novel referent or turning to a reliable informant. 

 Importantly, the context of surprise might be crucial in determining the infant’s looking 

behaviour, and surprise might not directly translate into longer visual exploration times. 

 

 



 159 

Chapter 6.  

The impact of surprise on learning and memory: Interim conclusions and new direction 

 

 In three experiments, I explored whether violation-of-expectation elicits better learning 

and memory in infants. In Experiment 1, infants were exposed to the possible and the 

impossible disappearance of an object, followed by an opportunity to learn a new sound 

associated with the object. This experiment did not support the claim that infants were better 

able to map the sound onto the object following a surprising event.  

 Moreover, despite the findings of several previous studies (Baillargeon et al., 1985; 

Baillargeon, 1987a; Baillargeon & DeVos, 1991), I did not find conclusive evidence that the 

violation of object permanence was detected by the infants in Experiment 1. I measured infants’ 

overall looking time to the screen following the disappearance events, and only found evidence 

for the effect of perceptual novelty reflected in longer looking after the first trial compared to 

the second trial. Therefore, these results are compatible with earlier findings that order effects 

are frequently present in the traditional looking time paradigms, contributing to longer looking 

in the violation conditions (Bogartz et al., 1997; 2000; Rivera et al., 1999; Jackson & Sirois, 

2009). 

 In addition, during the test event when infants were presented with the item from the 

previous violation and teaching events along with a novel distractor, infants did not show a 

preference to look at the novel item. This finding suggests that infants did not remember the 

surface features of the target item, and therefore could not have maintained the association 

between the object and the sound in memory. 

 In Experiment 2, I replicated the methods of the study by Stahl & Feingenson (2015) 

using the violation of spatio-temporal continuity to elicit infants’ surprise. In this experiment 

infants observed a single trial of a knowledge-violation or knowledge-consistent event, 
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followed by a teaching event demonstrating that the object made a novel sound. Unlike in the 

Stahl & Feingenson (2015) study, infants did not show any evidence for learning the 

association between the object and the sound. In fact, when infants’ memory for the association 

was tested during the concurrent manipulation of the familiar and a novel object, infants 

preferred to look at the novel object, irrespective of the presence or absence of the familiar 

sound or a preceding violation event. Importantly, however, a novelty preference at test 

indicates that infants remembered the surface features of the target object, and therefore their 

failure to map the sound onto the object was not a result of a failure to identify the target. 

 In order to investigate whether infants responded to the violation of continuity in 

Experiment 2, I analysed infants’ fixation patterns in the 10s interval after the outcome of the 

continuity event was revealed and the object remained stationary. I found that infants in the 

violation condition (object appearing on the opposite side) spent proportionately more time 

looking at the empty location compared to the infants in the consistent condition (object 

appearing on the same side).  

 However, once the target was detected, the visual exploration of the empty location or 

the number of times infants switched between the two locations did not differ between the 

conditions. This result is compatible with the explanation that after the object had been placed 

behind the occluder, infants’ gaze was lingering at the location where they had last seen the 

object, as there was no other visual material in the scene to explore. Therefore, when the 

occluder was lifted and the object was revealed on the opposite side of the screen in the 

violation condition, infants were still looking at the location of the previous manipulation, and 

a certain amount of time elapsed before they then detected the target at its new location.   

 Although infants in the violation condition may have visually anticipated the object to 

appear – or, in fact, something to appear – on the same side where the previous manipulations 

had taken place, this type of anticipation may or may not be related to the complex 
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representation of the empty scene between the two occluders, or the notion that objects cannot 

travel from one location to another without appearing in the empty space between them.  

Importantly, however, this experiment was an attempt to replicate the evidence for a positive 

association between surprise and learning (Stahl & Feingenson, 2015), and it was not designed 

to measure the impact of the violation directly, but relied on previous evidence that infants 

younger than 12 months are sensitive to the violation of spatio-temporal continuity (Wang et 

al., 2005; Aguiar & Baillargeon, 1999; Wilcox et al., 1996).  

 As a result, in Experiment 3 I designed a paradigm that provides direct evidence for the 

presence of surprise by measuring pupil dilation to multiple sequences of mislabelling and 

correct labelling, in accordance with both the adult (Preuschoff et al., 2011; Lavín et al., 2014; 

O’Reilly et al., 2013) and the infant literature (Jackson & Sirois, 2009; Sirois & Jackson, 2012; 

Gredebäck & Melinder, 2011) suggesting that pupil dilation is a reliable index of violations-

of-expectation. In addition, I conducted exploratory data analysis using social referencing and 

fixation patterns as the dependent measure to confirm that infants responded to the violations.  

 I found evidence using all three measures that infants distinguished between correct 

labelling and mislabelling. Firstly, infants responded with increased pupil dilation to the events 

where a familiar object was mislabelled, compared to when it was labelled correctly.  

 In addition, I found an effect of mislabelling using social looks (Walden et al., 2007; 

Dunn & Bremner, 2017) as the dependent measure. In contrast to pupil dilation that also 

responds to manipulations that even the adult participant is unaware of (for example in 

Bijleveld et al., 2009; Laeng & Falkenberg, 2007), the measure of social looks requires an 

active response from the infant. The presence of increased social referencing behaviour 

following mislabelling might thus indicate that infants indeed detected the violation – or at 

least they were more likely to invest effort into seeking interaction with the parent. 
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 The analysis of fixation durations also confirmed that infants distinguished between the 

two types of labelling events. Furthermore, the opposite fixation patterns in response to novel 

labels on the one hand, and familiar but mismatching labels on the other highlights the 

importance of the specific characteristics of the stimulus when predicting the impact of the 

violation on looking behaviour. 

 Despite the three lines of positive evidence that infants responded to the violation 

events, the analysis of recognition memory performance showed that infants distinguished 

between the previously seen and unseen items, but not between the previously mislabelled and 

correctly labelled items. Therefore, these results contradict the hypothesis that infants show 

enhanced learning and memory for the items that previously violated their expectations. 

 The lack of a memory advantage for the incongruent stimuli in Experiment 3 might be 

a result of the repeated violations that the infants were exposed to. According to the theory of 

predictive coding (Friston, 2005; 2010) and the interpretation of surprise as a function of the 

potential information gain (Itti & Baldi, 2009; Baldi & Itti, 2010), the larger the discrepancy 

between prior and posterior beliefs, the larger the surprise response will be. In the context of 

the paradigm used in Experiment 3, infants may have initially been surprised when their 

expectation to hear the correct label was violated. However, as the experiment progressed and 

infants adapted to the scenario involving repeated mislabelling events intermingled with 

correct labels in a random order, their expectation to hear the correct label may have weakened, 

resulting in an attenuated surprise response.  

 In contrast to this account, the data in Experiment 3 shows a different pattern; indicating 

an effect of mislabelling after averaging across all the trials but, crucially, showing no 

differences in memory performance as a function of mislabelling. However, it is theoretically 

possible that the magnitude of surprise is decoupled from the resulting learning benefit, and 

although repeated violations continue to induce a surprise response, the scenario is deemed 
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unlearnable, and hence the surprise does not result in an encoding benefit. Importantly, 

however, in Experiment 2 only a single knowledge-violation event was presented, and yet 

infants showed no subsequent learning advantage compared to those infants who had observed 

a knowledge-consistent event. 

 A second possible explanation for the lack of learning in Experiments 1, 2 and 3 comes 

from the data observed both in the visual (Kidd et al., 2010; 2012) and in the auditory domain 

(Gerken et al., 2011; Kidd et al., 2014) suggesting that infants withdraw their attention from 

stimuli that are ‘too surprising’, i.e. their probability of occurrence is lower than a certain 

critical threshold given the preceding sequences. This bias towards stimuli that are neither 

perfectly predictable, nor too improbable might protect the infant – or, in fact, any learner – 

from investing attentional resources into material that is either too complex and therefore not 

worthy of the cognitive investment, or too rare and therefore unlikely to be useful in the future.  

 Crucially, however, these results (suggesting that infants preferentially attend to stimuli 

with an intermediate probability; Kidd et al., 2010; 2012) are at odds with the idea that 

violations-of-expectation provide special opportunities for learning. Instead, these findings 

suggest that if a scenario is very unlikely to re-occur – such as most violations of early object 

knowledge – then the most adaptive response is to ignore them. While it is difficult to ascertain 

what type of stimulus would prove too probable or too improbable to the infant, it is possible 

that surprise only benefits learning if the violation highlights a knowledge gap that is not too 

large to bridge. 

 The lack of a memory advantage following mislabelling in Experiment 3 is therefore 

compatible with the hypothesis that attention is withdrawn from highly improbable events 

(Kidd et al., 2010; 2012). Given the relevant lexical knowledge, labelling a dog a ‘banana’ 

might have created a discrepancy too large to attempt to resolve. However, the consideration 

that attention might be withdrawn from highly improbable events concerns the very notion of 
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the positive association between violations-of-expectation and learning, and the more reliable 

a piece of knowledge is, the less likely the violation will have a positive impact.  

 Interestingly, the Bayesian interpretation of surprise (Itti & Baldi, 2009; Baldi & Itti, 

2010) – i.e. the more improbable a scenario based on the prior probability distribution, the 

larger the surprise and the information gain – appears to be at odds with the idea that attention 

is preferentially allocated to events with an intermediate probability (Kidd et al., 2010; 2012). 

This apparent contradiction might be resolved by the hypothesis that surprise may occur after 

highly improbable events, but this might not always result in the updating of prior beliefs. 

Instead, attention might be withdrawn from the improbable event and the information is 

discarded as unreliable.  

 The above hypothesis that infants’ attention is not always captured by the incongruent 

element in the stimulus is compatible with the evidence that young infants are sensitive to 

statistical regularities in both the auditory (Saffran et al., 1996; Saffran & Wilson, 2003) and 

the visual domain (Kirkham et al., 2002; Bulf et al., 2011). In addition, it has recently been 

suggested that infants use these statistical regularities when formulating predictions about the 

actions of human agents (Gredebäck et al., 2018; Adam et al., 2016; Heinrichs et al., 2014; 

Green et al., 2016). For instance, infants are more successful at predicting which object an actor 

will reach for – measured in anticipatory looking – when the agent consistently reaches for the 

same object, compared to when her goal is inconsistent (Heinrichs et al., 2014). Similarly, 

Chinese infants’ gaze latencies of looking at the mouth are shorter when they observe an actor 

eating with chopsticks rather than a spoon, while Swedish infants show the opposite pattern 

(Green et al., 2016).  

 According to the above evidence, predictions regarding the plausible outcomes of 

events are based on statistical regularities extracted from past events, and as the outcome 

unfolds, the confirmed or disconfirmed prediction is evaluated, resulting in updated 
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predictions. However, it seems plausible to assume that if an extremely rare event violates a 

strong statistical regularity, the prior prediction is not automatically discarded, but rather, a 

series of similar events would be necessary for the prediction to be updated. Considering the 

overwhelming amount of noisy data that infants encounter throughout learning, discarding a 

previous prediction each time an anomaly occurs might not be the most adaptive strategy. 

 Therefore, violations of strong pre-existent predictions might elicit a marked surprise 

response, but they may not result in an increased motivation to remember the incongruous item. 

This hypothesis is compatible with the idea that the magnitude of surprise is proportionate to 

the discrepancy between the prediction and the outcome (Itti & Baldi, 2009; Baldi & Itti, 2010), 

however, it claims that these surprising events do not result in learning until more data is 

gathered. Instead, learning would occur once there is more evidence to suggest that a prior 

belief should be discarded; which corresponds to the hypothesis that attention is allocated to 

events of an intermediate probability (Kidd et al., 2010; 2012). Consequently, surprise and 

learning might be linked in a fashion that the violations of strong prior predictions are highly 

surprising but unlearnable, and as more data emerges that continue to violate the initial 

prediction, surprise might decrease while learning rates increase.   

 In addition to tracking the statistical reliability of the information, infants have also 

been shown to track the reliability of the informant, and by the age of 18-24 months, infants 

selectively learn novel words from informants who had previously proved reliable (Brooker & 

Poulin-Dubois, 2013; Koenig & Woodward, 2010; Luchkina et al., 2018). Therefore, it is 

possible that in Experiment 3 surprise did not benefit learning because it was not only infants’ 

lexical expectations that were violated but their epistemic trust, which in turn resulted in a 

failure to learn from the unreliable informant (for a review see Sobel & Finiasz, 2020).  

 Importantly, however, the above mentioned studies demonstrating that infants are 

sensitive to the reliability of the informant (Brooker & Poulin-Dubois, 2013; Koenig & 
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Woodward, 2010; Luchkina et al., 2018) are concerned with infants’ ability – or motivation – 

to learn a new word for a novel object from a previously unreliable informant. In contrast, 

Experiment 3 did not require infants to endorse the new label and infants were not tested on 

their memory for the referential link between the incorrect label and the object. 

 Instead, my main goal was to investigate whether the increased arousal, greater 

cognitive effort, and ultimately an increase in focused attention elicited by the unexpected 

labelling events enhanced the processing of the surface features of the mislabelled items. The 

unexpected label in the mislabelling condition might have also elicited a motivation in infants 

to reassess their category knowledge and attempt to resolve the conflict between the label and 

the referent, as infants might be inclined to do in a scenario when a previously overextended 

category is narrowed down or a new label is learnt for a superordinate or subordinate category. 

Although these processes may have occurred, they are not strictly necessary for infants to show 

better memory for these objects, but an increased attention following mislabelling alone could 

have resulted in a memory advantage.  

 Lastly, it is possible that although violations of prior expectations elicit a surprise 

response – measured through variables that reflect the allocation of attention, increased 

cognitive effort or arousal – only the violation of a specific domain of knowledge facilitates 

subsequent learning. Stahl & Feingenson (2015) chose violations of object solidity and spatio-

temporal continuity to elicit infants’ surprise based on the assumption that it is the violation of 

‘core knowledge’ – a collection of innate cognitive primitives describing physical laws 

(Spelke, 1994) – that provides a special opportunity for learning.  

 While this may be the case, from a theoretical point of view, it seems more 

parsimonious to assume that all surprises have the same effect unless a compelling justification 

is provided or empirical evidence is gathered to the contrary. As a matter of fact, the idea that 

infants preferentially attend to stimuli with an intermediate probability (Kidd et al., 2010; 2012) 



 167 

seems to suggest the opposite, namely that surprise is more likely to have a beneficial impact 

on learning if there is room for uncertainty and the reassessment of previous knowledge. If the 

infant knows a priori and innately that objects cannot go through walls, they cannot disappear 

or hover in the air, violating these expectations will not highlight a gap in prior knowledge or 

offer a possibility to formulate a new hypothesis that endorses the surprising event. The very 

definition of core knowledge implies that events that violate it are impossible, and therefore it 

is unclear what could and should be learnt from events that cannot occur outside the laboratory.  

 However, much of the difficulty in explaining the cognitive mechanisms underlying the 

potential impact of surprise – such as changes in arousal levels, increased focused attention or 

enhanced encoding – comes from the uncertainty as to when infants are surprised (an 

epistemological problem) and how it is best to describe their experience (a phenomenological 

problem).  

 In the adult literature, self-reported surprise has been linked to events of low probability 

in contrast to another event of high probability (Meyer et al., 1991; Teigen & Keren, 2003; Itti 

& Baldi, 2005). This is in line with the use of pupil dilation as a measure of surprise, namely 

that pupils dilate the most to improbable events that occur against the odds of a highly probable 

event (Yu & Dayan, 2005; Preuschoff et al., 2011; Lavín et al., 2014). In accordance with these 

findings, surprise might be defined as the discrepancy between the predicted and the actual 

outcome, and the stronger the initial prediction was, the greater the resulting surprise at the 

incongruent outcome (Itti & Baldi, 2009; Baldi & Itti, 2010). Crucially, according to all of 

these accounts, the magnitude of surprise is largely dependent on the strength of the refuted 

expectation and the degree of dissimilarity between the expected and the actual outcome. 

 However, in the context of infancy research, the precise content of an underlying 

expectation is extremely challenging to specify. On the one hand, the epistemological problem 

(i.e. how do we know that a specific type of representation exists?) is often solved by measuring 
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a non-verbal behavioural response, for instance the length of looking to different scenarios. On 

the other hand, the phenomenological problem (i.e. what type of representation may underlie 

this measure?) is solved by inferring the very representation that we are supposed to be 

measuring. The evident circularity between the measured outcome variable on the one hand, 

and the inferred content of mental representations on the other is a persistent theoretical 

problem in infant cognition, and it has been addressed by two competing propositions.  

 According to the rich interpretation of representations, infants possess a set of 

preliminary concepts that are present very early in development, possibly already at birth, and 

enable the infant to build domain-specific representations regarding objects, persons, spatial 

relationships and numerosity (Spelke, 1994; Baillargeon, 1995; Carey, 2009). Accordingly, 

young infants from the age of 2.5 months have been shown to respond with longer looking 

times to events that violate the principles of object permanence (Baillargeon et al., 1985; 

1987a), object solidity (Spelke et al., 1992), spatio-temporal continuity (Baillargeon et al., 

1989; Wilcox et al., 1996) and numerosity (Wynn, 1992), which were interpreted as evidence 

for the underlying representations of these principles. 

 Conversely, this interpretation has been challenged by another line of research 

suggesting that the differences in looking times to the knowledge-consistent and the 

knowledge-violation events are closely connected to the perceptual novelty or familiarity of 

the events in the different conditions, which might be unrelated to the violation of a physical 

law (Bogartz et al., 1997; 2000; Rivera et al., 1999; Schöner & Thelen, 2006).  

 Furthermore, it has been suggested that several tasks that were developed to study 

object permanence – i.e. the ability to represent an object while it is occluded – can be solved 

by briefly maintaining a residue of the visual features of the object as perceived prior to 

occlusion (Haith et al., 1988; Haith, 1998). According to this view, the lingering percept of the 

object elicits longer looking times in the violation condition when the visual anticipation to see 
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the object at its previous location is not met. Although the involuntary, lingering sensory 

activation that is present for a few seconds after the object is occluded can be interpreted as a 

sensory representation of the object, it need not entail the symbolic representation that the 

existence of objects is continuous across space and time, nor any understanding that a 

conceptual violation has taken place (Haith, 1998). 

 In line with this interpretation, it has been suggested that the representations underlying 

infants’ early success at these tasks undergo development, and the initially weak and fragile 

sensory representations continuously develop into richer, more adult-like concepts with no 

clear dichotomy between the perceptual and the symbolic representations (Fischer & Bidell, 

1991; Munakata et al., 1997; Mareschal, 2000).  

 It would appear that the question regarding the impact of surprise on subsequent 

encoding is closely linked to the question as to what the infant’s underlying expectations are 

that the surprising event violates.  

 The violation of a strong underlying representation might give rise to a complex process 

of increased motivation, curiosity, knowledge re-evaluation, information seeking and selective 

learning. The claim that infants seek information selectively about the object that previously 

violated their expectations (Stahl & Feingenson, 2015) seems to imply the presence of some 

of these mechanisms, whereas from a broader perspective the idea that curiosity is one of the 

driving forces of learning also seems compatible with this view (Bazhydai et al., 2020; 

Twomey & Westermann, 2018). 

 In contrast, if the underlying expectation is an involuntary perceptual anticipation 

(Haith et al., 1988; Haith, 1998), such as the infant’s gaze lingering in the area where the object 

was last seen prior to occlusion, the outcome that shows no object might briefly hold visual 

attention in the area where the object was supposed to appear. Although this scenario might 

produce slightly longer looking times due to the time taken to locate the object at a new location 
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or to explore the scene in search for new visual material, the violation of this anticipation is 

unlikely to elicit the complex processes of appreciating that there is a gap in previous 

knowledge, becoming motivated to close that gap and selectively investing cognitive resources 

into doing so. 

 Therefore, in the second half of the work I explored the format and strength of these 

early representations, which might inform us about the potential impact of surprise, while they 

also contribute to the wider question as to what it is that infants represent when they respond 

with longer looking times to the violations of physical laws that are commonly referred to as 

core knowledge principles.  

 One of the most well-documented paradigms that test infants’ early object knowledge 

is the violation of the principle of object permanence (Baillargeon et al., 1985; 1987a). In these 

studies, the task involves the presentation of an object behind a drawbridge which is later 

lowered partially or fully. The former scenario is compatible with the idea that the drawbridge 

is stopped by the object behind it and therefore cannot be rotated down fully, while in the full 

rotation condition the drawbridge reaches the ground as if the object behind it had disappeared. 

Infants looked longer to the impossible scenario in these studies, which was interpreted as 

evidence that they represented the object behind the drawbridge and they were surprised to see 

the event that involved a full rotation.  

 These findings were replicated using both looking times (Wynn & Chiang, 1998; 

Kaufman et al., 2003a) and brain electrical activity (Kaufman et al., 2003a; Kaufman et al., 

2005) using a paradigm in which an object was first occluded and then failed to appear when 

the occluder was lowered, thereby violating the principle that objects cannot magically 

disappear.  

 However, these tasks can be solved in two ways. Firstly, via a symbolic representation 

that incorporates the knowledge that a particular object cannot leave a particular location unless 
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it moves or it is moved elsewhere. Secondly, a lingering sensory activation that maintains the 

visual features of the object for a few seconds is sufficient to elicit longer looking times when 

the object fails to appear. While both of these accounts explain infants’ responses to the 

violation, other things being equal, the account based on lingering sensory activation is 

preferable based on parsimony (Haith, 1998). 

 In contrast, the scenario of the impossible appearance of an object at a previously 

empty location provides an opportunity to disentangle whether the underlying representation 

of the scene is primarily sensory or symbolic. In this scenario, an object is removed from its 

previous location, which is left empty. Unlike in the impossible disappearance scenario that 

involves the presentation of the object prior to occlusion, there is nothing left at the target 

location that fulfils the criteria of an identifiable object with distinct visual features to form a 

sensory representation of. Instead, the infant would only be surprised at the appearance of the 

object at the empty location if she understands that the location is empty and objects must 

abide by the principle of continuous existence and cannot appear at arbitrary locations.  

 Therefore, in Experiment 4, I investigated 12-month-old infants’ ability to represent 

that an object is not at its previous location and tested whether they respond with longer looking 

times when the object magically appears at the empty location where it had previously been 

removed from. In the control condition, an object was previously added to the location, 

followed by the possible appearance of the same object. 

 This ability has been previously studied in a similar paradigm (Wynn & Chiang, 1998), 

finding no evidence to suggest that infants detected the violation of impossible appearance. 

However, I identified a number of ancillary deficits that may have contributed to the findings 

of the original study and designed a paradigm that removed these confounds. If infants are able 

to represent the principle that objects are bound by spatial and temporal constraints, rather than 

briefly representing the perceptual features of the object after occlusion, infants will respond 
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with longer looking times to the impossible compared to the possible appearance of the object. 

Conversely, if the infants’ representations at this age are primarily based on a short-lived 

sensory memory of the object that results in looking at a location where the visual item was 

anticipated to appear, they will not be able to represent the lack of the object at the empty 

location, and therefore will not detect the violation. 
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Chapter 7. 

Experiment 4. Can infants represent empty locations?  

The case of impossible appearance 

 

7.1. Introduction 

 In this experiment, I investigated whether 12-month-old infants are able to represent 

the lack of a specific item at a location, and therefore respond with surprise when the item 

magically appears at the empty location. On the one hand, it would appear that the impossible 

disappearance of an object from its previous location and the impossible appearance of an 

object at a new, empty location violate the same principle, namely that objects exist 

continuously in space and time and their motion trajectory must be revealed when they change 

locations. On the other hand, detecting the appearance of an object at a previously empty 

location might be cognitively more demanding than detecting the disappearance of an object. 

While in the case of magical disappearance infants are aided by the visual representation of the 

object which later fails to appear (Haith, 1998; Munakata et al., 1997), in the case of magical 

appearance there is no discrete object at the target location to form and maintain a visual 

representation of, and therefore when the object is presented at the empty location, there might 

be no specific representation in the infant’s visual memory that the outcome contradicts.  

 Consequently, if infants respond to the scenario of impossible disappearance (Kaufman 

et al., 2003a; Wynn & Chiang, 1998) because they are surprised that the principle of the 

continuous existence of objects is violated, then the magical appearance of an object at an 

empty location should also elicit their surprise. Importantly, however, the scenario of 

impossible appearance can only be surprising if it contradicts the prior expectation that the 

object is not at that location, which involves the manipulation of a representation (‘object at 
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location X’) by adding the logical operator of negation (‘object not at location X’) and therefore 

cannot be solved based on sensory memory alone. 

The discrepancy between the two tasks of impossible appearance and disappearance is 

reflected in the fact that while there are a large number of studies demonstrating infants’ early 

success at forming representations of objects – whether sensory or symbolic – and maintaining 

these in memory (Baillargeon et al., 1985; Baillargeon, 1987a; Baillargeon & DeVos, 1991; 

Kaufman et al., 2003a; 2005), there is relatively little evidence in the developmental literature 

on how empty locations are represented.  

Indeed, the earliest positive evidence on children’s representation of the absence of an 

object comes from a study with 23-month-olds (Mody & Carey, 2016). In this study, toddlers 

were presented with two boxes and an object was hidden in one of them while the scene was 

occluded. One of the boxes was then shown to be empty, and the child was instructed to search 

for the toy. Two-year-olds searched consistently at the non-empty location, suggesting that 

they had inferred that the empty box cannot contain the object, which therefore must be in the 

other box. Similarly, 3-, 4- and 5-year-olds have been shown to succeed at choosing the non-

empty location in a similar search task (Hill et al., 2012), although 3-year-olds only succeeded 

if they had visual access to the empty location, and not when the empty container was shaken 

and the characteristic sound of the target object did not follow.  

Interestingly, both of these studies (Mody & Carey, 2016; Hill et al., 2012) attributed 

children’s success or failure at the task to the ability of performing an inference based on 

exclusion (“not A, therefore B”). According to this account, although children understand that 

the object cannot be at the empty location (“not A”), they cannot then deduce that it must be at 

the alternative location (“therefore B”).  

Contrary to this interpretation, infants younger than 2 years have been shown to succeed 

at tasks that tap into this ability. In a study with 12-month-olds (Cesana-Arlotti et al., 2018), 
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infants were shown two dissimilar objects (say A and B), followed by the occlusion of both 

objects. One of the two objects (A) was subsequently removed from behind the occluder. 

Infants responded with increased pupil dilation if the outcome revealed the object that had 

previously been removed (A), instead of the one that should still have been present in the scene 

(B). This finding seems to suggest that infants were able to link together two subsequent events 

and generate a prediction based on the combination of these events (“A was removed, therefore 

B”). This process need not involve the conscious effort of performing a disjunctive syllogism, 

or entail the element of certainty embedded in formal logic. In other words, the inference that 

“not A, therefore maybe/probably B” is likely to generate the same behavioural response as the 

stronger proposition of “not A, therefore necessarily B”. Nevertheless, these results seem to 

indicate that infants are capable of discarding a possibility in favour of an alternative prior to 

2 years of age. 

In a different domain, infants’ ability to identify the referent of a word based on mutual 

exclusivity (Markman, 1990; Markman et al., 2003; Mather & Plunkett, 2010) also suggests 

that the ability to make a prediction that involves the exclusion of one of two possibilities (“not 

A, therefore B”) is present at an earlier age than the first piece of positive evidence that infants 

are able to exclude an empty location from their searches for the target item. 

Importantly, however, in the scenarios described above infants are presented with two 

dissimilar visual objects (A and B); thus, generating the correct prediction involves cognitive 

processes that concern distinct, three-dimensional objects: “A is removed, therefore (probably) 

B” or “A has a label already, therefore the new label (probably) refers to B”. In contrast, when 

toddlers have to exclude an empty location in order to find the item at the alternative location, 

they have to encode the absence of the item at the first location and incorporate this information 

into their reasoning. Consequently, the lack of evidence for finding an item at the non-empty 

location prior to 2 years of age might not be a result of the participant’s failure to exclude one 
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of two possibilities (“not A, therefore B”), but rather, it might be linked to the difficulty of 

representing the empty location (“not A”) and understanding that the object will not and cannot 

emerge from the empty box in later searches.  

In line with this interpretation, studies with 8-month-olds and 6-month-olds found no 

evidence that infants responded to a scenario when an object magically appeared at an empty 

location after it had been removed from the scene (Wynn & Chiang, 1998; Kaufman et al., 

2003a). Importantly, both of these studies found that the same infants detected the impossible 

disappearance of the object, measured by looking times (Wynn & Chiang, 1998; Kaufman et 

al., 2003a) and gamma-band oscillatory activity (Kaufman et al., 2003a). 

In the paradigm used by Wynn & Chiang (Figure 7.1.) one of two objects was either 

removed from the scene (Figure 7.1a) or added to the scene (Figure 7.1b), and both of these 

scenarios resulted in an outcome of either one or two objects. The combination of the two 

scenarios (object removed/object added) and the two outcomes (1 object/2 objects) constituted 

the four conditions: the one object outcome was possible if it was preceded by the removal of 

an object (possible disappearance) but not when it was preceded by the addition of an object 

(impossible disappearance). Conversely, the two objects outcome was possible following the 

addition of an object (possible appearance), but impossible after the removal of an object 

(impossible appearance). Infants responded with longer looking times to the impossible 

compared to the possible disappearance scenario but did not distinguish between the possible 

and impossible appearance conditions.  
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Figure 7.1. Schematic display of the stimulus presented by Wynn & Chiang (1998). a) The removal of an 
object either results in the possible outcome of one object (possible disappearance) or the impossible 
outcome of two objects (impossible appearance). b) Conversely, the addition of an object results in either 
the possible outcome of two objects (possible appearance) or the impossible outcome of one object 
(impossible disappearance).   

  

Infants’ failure in the impossible appearance condition seems to be at odds with the 

finding that 5-month-olds can perform simple arithmetic operations that involve the addition 

of an item following the occlusion of the initial display (Wynn, 1992). Infants in this study 

responded with longer looking times to the impossible appearance of an item (2 – 1 = 2) 

compared to when an item had been previously added to the scene (1 + 1 = 2). These findings 
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 Fig. 1. Sequence of events and outcomes presented to infants in Experiment 1. Trials alternated between an object-removed-from-display action
 (a) and an object-placed-behind-screen action (b). Infants in the disappearance condition (35 infants) always saw an outcome of one object (c);
 those in the appearance condition (32 infants) always saw an outcome of two objects (d).
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have been replicated using looking times (Simon et al., 1995; Koechlin et al., 1997; Uller et 

al., 1999) and changes in brain-electrical activity as the dependent measure (Berger et al., 

2006).11 It would appear that the impossible appearance condition that involves an outcome of 

two objects after one of these has been removed from the scene (Wynn & Chiang, 1998; Figure 

7.1a) closely resembles the impossible addition condition (2 - 1 = 2) that infants have been 

shown to detect (Wynn, 1992; Simon et al., 1995; Berger et al., 2006). 

The authors of the study showing infants’ failure at detecting the impossible addition 

(Wynn & Chiang, 1998) explain this discrepancy by suggesting that the presence of two 

occluders led infants to construct two separate sets of items and represent one object behind 

each occluder. Crucially, the authors also claim that infants can only track the numerosity of a 

set if it can be represented with positive integers, and while subtracting one item from two (2 

– 1) leaves the infant with something to represent, subtracting one from one (1 – 1) eliminates 

the numerical representation of the set. Therefore, while in the first scenario (2 – 1) the 

impossible outcome of two items contradicts the expectation of one item, in the second scenario 

(1 – 1) the operation leaves the infant with nothing to represent, and hence the outcome of 1 

item does not violate any prior expectation (as suggested by Wynn & Chiang, 1998 and Wynn, 

1998). 

While it seems reasonable to assume that the arithmetic operations involving zero do 

present a special challenge (for a review on the development of the concept of zero, see Nieder, 

2016), it is nevertheless difficult to see why the presence of two occluders would initiate two 

separate representations of the items behind them. The studies investigating spatio-temporal 

continuity using two occluders (Baillargeon et al., 1989; Wilcox et al., 1996; Xu & Carey, 

1996) rely on the premise that infants encode both occluders simultaneously, as well as the 

                                                
11 Although Wakeley et al (2000a) did not replicate the results obtained by Wynn (1992), which might partially 
be attributed to methodological differences (Wynn, 2000). Yet other studies have replicated the results but 
suggested alternative explanations based on the amount of familiarisation prior to the test trials (Cohen & Marks, 
2002; Clearfield & Westfahl, 2006). 
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space in between them, and respond to the fact that an object that was previously at the first 

location is now at the second location without appearing in the space in between.  

Based on the account of Wynn & Chiang (1998), infants would not respond to a 

scenario where a toy is hidden behind one of four occluders and then retrieved from behind a 

different occluder (Wilcox et al., 1994; Figure 7.2.). If infants represented all four occluders 

separately, then none of the three empty locations would generate a prediction, and therefore 

the appearance of the toy at a previously empty location would not surprise infants. Contrary 

to this assumption, infants did look longer to the relocation of the object in this paradigm, 

indicating that they did not treat the distinct empty locations as placeholders where anything 

might suddenly appear. 

 

 

Figure 7.2. Schematic display of the stimulus used by Wilcox et al. (1994). Infants were presented with a 
toy at one of 4 possible locations, followed by the appearance of the object at a new location. Although 
discontinuous occluders were used, infants did not respond based on the premise that any object might 
emerge at an empty location. 

 

 Therefore, based on the findings that infants detect arithmetic errors that involve the 

impossible addition of an item (Wynn, 1992; Simon et al., 1995; Koechlin et al., 1997; Uller 

et al., 1999; Berger et al., 2006) and that they respond to events that violate the principle of 

spatio-temporal continuity (Baillargeon et al., 1989; Wilcox et al., 1996; 1994; Xu & Carey, 

1996), it might be possible for infants to form a representation of absence and detect the 

impossible appearance of an object at the empty location under certain circumstances. 

 Furthermore, it is possible that the results observed by Wynn & Chiang (1998) reflect 
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infants’ failure to attend to or to remember certain aspects of the event sequence, rather than 

their inability to encode the absence of the relevant item at the empty location.  

 Firstly, there was no auditory stimulus that drew infants’ attention to the hand as the 

object was added to or removed from the scene, therefore, it is possible that infants did not 

observe the manipulation. The authors do not report that infants were monitored whether they 

were looking at the scene during the critical manipulation, and whether they were excluded if 

they did not.  

 Secondly, the perceptual properties of the stimulus affected infants’ attentional 

processes differently in the disappearance and the appearance conditions. While in the 

impossible disappearance condition the infant’s attention was directed at the relevant location 

(the object was being moved to the location, Figure 7.1b panel 3), in the impossible appearance 

scenario the object was being moved away from the relevant location and out of the scene 

(Figure 7.1a panel 4). Assuming that the infant’s attention will primarily be captured by the 

object and its movement, in the case of impossible appearance the relevant location might not 

even be attended to as the object leaves the scene. Therefore, the infant has no opportunity to 

form a representation about the location when the outcome unfolds only seconds later.12 

Evidently, if cognitive resources need to be split between a moving object and a now empty 

location, then both infants and adults are likely to track the moving object, but this is not to 

suggest that no representation can possibly be formed of an empty location. 

 Thirdly, it is possible that infants would be surprised by the appearance of an item at 

an empty location, only if in this paradigm they failed to compute the relevant equation (1 – 1 

= 0) to arrive at the conclusion that the location was empty, as Wynn (1998) also seems to 

suggest. However, failing to form the mental representation that the location is empty as the 

                                                
12 Wynn & Chiang (1998) do not report the exact timings of the events, but their description indicates that the 
events were presented in rapid succession, and there is no mention of a pause or an auditory stimulus in between 
the events. 
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object is being removed is not the same as supposing that anything might appear at an empty 

location that is currently in full view. In other words, infants may have detected the violation 

of impossible appearance if they had been provided with direct visual evidence that the location 

was empty. 

 Therefore, in this experiment I designed a task that incorporates the crucial 

manipulations of the paradigm used by Wynn & Chiang (1998), whilst removing these 

alternative explanations for infants’ failure to detect the magical appearance of an object. 

Infants saw two pre-recorded event sequences, one of which resulted in the possible appearance 

of the object, while in the other scenario the object appeared at an empty location. A female 

agent performed all manipulations, ostensively communicating with the infant and drawing her 

attention to all critical manipulations using gaze direction, pointing and infant-directed speech 

(e.g. “Look!”, “Watch this!”).  

 The infant first witnessed that the object was hidden in one of two identical boxes 

(henceforth relevant box). Subsequently, the object was either removed from the scene 

(impossible condition) or lifted and lowered back into the relevant box (possible condition). 

The time during which the object was visible throughout the manipulations was carefully 

matched across conditions. Subsequently, in the impossible condition the agent showed the 

infant that the relevant box was empty by holding it up, tilting it towards the infant and saying 

“Look!”. Therefore, infants were provided with direct visual evidence that the relevant box was 

empty, therefore their success or failure at detecting the impossible appearance of the object 

did not depend on the lack of visual evidence that the location was empty. In contrast, in the 

possible appearance condition the infant was shown that the other, task-irrelevant box was 

empty, accompanied by the same communicative gestures. Subsequently, the agent retrieved 

the object from the relevant box, which either violated or accorded with the principle that 

objects cannot emerge from empty locations.  
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 Looking times were used as the dependent measure in order to explore whether I obtain 

a different pattern of results compared to previous studies (Wynn & Chiang, 1998; Kaufman 

et al., 2003a) using the same measure in a different paradigm. Infants who did not observe 

either the critical manipulation of the object being removed from or added to the scene, or the 

demonstration that the box was empty were excluded from the study. Therefore, in this 

paradigm a lack of attention to the empty location prior to the outcome cannot explain infants’ 

failure at the task. In addition, 12-month-olds were tested compared to the previous two studies 

that found no evidence supporting the claim that infants are able to represent the absence of an 

item at a particular location (6 and 8 months in Kaufman et al., 2003a and in Wynn & Chiang, 

1998, respectively). Lastly, one object was presented as opposed to two objects to ascertain 

that the task taps into the ability to represent the absence of the item at the empty location, 

rather than the ability to perform the arithmetic operation of (2 – 1). 

 Positive evidence for such a representation would support the claim that infants are able 

to form at least certain rudimentary symbolic representations (i.e. that an item is not at the 

location), and their surprise response to the impossible disappearance of objects cannot be fully 

explained by a lingering visual representation of the object following its occlusion. 

  The current paradigm might add more evidence to the claim that infants are capable of 

forming rudimentary object representations in a conceptual way that is entirely independent of 

sensory perception. In the traditional test of object permanence, such as the drawbridge 

paradigm (Baillargeon, 1985; 1987) infants see an object being covered, followed by its 

impossible disappearance from its previous location. Therefore, infants’ visual representation 

of the object and their conceptual representation about the presence of the object and their 

knowledge of object permanence can both explain infants’ surprise at the scenario of 

impossible disappearance. In the representation of emptiness or “nothing” can only come from 

a conceptual understanding that the object is not there. Therefore, in this paradigm the sensory 
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and the conceptual representations are decoupled, and therefore the presence or absence of a 

conceptual representation is directly testable. 

 Participants’ age range was selected based on strong previous evidence that by this age 

infants respond to the sudden disappearance of objects (Baillargeon et al., 1985; Baillargeon, 

1987a; Baillargeon & DeVos, 1991; Kaufman et al., 2003a; 2005; all of which used age ranges 

lower than the current age range of 12 months). Therefore, if infants fail to respond to the 

magical appearance of an object well beyond the age when object representations emerge, then 

this would strongly suggest a disparity between representing objects and representing their 

absence.  

 With regards to sample size, there was no a priori power calculation conducted, because 

of the lack of positive findings regarding infants’ ability to detect magical appearance. 

Therefore, the appropriate effect sizes to use in the calculation were unclear. Therefore, I aimed 

to test approximately 30 infants in order to reduce the probability of a false negative finding, 

as the effect of impossible appearance might be more modest than the effect of disappearance.  

 

7.2. Methods 

7.2.1. Participants 

 Thirty-three typically developing, full term 12-month-old infants were tested (351 – 

379 days, M = 366.15, SD = 8.71). An additional 11 infants were tested but excluded due to 

fussiness (N = 6), equipment failure (N = 1), or because the infant did not see the critical 

manipulation when the object was added or removed from the box (N = 2) or the infant was 

not looking at the screen during the first 250ms of the final scene when the object emerged 

from the box (N = 2). As in Experiments 1 and 2, the first 250ms of the interval following the 

outcome of the appearance event was selected as an inclusion criteria to ensure that infants in 

the violation condition witnessed the object appear out of the empty box, as looking back at 
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the screen at a later time point is logically compatible with the assumption that the object was 

moved while the infant was inattentive. 

 

7.2.2. Stimuli 

 During the event sequences, a female actor was sitting behind a table with two identical 

boxes in front of her. The events involved the manipulations of the two boxes and a colourful, 

fluffy ball. All sequences were video pre-recorded and edited using Final Cut Pro. The event 

sequence is displayed in Figure 7.3. and described below in the temporal order in which the 

events occurred. 

 Familiarisation event: During familiarisation, the actor waved and said “Hello Baby! 

Look at this! I’m going to show you something” in infant-directed speech (1-5s), followed by 

the demonstration that both boxes were empty (6-9s). She then presented the object by first 

holding it up in the air, wiggling it slightly, and then looking at the infant (13-16s). The actor 

then demonstrated the two crucial manipulations that the infant would see in the knowledge-

violation and knowledge-consistent conditions: the actor first removed the object from the box 

(20-25s), and then said “Look at this!” and placed it back into the box (25-30s), followed by 

lifting the object up and lowering it back into the box (35-40s). The event of removing the 

object from the box constituted the critical manipulation during the violation sequence, 

whereas lifting and lowering the object back into the box was the critical element in the 

knowledge-consistent event.  

 Possible and Impossible appearance events: Similarly to the familiarisation event, the 

actor waved and said “Hello Baby! Look at this! I’m going to show you something.” (1-5s). 

She then demonstrated that both boxes were empty (6-9s), said “Watch this!” and introduced 

the object by holding it up in the air, wiggling it slightly, and then looking at the infant (13-

16s). Subsequently, the object was placed into one of the boxes (relevant box). For half of the 

infants, the relevant box was on the left and the other box (irrelevant box) was on the right, and 
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vice versa for the other half of infants. The actor then said “Look at this!” (19s) and performed 

the critical manipulation: in the Impossible appearance condition, the object was removed from 

the box, while in the Possible appearance condition the object was lifted up and then placed 

back into the same box (21-26s). Consequently, in the impossible event the relevant box was 

empty, while in the possible event the object was inside the relevant box. This event was 

followed by the demonstration of an empty box. In the Impossible appearance condition, the 

actor demonstrated that the relevant box was empty, while in the Possible appearance 

condition, she demonstrated that the irrelevant box was empty (27-30s). During the 

demonstration, the actor looked at the infant and said “Look!”, and then tilted the empty box 

in a 90° angle so that the content of the empty box was fully visible for 3s. The actor then 

placed the empty box back onto the table and looked down for 1s (39-40s). Finally, the actor 

looked up and said “Now watch this!” (40s), followed by the presentation of the object from 

the relevant box (43s). The actor retrieved the object from the box, placed it in the middle of 

the table and looked down.  

 During filming, once the actor had demonstrated that either the relevant box or the 

irrelevant box was empty, she paused and looked down. In the violation condition, the object 

was placed back into the relevant box during this interval. This event was later edited out of 

the recording. The video was cut at the time point when the actor began to look up to perform 

the final manipulation.13 In order to match the two conditions with regard to the amount of 

video editing, the same interval using the same edit point was also removed from the footage 

of the control condition.  

                                                
13 This edit point was chosen because cutting during movement distracts the viewer from noticing the cut and the 
action is perceived as one continuous motion; known as “cutting on action”. 
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Figure 7.3. Trial sequence in the violation (left) and control conditions (right). In the violation condition 
the object is removed from the box and the same box is shown to be empty, while in the control condition 
the object is placed back into the box and another box is shown to be empty.  

 
“Hello Baby! Look at this! I’m going to show you something.” (1-5s) 

 

 
“Look!” 

Demonstration: Both boxes are empty (6-9s) 
 

 
“Watch this!”  

Introduction of the object (13-16s) 
 

 
Addition of the object to the manipulation box (16s) 

 

“Look at this!” (19s) 
 

                                                              
 
 
 

                                                         
 
 
 

“Now watch this!” (40s) 
 

 
Outcome (43s): Looking times are measured from the time point when 

the object becomes fully visible 
 

 
The outcome is presented for a maximum duration of 30s 

Impossible (21-26s) 
The object is removed from the relevant box 

Possible (21-26s) 
The object is placed back into the relevant box 

Impossible (27-30s)  
Demonstrating that the relevant box is empty 

Possible (27-30s) 
Demonstrating that the irrelevant box is empty

 

“Look!” (27s) 
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7.2.3. Design & Procedure 

 Infants were seated on their parents’ laps in a quiet, dimmed room. Parents were 

instructed to close their eyes and not interact with their infants during the experiment. Parents 

were also instructed to hold their infant by the hip so that the infant was facing the monitor 

whilst her movement was not restricted if she chose to turn away from the screen. 

 The stimuli were presented on a large plasma screen (112 x 63cm) using Matlab. The 

experimenter was monitoring the session from a control room via a hidden, infrared camera. 

The camera was placed in a fixed position under the screen that presented the stimulus. These 

recordings of the infant were later used for frame-by-frame offline coding. During testing, all 

infants were seated in the same viewing position, ensuring that the distance and the angle of 

the camera relative to the infant’s eyes were kept constant across participants. 

 All infants saw a familiarisation event, a Knowledge-violation and a Knowledge-

consistent event in a within-subjects design. All three sequences began with the presentation 

of a central attention getter (an orange star) along with an auditory stimulus to attract the 

infant’s attention to the screen. Stimulus presentation began once the infant was attending to 

the screen, which was determined by the experimenter. The order of the violation and the 

consistent events, as well as the sides of the relevant and irrelevant boxes were counterbalanced 

across participants. 

 In both conditions, infants’ looking time to the screen was monitored online by the 

experimenter from the time point when the object had fully emerged from the relevant box. 

Once the object was placed on the middle of the table, the last frame of the video froze and the 

outcome was presented until the infant looked away for 2 consecutive seconds or for a 

maximum duration of 30s.  

 Longer looking times to one of the two conditions were interpreted as evidence that 

infants differentiated between the possible and impossible sequences. If infants’ understanding 
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of object permanence is based on a well-defined concept that objects exist continuously in 

space and time, and they can neither magically disappear nor appear from an empty location, 

infants will look longer when the object emerges from an empty box, compared to the object 

appearing from the same box where it had previously been placed. 

 The experiment lasted approximately 10 minutes, and infants did not take breaks 

between the sequences. During offline looking time coding, the recordings were cut at the time 

point when the object was fully visible after being retrieved from the relevant box. These 

frames were identical in the two conditions. Subsequently, random IDs were allocated to the 

videos in order to ensure blind coding. Infants’ looking times were coded frame by frame at a 

resolution of 25 frames per second.  

 

7.3. Results 

 Total looking times to the outcome (Figure 7.4.) were submitted to a 2 X 2 repeated 

measures ANOVA with the independent variables Condition (Impossible appearance/Possible 

appearance) and Order (Impossible first/Possible first).  

 The ANOVA revealed no significant main effects or interactions (all Fs < 1, p > 0.5). 

Importantly, whether the object appeared out of an empty box or from its previous location did 

not affect infants’ looking times to the outcome, F(1,32) = 0.004, p = 0.948, ηp2 = 0.000 

(Impossible: M = 17.16, SE = 1.55; Possible: M = 17.29, SE = 1.63). In addition, a 

nonparametric sign test indicated that infants were equally likely to look longer to the possible 

and impossible events (14/33 infants looked longer to the impossible event, p = 0.487). 

 Looking times in the two conditions were also compared using a two-sided Bayes 

Factor t-test (BF10) using a JZS prior = 0.707 (R, package: BayesFactor). The resulting Bayes 

factor of BF10 = 0.183 indicates substantial evidence that looking times to the possible and 
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impossible events did not differ (the data was 1/BF10 = 5.46 times more likely to have occurred 

under the null than under the alternative hypothesis).  

 

 
 

Figure 7.4. Total looking times following impossible and possible appearance. Looking at the outcome of 
an object appearing from an empty box (M = 17.16, SE = 1.55) did not differ from looking at the object 
appearing from its previous location (M = 17.29, SE = 1.63). 

 

 However, the relatively long looking times in the current experiment compared to the 

results reported by Wynn & Chiang (6.1s and 6.5s in the impossible and possible appearance 

scenarios, respectively) suggests that looking times may have been at ceiling in both 

conditions. Firstly, infants may have found it difficult to disengage from the scene due to the 

presence of a human agent at the outcome, and infants may have been expecting the actor to 

resume the manipulations when the last frame of the scene was frozen. Alternatively, it is 

possible that since the stimuli was presented on a large screen in an experimental setting that 

offered very little else for the infant to look at, the 2s look away criterion did not reflect the 

true time course of the infant disengaging from the scene.  

 Therefore, as an exploratory analysis of the data, I also compared infants’ looking times 

using the duration of first looks, i.e. up until the first timepoint that the infant looked away 

from the screen, irrespective of whether or not that instance of looking away from the screen 
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satisfied the 2s criterion (Figure 7.5.). This measure has previously been used to establish 

whether infants distinguish between the stimuli in different conditions (Newcombe et al., 1999; 

Rochat & Striano, 2002; Rhodes et al., 2002; Walton & Bower, 1993). 

 Looking times using the data derived from infants’ first looks was submitted to an 

ANOVA with the independent variables of Condition and Order, as above. Likewise, this 

ANOVA resulted in no significant main effects or interactions. The analysis of first looks 

suggests that infants looked longer to the possible compared to the impossible scenario, 

although this difference did not reach significance: main effect of Condition, F(1,32) = 2.56, p 

= 0.119, ηp2 = 0.074 (Impossible: M = 10.31, SE = 1.1; Possible: M = 12.85, SE = 1.46).  

 The only effect that approached significance was the Condition X Order interaction, 

F(1,32) = 2.95, p = 0.096, ηp2 = 0.084, with longer looking to the possible event if that condition 

was presented first, t(15) = 2.36, p = 0.032 (Possible first – Possible: M = 14.53, SE = 2.22; 

Possible first – Impossible: M = 9.27, SE = 6.72; Impossible first – Possible: M = 11.17, SE = 

1.79; Impossible first – Impossible: M = 11.36, SE = 1.42). There were no differences in the 

length of first looks if the impossible condition was presented first: t(15) = 0.08, p = 0.936. 
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Figure 7.5. The duration of infants’ first looks at the display following the possible or impossible 
appearance of the object. Infants looked significantly longer following the possible appearance of the object 
if the possible event was presented first. 
 
 
 

7.4. Discussion 

 In this experiment, I tested whether 12-month-old infants respond with longer looking 

times – possibly indicating surprise – if an object appears out of an empty box. The ability to 

encode that a location is empty has not been shown in infants prior to 23 months of age (Mody 

& Carey, 2016), and studies with 6-month-olds (Kaufman et al., 2003a) and 8-month-olds 

(Wynn & Chiang, 1998) have failed to demonstrate that infants detected the violation of 

impossible appearance. 

 Infants’ attention was drawn to the critical manipulations using ostensive 

communicative gestures. Crucially, infants were given direct visual evidence that the relevant 

location was empty, and their attention was explicitly drawn to the fact that the item was not 

at the target location immediately before the outcome. Therefore, a failure to attend to the 

relevant location at the time point when it became vacant, or an inability to compute the 

arithmetic operation of (1 – 1) cannot account for infants’ failure at this task. 
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 Nonetheless, infants did not distinguish between the scenarios in which the object 

emerged from the empty location compared to its previous location, as confirmed by Bayesian 

statistics. Assuming that the scenario of impossible appearance violates the same principle of 

spatio-temporal continuity as the scenario of impossible disappearance, this finding is at odds 

with the interpretation that infants respond to impossible scenarios based on an abstract 

representation of a physical law. Instead, the results are consistent with the idea that infants’ 

ability to detect the impossible disappearance of an item from its previous location – or, in fact, 

to look somewhat longer to this scenario – can be explained by a lingering sensory 

representation that briefly maintains the visual features of the object in memory while it is 

occluded (Haith, 1998; Munakata et al., 1997). 

 The analysis of the duration of infants’ first looks to the display revealed that infants 

looked longer to the possible scenario if that condition was presented first in the test pair. This 

finding might be explained on the basis of perceptual novelty: while in the impossible scenario 

the agent conducted all the manipulations on the same side of the screen, in the possible 

scenario she demonstrated that the task-irrelevant box was empty, which took place on the 

opposite side of the screen compared to the previous sequence. Therefore, since in the possible 

condition both sides of the screen had been used prior to the outcome, infants may have had 

more visual material to explore when the last frame of the video froze at the end of the 

sequence. This interpretation is supported by the fact that the effect was not present if the 

possible scenario was presented second, since by the second trial infants had already been 

exposed to the outcome, and they might not have anticipated the events to continue after the 

video had frozen. 

 Importantly, the finding that infants did not look longer to the violation of impossible 

appearance is consistent with the results of the previous two infant studies (Wynn & Chiang, 

1998; Kaufman et al., 2003a) that failed to provide evidence for the ability to represent empty 
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locations. In addition, the older infants in this study (12 months) showed the same pattern of 

looking times as the younger infants in the previous two studies (6 and 8 months). Therefore, 

it remains to be seen when children begin to represent that a location is empty and appreciate 

that objects cannot magically appear at an empty location. 

 Interestingly, infants younger than 12 months seem to succeed at the non-search version 

of the A-not-B tasks (Baillargeon & Graber, 1988; Baillargeon et al., 1989; Wilcox et al., 

1994). In these tasks, an object is placed behind an occluder, followed by the impossible 

reappearance of the object from behind another occluder, to which infants respond with longer 

looking times. However, the results of these studies might be explained by the fact that the 

infant visually represents the approximate location of the object and looks longer if it later 

appears at a new location. Therefore, in these tasks it is not necessary to represent anything 

about the empty locations, but a visual representation of the object at its correct location is 

sufficient to respond to the discrepancy. Consequently, it would appear that as long as an object 

is tracked, the impossible relocation will be detected, conversely, an untracked object may 

appear at an empty location because no prior representation exists in relation to empty 

locations. 

 This interpretation in consistent with the one offered by Wynn & Chiang (1998), as 

well as with the adult literature on how objects in the visual field are identified and tracked 

(Kahneman et al., 1992; Pylyshyn, 1989; 2001). According to this account, the visual scene is 

parsed into a set of object files, which then provide information on both the surface features of 

the object, as well as its location. Therefore, once an object is tracked, the featural information 

and the location information are combined into a single unit in visual-spatial short-term 

memory. Accordingly, adult studies have shown that object information tends to activate 

location information and vice versa (Hommel, 1998; Olson & Marshuetz, 2005).  
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 Correspondingly, in the infant studies, once the object leaves the scene, it is no longer 

tracked and its object file might rapidly deteriorate, and hence the reappearance of the object 

does not violate the information held on any of the tracked items. Consequently, it appears that 

removing an item from the scene as opposed to placing it elsewhere in the scene constitutes a 

crucial difference: during relocation the object file gets updated with the information on the 

new location, whereas if the object is removed, then the corresponding object file is deleted. 

 In accordance with this interpretation, it has been proposed by the adult literature that 

attention is primarily object-based (Scholl, 2001). In other words, discrete objects in the visual 

field are selected pre-attentively, and it is these ‘proto-objects’ that serve as the potential units 

of attention allocated to detailed encoding (Rensink, 2000). In line with the idea that the visual 

scene is segmented into discrete objects, and attention is not spread equally across the scene, 

adults have been shown to respond more quickly and more accurately to two properties of the 

same object compared to two properties that pertain to two different objects, even if the spatial 

distance between the relevant properties is controlled for – an effect called ‘same-object 

advantage’ (Duncan, 1980; Baylis & Driver, 1993). Additionally, the upper limit of visual-

spatial short term memory seems to depend on the number of objects that are required to be 

maintained in memory, and not the number of features that each object may have (Luck & 

Vogel, 1997). In other words, 4 objects with 4 features each can be maintained but 16 objects 

with a single feature each cannot. 

 Therefore, it would appear that the representation of the absence of an item at a location 

poses a special demand on short-term memory, as information on a location has to be 

maintained without a distinct visual object with featural information that could be bound to the 

location. Although the results of the current experiment, as well as the results of previous 

studies (Wynn & Chiang, 1998; Kaufman et al., 2003a) suggest that this ability is not present 

even in 12-month-olds, the ability to represent the lack of a relevant item – or any item – at a 
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location is both possible and useful in certain circumstances, and it is undoubtedly present in 

older children and adults. 

 Keeping an inventory of empty locations might be vital for encoding and retaining 

information on the number and size of available locations that might later be filled. In adults, 

these processes are present during the visual search for a parking space while driving, and 

estimating whether the empty space is large enough to accommodate a specific car. These 

unoccupied locations are also retained in memory throughout the process of driving around in 

the area until the most suitable space is chosen. Additionally, when searching for an item, 

retaining information on empty locations helps avoid these locations in future searches. For 

instance, when searching through boxes to find a specific item, each box that has already been 

opened needs to be tagged as ‘empty’ in order to differentiate them from the ones that have not 

been opened yet. However, in the absence of any visual features that would individuate a 

spatio-temporally distinct object and anchor it to a specific location in space, it is difficult to 

understand how these representations are formed and what their specific content is.  

 In Experiment 5, I tested adults using both eye-tracking and behavioural measures in 

order to understand the potential strategies that might contribute to the ability of encoding an 

empty location, retaining it in memory and responding to the sudden appearance of an item at 

a previously empty location. My central question was whether adults – unlike infants – are able 

to encode an empty location as a separate unit of information, and whether the representations 

of empty locations compete for the same working memory resources as the representations of 

items.  

 Should adults be able to form unique representations about empty locations or the 

absence of any item at a specific location, as they do when encoding the locations of items, 

then these findings might enable future research to investigate the developmental trajectory of 

this ability. Conversely, if adults struggle to form or to maintain such representations, and their 
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memory processes involved in representing empty locations are radically different from the 

way discrete objects are represented, then this might shed new light onto the puzzling finding 

that infants do not seem to respond with surprise when an object is retrieved from an empty 

box. In the next chapter I therefore explore adults’ ability of representing empty locations. 
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Chapter 8.  

Experiment 5. Can adults represent empty locations? 

Exploring encoding and memory processes in a change detection paradigm 

 

8.1. Introduction 

8.1.1. The representation of empty locations in adults 

 In  Experiment 4, I investigated whether 12-month-old infants were able to form a 

representation of an empty location, indicated by a surprise response if an item appears from 

an empty box. In line with previous infant studies (Wynn & Chiang, 1998; Kaufman et al., 

2003a), I found no evidence for the presence of this ability.  

 Interestingly, very little is known about how adults represent empty space or discrete 

empty locations in space, if at all. This is in stark contrast with the rich literature on the 

attentional processes underlying the selection of objects in the visual scene, and the ability to 

encode and maintain a representation of discrete visual objects (Scholl, 2001). 

 In adults, the ability to represent an array of items and empty locations in visual-spatial 

short term memory (VSSTM) has been investigated using the empty-cell localization task 

(Eriksen & Collins, 1967). In this task, an array of identical objects is briefly presented in a 

4x4 grid, followed by an inter-stimulus interval and the brief presentation of another array in 

the same grid. The items in the two arrays taken together always fill the entire grid except for 

one cell, which participants have to attempt to locate. The task was originally used to study the 

visual integration of the two arrays presented with short inter-stimulus intervals of less than 

100ms (Eriksen & Collins, 1967; Di Lollo, 1980), but by increasing the inter-stimulus interval 

the task targets the ability to integrate the information from the two arrays in VSSTM.  

 On the one hand, it has been argued that participants manage to locate the empty cell 

by integrating the information on the items in the two arrays into a unified representation and 
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finding the only cell that is not filled by the collection of the items in the two arrays (Brockmole 

et al., 2002; Lewis et al., 2011). Another account claims that participants form a representation 

of the ‘negative space’ in the first array and compare this representation to the negative space 

in the second array (Jiang et al., 2005; Hollingworth et al., 2005).  

 However, in this task the negative space is always the inverse of the array of items, and 

therefore representing the empty locations adds no further detail to the representation of items 

and vice versa. Furthermore, the items and empty locations in this task are always displayed in 

a regular grid with a visible outline, with filled items depicted as black circles almost entirely 

filling their cells, and empty locations depicted as grey cells. Therefore, the question of 

representing either ‘filled’ or ‘empty’ locations is essentially a question of representing a black 

pattern on a grey background or vice versa. Indeed, a study that manipulated the ratio of items 

and empty locations in a similar task (Chang et al., 2012) found that performance was worst 

when the two types of information were presented in a 50-50 ratio, and performance was 

indistinguishable when the items and empty locations were presented in a 75-25 and a 25-75 

ratio. This finding suggests that as long as the law of excluded middle is met, participants only 

represent the information with fewer instances and use that to make inferences about the second 

type of information.  

 The current experiment was motivated by the developmental findings showing young 

children’s failure to represent empty locations (Wynn & Chiang, 1998; Wynn, 1998), as well 

as my own findings in Experiment 4. My central question was to explore the strategy adults 

might use to represent and retrieve information on empty locations. I first draw on the existing 

literature on the potential strategies used to represent items in VSSTM and then describe a 

novel paradigm that tests which of these strategies might be suitable for the representation of 

empty locations. 
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8.1.2. The representation of visual items in adults 

 Firstly, an array of individual items can be encoded separately by parsing the visual 

scene into a set of object files which then provide information on the individuating features as 

well as the exact coordinate position of the object (Kahneman et al., 1992), thus mediating 

between the object recognition and the spatial systems (Dent & Smyth, 2005; Irwin & 

Andrews, 1996; Lehnert & Zimmer, 2006). This is in line with the evidence that object 

information tends to activate location information and vice versa (Hommel, 1998; Olson & 

Marshuetz, 2005). For such high resolution information to be obtained, each object in the scene 

has to be attended serially, as it has been shown that visual-spatial short term memory 

(VSSTM) is very poor for unattended information (Rensink et al., 1997; Simons & Levin, 

1998), and detail is preferentially encoded at fixations (Irwin, 1992; Henderson et al., 1999; 

Henderson & Hollingworth, 1999).  

 The content of the representations acquired in this way might then be independent from 

one another in the sense that the loss of information on an item does not automatically affect 

the information held on the rest of the items in the scene. However, such detailed 

representations are time consuming to form and accrue a high cost of maintaining them. A 

long-standing model suggests that up to 4 items can be held in VSSTM at any one time, which 

each take up an independent memory ‘slot’ (Luck & Vogel, 1997; Zhang & Luck, 2011) or 

compete for the same finite memory ‘resource’ (Bays & Husain, 2008; Bays et al., 2009). 

 Secondly, an array of randomly positioned items can be represented as a global 

configuration, thus expanding the capacity limitations of VSSTM. Evidence for the encoding 

of the relational information between items in a holistic scene comes from a study showing that 

the repetition of the configuration of task-irrelevant items in a visual search task aided 

participants’ search for the target item; an effect called contextual cuing (Chun & Jiang, 1999). 

In addition, change detection regarding a single item is enhanced when the original context 
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presented during the encoding phase is also shown at test (Hollingworth, 2007; Jiang et al., 

2000; Papenmeier et al., 2012; Timm & Papenmeier, 2019). Representing visual information 

as a configuration might in turn provide an interrelated network of categorical spatial 

information where the positions of the items are defined with reference to one another in a 

single ‘position-map’ (Dent, 2009). 

 While representing items as a configuration enlarges VSSTM capacity, and the spatial 

pattern can be encoded without allocating direct visual attention to each item serially (Jiang et 

al., 2000; Huang & Pashler, 2007; Yuan et al., 2016), this representational format entails 

relational information between the individual items, and thus information held on one item is 

sensitive to the representation of the other items in the scene. Indeed, a study replicated the 

finding that the presentation of the entire configuration at retrieval benefits performance 

compared to the presentation of a single probe, but it found no memory enhancement if only 4 

of the 6 original items were re-presented at test (Papenmeier et al., 2012). 

 The two strategies of representing items individually, along with their exact positions 

and representing them as a global pattern incorporating a network of relational information 

might heavily depend on task demands, such as the number of to-be-remembered items, the 

length of time allowed for encoding, and whether configural information is present at retrieval. 

In addition, these strategies are not mutually exclusive and they might both be adopted in a 

single task to achieve optimal performance (Donnelly et al., 1991; Jiang & Wagner, 2004). In 

a visual search task where participants had to detect a target in an array of distractors, regular 

patterns were encoded as single higher order objects, indicated by parallel search for the target, 

while participants searched through the items serially if the pattern did not adhere to perceptual 

grouping principles, such as closure and good continuation (Donnelly et al., 1991). 

Interestingly, in a condition where the pattern fulfilled the requirements for closure, but not for 
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good continuation, there was evidence for both parallel and serial processing, indicating that 

the items had been encoded both in isolation and as a pattern. 

 

8.1.3. Experimental paradigm 

 In this experiment I explored how empty locations are encoded and retained in VSSTM 

and whether these processes are distinguishable from the mechanisms used to represent the 

locations of items. Participants were presented with a set of cards at random locations on a 

uniform grey background, half of which the participant was required to track. Each tracked 

card either revealed an item or a piece of the grey background, while the content of the 

untracked cards remained hidden. Items were identical within a single trial, while dissimilar 

items were presented on each subsequent trial. The proportion of items over empty locations 

varied randomly with a ratio of 1:1 (medium density pattern), 1:3 (sparse pattern) and 3:1 

(dense pattern). For instance, if a total of 4 cards were revealed, 3 of which were items and 1 

was an empty location, this resulted in a denser pattern than the presentation of 1 item and 3 

empty locations. 

 Following a memory delay interval, one of the tracked cards (=target) and one of the 

untracked cards (=distractor) turned over, resulting in a change at the target location 50% of 

the time. Change trials involved the deletion of an item from a previously filled location 

(item/change) or the addition of an item at an empty location (empty/change). During no-

change trials filled target locations remained filled (item/no change), while empty target 

locations remained empty (empty/no change). The distractor location always complemented 

the target location in a way that if the target location was filled, the distractor location was 

always empty and vice versa. Participants were presented with 4 tracked and 4 untracked cards 

in the first block resulting in a smaller pattern of tracked locations, while 8 tracked and 8 
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untracked cards were presented in the second block resulting in a larger pattern of to-be-

remembered locations. 

 Crucially, unlike in the empty-cell localization task, in this task it was not sufficient to 

represent the locations of the items in order to infer the relevant information regarding the 

empty locations, as an untracked card whose content was unknown to the participant was also 

revealed at the outcome. For instance, at the empty/change outcome an item appeared at an 

empty location, while at the empty/no change outcome an item appeared at an untracked 

location, and the participant had no means to determine whether the trial was correct or 

incorrect if they had ignored the empty locations during encoding. 

 Accurate behavioural responses in this task can rely on two strategies. Firstly, 

participants might serially encode the exact position coordinates of each tracked card along 

with their specific content. In case of the filled locations, the positions might then be wedded 

to a detailed representation of the surface features of the items. In case of the empty locations, 

however, it is not clear what type of visual information could be bound to the locations, if any. 

For empty locations to be represented as unique pieces of information, participants would either 

have to represent the absence of the item at a specific location, or represent that a specific 

location does not contain the item. 

 Secondly, participants might form a representation of the global pattern of the tracked 

locations and map the items onto certain parts of the pattern. This information would then aid 

participants in deciding whether the target card at the outcome violates the configural 

information held on the items or not. Crucially, this strategy does not entail any representation 

of the empty locations per se, but rather, it relies on the accurate preservation of the tracked 

locations as a global configuration and the relational information between the items in space.  

 These two strategies are not mutually exclusive, however, based on the task demands 

in this experiment, the separate encoding of each location might be the most suitable strategy. 
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Firstly, participants were only presented with one of the tracked locations at the outcome, 

therefore the configural information could not aid change detection. Secondly, since a spatial 

pattern entails interrelated locations where each location is defined in relation to one another, 

encoding the information in this format is more error prone if a subject is tested on a single 

location. In addition, the content of half of the cards were unknown to the participant, which 

made it necessary to compute the exact locations of the tracked cards.  

 However, the lack of visual information to represent at the empty locations and the 

difficulty of maintaining a piece of information as a negative proposition might make it 

difficult, if not impossible to represent empty locations in isolation with exact position 

coordinates. Consequently, participants would use the most optimal strategy of retrieving 

information on the exact location information stored on each item, whereas they could only 

rely on the configural information involving a pattern of items when responding to changes 

that occur at an empty location.  

 During the encoding phase while the content of the tracked cards was visible, visual 

exploration of the scene was measured with an eye-tracker to assess the amount of time spent 

at each tracked location. Item by item encoding and content-to-location binding predicts serial 

encoding, whereby each tracked location is visited in succession. The amount of time spent at 

the target location would thus predict participants’ accuracy of detecting a change at that 

location. In contrast, encoding the pattern of the tracked locations as a configuration allows for 

parallel encoding, and accurately detecting a change in the pattern is not necessarily dependent 

on the amount of time spent at any one location. Therefore, the amount of time spent looking 

at the target would predict accuracy in case the target location was filled during encoding, but 

not if it was empty.   

 Following the encoding phase, pupil dilation was measured during the memory 

retention interval while all the tracked cards were face down. Since the magnitude of pupil 
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dilation has been linked to the number of items that the subject is required to track and maintain 

in memory (Kahneman & Beatty, 1966; Alnæs et al., 2014; Unsworth & Robinson, 2015), I 

predicted that pupil dilation during memory retention would vary with the ratio of items and 

empty locations with more items eliciting more dilation. Crucially, if empty locations are not 

tracked as separate entities but as the property of the spatial configuration of items, then 

increasing the number of empty locations in the scene will not elicit an increase in pupil 

dilation. 

 Lastly, change detection accuracy was measured at the end of each trial. Since this 

paradigm was expected to favour the strategy of coordinate position encoding and object-to-

location binding, which may not be possible in case of empty locations, I predicted better 

performance if the target location was filled during encoding compared to when it was empty. 

In addition, since empty locations might be harder to respond to than filled locations, 

performance was expected to be worst in the condition where the target location was empty 

both during encoding and at the outcome (E-NC), and best when a filled location remained 

filled (I-NC). 

 Crucially, the manipulations of pattern density and pattern size generate differential 

predictions for the performance at filled and empty locations. If items are tracked individually, 

then denser patterns with more items will be harder to respond to than sparser patterns with 

fewer items. In contrast, if empty locations are tracked as the property of the configuration, 

then more empty locations in a pattern will not hinder performance. 

 Pattern size was expected to impair performance in case of items, owing to a greater 

number of items to represent in larger patterns, on average (1, 2 or 3 in small patterns and 2, 4 

or 6 in large patterns). However, if the representations of items are independent from one 

another, then encoding for instance only 1 of 4 items might also result in a correct response 

when tested on the successfully encoded item. Conversely, if the memory for empty locations 
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is embedded in the spatial relationship between the items in the pattern, then the entire pattern 

will have to be encoded and retrieved in order to respond to changes that occur at an empty 

location. Therefore, doubling the size of the pattern from 4 to 8 tracked locations is predicted 

to impair performance disproportionately more when responding to an empty location 

(empty/no change, empty/change) compared to responding to a filled location (item/no change, 

item/change). In summary, pattern density was predicted to impair accuracy more when tested 

on an item, while pattern size was predicted to hinder performance more when tested on an 

empty location. 

Regarding the sample size of the study, due to the novelty of the paradigm and the lack 

of previous studies investigating memory capacity for empty locations, I did not have a priori 

expectations regarding effect sizes or the population means and standard deviations. Instead, I 

relied on the reports of previous papers that used either change detection accuracy or pupil 

dilation as the dependent measure in the domain of visual-spatial memory research (Bays et 

al., 2009; Huang et al., 2007; Alnæs et al., 2014). I subsequently calculated an approximate 

number of participants and experimental trials, given my experimental design and decided to 

collect data from a minimum of 30 participants.  

 

8.2. Methods 

8.2.1. Participants 

 Thirty-three undergraduate and postgraduate students with normal, uncorrected vision 

were tested (23 females). Participants were recruited via posters displayed at the Department 

of Psychological Sciences, Birkbeck and via social media groups associated with the 

university. Participants received a small fee (£12) for taking part. An additional 5 participants 

were tested but excluded due to at chance performance in one or both of the blocks. The 
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percentage of participants’ correct responses in all the experimental blocks is displayed in 

Table C1. All tables corresponding to this experiment are presented in Appendix C. 

 

8.2.2. Design & Stimuli 

 On each trial participants saw a central fixation image accompanied by a brief auditory 

stimulus for 1.5s, followed by the presentation of a number of cards on a grey background 

(R:150, G:150, B: 150) for 2s. The locations of the cards on each trial were randomly selected 

from 28 possible locations on the screen. Half of these cards then lit up for 1.5s accompanied 

by a sound to indicate that participants were required to track the content of these cards. The 

highlighted cards then turned over and each of them revealed either an image or a piece of the 

grey background for 5s. The items at the filled locations were randomly selected from a set of 

260 dissimilar images in a way that identical items appeared within a single trial, but the items 

differed on each subsequent trial across the experiment. The images were irregular geometric 

shapes edited from photographs of galaxies using Final Cut Pro.  

 During the encoding interval the untracked cards remained face down, and the outline 

of the tracked cards was not visible. The tracked cards then turned face down, and all the cards 

remained stationary for 5s. During this time participants were required to maintain the locations 

of the empty and filled cards in memory. At the outcome, one tracked card (=target) and one 

untracked card (=distractor) turned over, always revealing an item and an empty location. The 

positions of the tracked and untracked cards, as well as the locations of the target and distractor 

cards were randomised on each trial. Examples of the items appearing at the filled locations, 

the 28 possible locations on the screen and an example trial sequence are depicted in Figure 

8.1. 
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Figure 8.1. Experimental stimuli and example trial sequence in Experiment 5. 
a) Examples of the items used throughout the trials. 
b) The 28 possible locations on the screen. The locations of the initial set of cards were randomly selected 
from the possible locations. The identity of the tracked cards, the locations of the items and empty spaces, 
as well as the locations of the target and distractor cards were randomised on every trial.  
c) Example trial sequence: Block1 (Small pattern) involving 4 tracked locations, in a ratio of 3 items and 1 
empty location (Dense pattern), resulting in an empty/change outcome. Following a fixation image (1.5s), 
participants were presented with a set of cards (2s), and the to-be-tracked cards were subsequently 
highlighted (1.5s). Each tracked card then revealed either an item or empty space, and participants were 
required to encode the content of each card (5s). The tracked cards then turned over and remained face 
down for 5s. Following the delay, one tracked and one untracked card flipped over, always revealing an 
item and an empty location. The outcome remained visible until the participant responded, or for a 
maximum duration of 3s. 

 
 
 At the outcome, participants were required to indicate whether a change had occurred 

at the target location. A change entailed the disappearance of an item from a filled location (I-
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C) or the appearance of an item at an empty location (E-C), while on no-change trials filled 

locations remained filled (I-NC) and empty locations remained empty (E-NC). The 4 

conditions (I-NC, I-C, E-NC, E-C) were presented equiprobably in a random order. On trials 

where the target location was filled at the outcome, the distractor location was empty and vice 

versa (Figure 8.2.). The outcome remained visible until participants responded, or for a 

maximum duration of 3s. Trials were separated by a 1s interstimulus interval while a grey 

screen was presented.  

 

 

Figure 8.2. The content of target and distractor locations at the outcome depending on the condition.  
(1) Item/no change: The target location is filled both during encoding and at the outcome, while the 
distractor location is empty.  
(2) Item/change: The target location is filled during encoding but empty at the outcome, while the distractor 
location reveals an item.  
(3) Empty/no change: The target location is empty both during encoding and at the outcome, while the 
distractor location is filled. 
(4) Empty/change: The target location is empty during encoding, but it reveals an item at the outcome, 
while the distractor location is empty. 

 

 Participants were first presented with 20 practice trials. Each practice trial consisted of 

two tracked and two untracked cards. One of the tracked cards was always empty, while the 

other one was always filled. The content of the target and distractor cards at the outcome varied 

as a function of condition, as described above. During the practice trials, the outcome remained 

visible until participants responded, and feedback was given following each trial. 
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 Following the practice trials, participants were presented with two experimental blocks 

with 120 trials in each block. On each trial in the first block a total of 8 cards were presented 

(4 tracked and 4 untracked), while a total of 16 cards appeared on each trial in the second block 

(8 tracked and 8 untracked). The proportion of filled over empty locations varied with a ratio 

of 1:3, 1:1 and 3:1 in both blocks. In the first block participants were thus presented with a 

scenario of 1 item and 3 empty locations (sparse pattern), 2 items and 2 empty locations 

(medium density pattern), or 3 items and 1 empty location (dense pattern). Correspondingly, 

in the second block the tracked cards revealed either 2 items and 6 empty locations (sparse 

pattern), 4 items and 4 empty locations (medium density pattern), or 6 items and 2 empty 

locations (dense pattern). Each ratio appeared with each condition in equal proportions in a 

random order, resulting in 10 trials in each condition in each ratio during both blocks. 

 

8.2.3. Procedure 

 Participants were tested in a quiet, dimmed room with constant lighting conditions (5.5 

lx). Participants received explicit instructions to encode each tracked location individually, as 

they would be required to respond to a single card at the outcome. Participants were informed 

that a change could occur through an item disappearing from a previously filled location or an 

item appearing at a previously empty location. No-change trials were described as a filled 

location remaining filled or an empty location remaining empty. Participants were informed 

that half of the cards would not be revealed to them, and therefore the contents of these cards 

at the outcome were irrelevant to the task. Participants were instructed to respond as quickly 

and accurately as possible.  

 Stimuli was presented on a Tobii TX300 eye-tracker using Matlab at a sampling rate of 

120Hz. Participants were seated 60cm away from the screen and used a chinrest. Responses 

were indicated via button press: the Right and Left arrows were used in right handed 

participants and the Ctrl and Alt keys in left handed participants (Right arrow/Alt: no change, 
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Left arrow/Ctrl: change). After the practice trials, as well as after every 40 trials in the 

experimental blocks participants took a short break (approximately 5-10 minutes). Each 

tracking session involving 40 trials lasted approximately 10 minutes, and the entire experiment 

lasted approximately 2 hours. 

 

8.2.4. Eye-tracking data pre-processing 

 Gaze data: Gaze data was analysed for the 5s of the encoding phase starting with the 

time point when all the tracked locations were revealed, up until the point when all the cards 

turned face down again. Linear interpolation was applied to the gaze data corresponding to 

each eye with a maximum gap of 10 missing samples (83.33ms). Trials were excluded if there 

was no valid data for either of the eyes for at least 70% of the test interval after interpolation. 

Participants contributed a total of 3840 trials with valid gaze data in the first block (M = 116.36, 

SD = 10.19) and 3916 trials in the second block (M = 118.66, SD = 3.12). Correct responses 

with valid gaze data amounted to 3469 trials in the first block (M = 105.12, SD = 13.75) and 

2813 trials in the second block (M = 85.24, SD = 10.65). Missing data from one eye was 

replaced with data from the other eye and the data was subsequently averaged across the two 

eyes. The area of interest (AOI) was determined as the spatial coordinates of the tracked card 

that was later to reveal the target location. Target looking was calculated as the proportion of 

time spent in the target AOI as compared to the whole scene: Time in AOI/Total time in the 5s 

interval with valid gaze data*100.  

 Correct trials with valid gaze data were used to assess whether participants spent more 

time looking at filled compared to empty targets. Correct, incorrect and missed trials were used 

to establish whether the proportion of target looking predicted change detection accuracy. 

Incorrect and missed trials were jointly interpreted as errors in that analysis. 

 Pupil dilation data: Pupil dilation data for correct trials was analysed for the interval 

while the content of the tracked cards was visible (5s) and the subsequent memory delay while 
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all the cards were face down (5s). Linear interpolation was applied to the pupil data, as 

described above. Pupil baseline was established as the last 500ms of the interval while the 

tracked cards were highlighted, immediately before the content of the cards was revealed. 

Trials were excluded if there was no valid pupil data for either of the eyes for at least 70% of 

both the baseline and the test intervals after interpolation. Included trials were baseline 

corrected by subtracting the mean baseline values for each eye from the pupil data of the 

corresponding eye in the test intervals. Missing data from one eye was replaced with data from 

the other eye, and the data was subsequently averaged across the two eyes. Participants 

contributed a total of 3320 correct trials with valid pupil data in the first block (M = 100.6, SD 

= 13.32) and 2752 trials in the second block (M = 83.39, SD = 10.86).  

 

8.3. Results 

8.3.1. Accuracy 

 Overall accuracy was high: 90.10% in the first block and 71.61% in the second block. 

The percentage of correct responses in each condition in each block are displayed in Table C2. 

Performance was not at ceiling or at chance in any of the conditions in either of the two blocks 

(see Table C2.). Performance in the two conditions where participants were tested on the 

location of an item (I-C, I-NC) was strongly correlated with performance on the empty 

locations (E-C, E-NC), indicating that participants attempted to maximise performance on both 

types of trials, r(31) = 0.579, p < 0.001. Participants contributed a total of 7920 trials (correct: 

N = 6404, incorrect: N = 1217, missed: N = 299). 

 The percentage of participants’ correct responses was submitted to a 4 X 3 X 2 repeated 

measures ANOVA with the independent variables Condition (I-NC/I-C/E-NC/E-C), Pattern 

density (Sparse/Medium/Dense) and Pattern size (Block1: Small pattern/Block2: Large 

pattern). Bonferroni correction was applied for all pairwise comparisons. All significant 
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findings are reported below, in the order of my predictions regarding Condition, Pattern density 

and Pattern size. 

 

8.3.1.1. Accuracy: Condition 

 Since the current task strongly favoured the representation of each tracked location, 

which might not be possible in case of the empty locations, impaired change detection 

performance was expected in the conditions where the target card was empty during encoding 

(E-NC, E-C) compared to when it was filled (I-NC, I-C).  

 The ANOVA yielded a significant main effect of Condition, F(3,96) = 36.33, p < 0.001, 

ηp2 = 0.532. All four conditions were significantly different from each other (Figure 8.3.), with 

best change detection performance in the condition where the critical location was filled both 

during encoding and at the outcome (item/no change: M = 90.97, SE = 1.125), and worst 

performance when the critical location was empty both during encoding and at the outcome 

(empty/no change: M = 74.73, SE = 1.635). Furthermore, detecting the disappearance of an 

item from a filled location (item/change: M = 85.13%, SE = 1.66) was easier than detecting the 

appearance of an item at an empty location (empty/change: M = 80.37%, SE = 1.66; p = 0.030). 

These results confirm the prediction that encoding empty locations is significantly harder than 

encoding the locations of items. 
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Figure 8.3. Percentage of correct responses in the 4 conditions collapsed across all trials. (1) Item/no change 
(I-NC): The target location is filled both during encoding and at the outcome; (2) Item/change (I-C): The 
item disappears from the target location; (3) Empty/no change: The target location is empty both during 
encoding and at the outcome; (4) Empty/change (E-C): An item appears at an empty location.  

 

8.3.1.2. Accuracy: Pattern density  

 Performance in the four conditions depending on pattern density is depicted in Figure 

8.4., and the descriptive statistics is displayed in Table C3. If items in this task were represented 

individually, performance on the items (I-NC, I-C) will be impaired in the presence of denser 

patterns with more items, as there are more locations to attend to via point-by-point serial 

encoding. In contrast, when tested on an empty location (E-NC, E-C), participants will rely on 

the memory of the global pattern containing both items and empty space, therefore increasing 

the number of empty locations will not impair performance. 

 In line with the predictions, a significant Condition X Pattern density interaction,  

F(6,192) = 3.61, p = 0.002, ηp2 = 0.101, revealed that performance decreased linearly from 

sparse patterns with fewer items to dense patterns with more items if the participant was tested 

on an item (significant linear trends: item/no change, F(1,32) = 30.08, p < 0.001; item/change: 

F(1,32) = 13.71, p = 0.001). In contrast, performance on the empty locations did not show a 
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linear trend (empty/no change: F(1,32) = 0.47, p = 0.497; empty/change: F(1,32) = 0.48, p = 

0.828).  

 Instead, accuracy on the empty locations (E-NC, E-C) was lowest when half of the 

locations were filled and half of them were empty, which reached significance in the empty/no 

change condition (quadratic trend, F(1,32) = 6.49, p = 0.016). This result indicates the difficulty 

of binding the content of a particular card to a part of the pattern when both types of locations 

are equally frequent within the set of locations. 

 

 
Figure 8.4. Changes in performance depending on the ratio of items and empty locations in the set. Sparser 
patterns with fewer items resulted in better performance when participants were tested on a filled location,  
while performance on the empty locations was not proportionate to the number of empty locations that the 
participant was required to represent.  

 

 To test the hypothesis that items were represented individually, planned comparisons 

were conducted between the scenarios that involved the same number of items in the small and 

large patterns (2 items + 2 empties in the small pattern compared to 2 items + 6 empties in the 

large pattern). Performance on the items did not differ between the small and large patterns as 

long as the same number of items were presented: I-NC, t(32) = 1.21, p = 0.236; I-C: t(32) = 

1.66, p = 0.116. In stark contrast, presenting the same number of empty locations in a large 

pattern (2 items + 2 empties in the small pattern compared to 6 items + 2 empties in the large 
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pattern) significantly impaired performance at the empty locations, indicating that empty 

locations were tracked as part of the global pattern: E-NC, t(32) = 5.44, p < 0.001; E-C, t(32) 

= 5.56, p < 0.001.  

 In addition, sparser patterns with fewer items were associated with better performance 

overall, irrespective of Condition (main effect of Pattern density, F(2,64) = 11.86, p < 0.001, 

ηp2 = 0.270). This effect was likely to be driven by the item/change and item/no change 

conditions, as sparser patterns were easier to respond to in these two conditions, while 

performance at sparse and dense patterns did not differ when responding to empty locations. 

 These findings confirm the prediction that representing more items hinders 

performance when tested on an item, but empty locations do not take up independent memory 

resources in an additive fashion. 

 

8.3.1.3. Accuracy: Pattern size 

 Performance in the four conditions depending on pattern size is depicted in Figure 8.5., 

and the descriptive statistics is displayed in Table C4. Performance at larger patterns was 

expected to be impaired in all conditions, but performance at the empty locations (E-NC, E-C) 

was predicted to be disproportionately more affected owing to the hypothesis that empty 

locations are tracked as part of the global pattern, and the entire configuration has to be encoded 

and retrieved in order to respond correctly. 

 As predicted, increasing the size of the pattern impaired performance in all conditions 

(main effect of Pattern size, F(1,32) = 208.20, p < 0.001, ηp2 = 0.867). Crucially, this result 

was qualified by a significant Condition X Pattern size interaction,  F(3,96) = 10.95, p < 0.001, 

ηp2 = 0.255.  

 The largest impairment in performance (Accuracy at small patterns – Accuracy at large 

patterns; Figure 8.5b) occurred in the empty/no change condition (M = 25.96%, SE = 3.41), 

followed by the empty/change condition (M = 25.05%, SE = 2.50). The drop in performance 
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from small to large patterns were comparable in these two conditions (E-NC/E-C: t < 2, p > 

0.1). In contrast, performance was significantly less impaired in the item/change condition (M 

= 13.72%, SE = 2.04; E-C/I-C, t(32) = 2.81, p = 0.009). The condition that was least affected 

by pattern size was the item/no change condition (M = 9.11%, SE = 2.36), with no significant 

difference in the impairment between the item/change and the item/no change conditions (I-

C/I-NC: t < 2, p > 0.1). This finding supports the hypothesis that empty locations were not 

encoded as individual items but as part of a global pattern containing items and empty space, 

and larger patterns affected performance disproportionately more in these conditions. 

 

 

    
 

Figure 8.5. Changes in performance depending on pattern size. a) Performance at small patterns with 4 
locations and at large patterns with 8 locations in each condition b) Impairment in performance depending 
on Condition. Accuracy at the large pattern was subtracted from accuracy at the small pattern in each 
condition and compared using two-tailed t-tests. 
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8.3.2. Reaction times 

 Participants contributed a total of 3568 correct trials in the first block (M = 108.12, SD 

= 10.03) and a total of 2836 correct trials in the second block (M = 85.93, SD = 9.94). 

Kolmogorov-Smirnov tests indicated that the data was normally distributed in both 

experimental blocks (Block1: D(33) = 0.121, p = 0.200, M = 1.49, SE = 0.037; Block2: D(33) 

= 0.103, p = 0.200, M = 1.55, SE = 0.032.) Response times that were more than 3 standard 

deviations away from the mean in the relevant experimental block were removed, which 

resulted in a less than 1% reduction in the data. 

 Response times on correct trials were submitted to a 4 X 3 X 2 repeated measures 

ANOVA with the independent variables Condition (I-NC/I-C/E-NC/E-C), Pattern density 

(Sparse/Medium density/Dense) and Pattern size (Block1: Small pattern/Block2: Large 

pattern). All pairwise comparisons were Bonferroni corrected. The results of the ANOVA are 

discussed below along with the predictions regarding Condition, Pattern density and Pattern 

size.  

 

8.3.2.1. Reaction times: Condition 

 Response times were predicted to be faster when responding to a target location that 

was previously filled (I-NC and I-C), compared to when it was previously empty (E-NC and 

E-C). Responses were predicted to be fastest when the target location was filled both during 

encoding and at the outcome (I-NC), and slowest when an empty target location remained 

empty (E-NC). Descriptive statistics of participants’ response times in the four conditions are 

displayed in Table C2. 

 In line with these predictions, the ANOVA resulted in a main effect of Condition, 

F(3,96) = 35.38, p < 0.001, ηp2 = 0.536 (Figure 8.6.). Responses were fastest in the item/no 

change condition (M = 1070, SE = 37.72), which was significantly different from all other 

conditions (p < 0.001 in all three comparisons). Responses were slowest in the empty/no 
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change condition (M = 1401.14, SE = 40.88; E-NC/I-NC: p < 0.001; E-NC/E-C: p < 0.001; E-

NC/I-C: p = 0.112).  

 

 
Figure 8.6. Reaction times on correct trials across conditions. (1) Item/no change (I-NC): The target 
location is filled both during encoding and at the outcome; (2) Item/change (I-C): The item disappears from 
the target location; (3) Empty/no change: The target location is empty both during encoding and at the 
outcome; (4) Empty/change (E-C): An item appears at an empty location.  

 
 

 In addition, I tested whether the main effect of Condition was driven by the identity of 

the target location during encoding (empty: E-NC, E-C; filled: I-NC, I-C) or the identity of the 

location at the outcome (empty: E-NC, I-C; filled: E-C, I-NC). Response times in the four 

conditions were submitted to a 2 x 2 ANOVA with the independent variables Encoded location 

(Empty/Filled) and Outcome location (Empty/Filled). This resulted in a main effect of Encoded 

location, with significantly slower responses if the target location was empty during encoding, 

F(1,32) = 76.4, p < 0.001, ηp2 = 0.705 (Empty at encoding: M = 1669, SE = 43.5; Filled at 

encoding: M = 1482.49, SE = 37.49). In addition, empty outcome locations were associated 

with slower response times than filled outcome locations: main effect of Outcome location, 

F(32) = 9.17, p = 0.005,  ηp2 =  0.223 (Empty outcome: M = 1605.96, SE = 40.45; Filled 

outcome: M = 1545.68, SE = 40.41).  

 Importantly, a highly significant Encoded location X Outcome location interaction, 

F(1,32) = 424.55, p < 0.001, ηp2 = 0.930, indicated that responses were fastest when the location 
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was filled during both the encoding and at the outcome (I-NC: M = 1070, SE = 37.72) and 

slowest when an empty location remained empty (M = 1401.14, SE = 40.88). 

 These results confirm that both encoding and responding to an empty location results 

in slower response times compared to filled locations.  

 

8.3.2.2. Reaction times: Pattern density 

 If the target location is represented as a separate unit of information, then encoding the 

target amongst multiple identical items will hinder performance. Namely, encoding an item 

will be harder in the presence of multiple other items (dense patterns), and encoding an empty 

location will be harder in the presence of multiple other empty locations (sparse patterns). 

However, according to my hypothesis, empty locations are not represented as unique pieces of 

information, but as part of the global pattern. Therefore, increasing the number of items in the 

pattern was predicted to impair performance when tested on an item (I-NC, I-C), while 

increasing the number of empty locations in the pattern was predicted to have a less pronounced 

effect when tested on an empty location (E-NC, E-C). Descriptive statistics of response times 

as a function of pattern density are displayed in Table C3. 

 A significant Condition X Pattern density interaction, F(6,192) = 3.85, p = 0.001,  ηp2 

= 0.107, revealed that the ratio in which the two types of content were presented affected 

response times differently depending on the Condition (Figure 8.7a).  

 Presenting more items significantly impaired performance in the item/change and 

item/no change conditions (linear trends: I-NC, F(1,32) = 41.38, p < 0.001; I-C, F(1,32) = 

45.05, p < 0.001). In addition, presenting more empty locations slowed down responses in the 

empty/change condition (linear trend: E-C, F(1,32) = 11.06, p = 0.002), while responding in 

the empty/no change condition was slowest when the two types of content was presented 

equally (quadratic trend: E-NC, F(1,32) = 11.48, p = 0.002). 
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 The impairment resulting from encoding the target amongst multiple identical locations 

(i.e. an item in a dense pattern or an empty location in a sparse pattern) was compared across 

conditions (Figure 8.7b). The largest impairment by varying the ratio of items and empty 

locations in the pattern occurred in the item/no change condition, followed by the item/change 

condition (I-NC/I-C: t < 2, p > 0.1). Performance in the empty/change condition was 

significantly less impaired (I-C/E-C: p = 0.043). Lastly, the ratio of items and empty locations 

had the smallest impact on the empty/no change condition (E-C/E-NC: t < 2, p > 0.1). 

 

 

     
 

Figure 8.7. The impact of pattern density on reaction times in the four conditions. a) Performance at Sparse, 
Medium density and Sparse patterns in the four conditions. b) The impairment resulting from presenting 
the target amongst multiple identical locations. Difference scores were calculated by subtracting reaction 
times when the target was presented amongst multiple identical locations from the reaction times when the 
target location was more salient (Dense – Sparse when encoding items and Sparse – Dense when encoding 
empty locations). 
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 Therefore, in line with the predictions, increasing the number of items in the pattern 

significantly impaired performance on the items (I-NC, I-C), while increasing the number of 

empty locations in the pattern had a less pronounced effect on reaction times (E-NC, E-C). 

 

8.3.2.3. Reaction times: Pattern size 

 Similarly to the predictions regarding accuracy, the size of the overall pattern was 

predicted to impact performance more when the target location was empty during encoding (E-

NC, E-C) compared to when it was filled (I-C, I-NC). Descriptive statistics of response times 

as a function of pattern size are displayed in Table C4. 

 Responses were slower overall in the presence of larger patterns (main effect of Pattern 

size, F(1,32) = 17.9, p < 0.001). Crucially, however, this effect was qualified by a significant 

Condition X Pattern size interaction, F(3,96) = 6.04, p = 0.001, ηp2 = 0.159, confirming that 

increasing the size of the overall pattern from 4 to 8 tracked locations had a different impact 

on response times depending on the condition (Figure 8.8.).  

 Response times after encoding small and large patterns were not significantly different 

in the item/no change and item/change conditions (I-NC, t(32) = 1.14, p = 0.260; I-C, t(32) = 

0.39, p = 0.695). Doubling the size of to-be-remembered locations did not affect reaction times 

when the participant was tested on an item, indicating that the representations of items were 

independent from the representations held on other locations, therefore, if the encoding of the 

item was successful, then responding was not slowed down by the number of other locations 

that had also been encoded. 

 In contrast, performance was significantly impaired at larger patterns if the participant 

was tested on an empty location (E-NC, t(32) = 4.21, p < 0.001; E-C: t(32) = 5.54, p < 0.001), 

suggesting that the entire pattern had to be retrieved in order to respond correctly, which in 

turn slowed down response times in these conditions. 
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Figure 8.8. The effect of pattern size on the four conditions. While responses were slower after encoding 
large patterns when tested on an empty location (E-NC, E-C), response times were unaffected by the size 
of the overall pattern when tested on an item (I-NC, I-C). 

 
 
 

8.3.3. Gaze data 

 Gaze data were analysed for the 5s encoding interval while the tracked locations were 

presented. As predicted, participants spent a significantly larger proportion of time encoding 

filled compared to empty target locations preceding correct responses in both blocks. (Block1: 

t(32) = 15.39, p < 0.001, filled: M = 24.52, SD = 8.11, empty: M = 3.57, SD = 1.99, Block2: 

t(32) = 14.75, p < 0.001, filled: M = 11.24, SD = 3.85, empty: M = 1.48, SD = 1.07). The 

distribution of participants’ target looking time to empty and filled locations across the 5s 

encoding interval is displayed in Figure 8.9. 
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Figure 8.9. Proportion of correct trials as compared to all trials as a function of target location, collapsed 
across participants. a) Block 1 (4 tracked locations) b) Block 2 (8 tracked locations). The dashed lines 
indicate the amount of time dedicated to the target location by an ideal observer (5000ms encoding time/the 
number of locations: 1250ms in Block1 and 625ms in Block2). The blue and red dashed lines indicate the 
average target looking times observed in the data with regard to filled and empty locations, respectively. 
(Filled target/Block1: M = 1140.3ms, SE = 203.1ms; Filled target/Block2: 489.3ms, SE = 120.4ms; Empty 
target/Block1: M = 168.3ms, SE = 65.6ms; Empty target/Block2: M = 69.6ms, SE = 42.8ms). Only valid 
trials were included in this analysis (>70% gaze data across the 5s encoding interval). 
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Crucially, the time spent looking at the target during encoding significantly predicted 

subsequent accuracy if the target location was filled during encoding (Block1:  χ2(1) = 11.58, 

p = 0.0007, Block2: χ2(1) = 26.94, p < 0.0001) but not when it was empty (Block1: χ2(1) = 

1.65, p = 0.199, Block2: χ2(1) = 0.08, p = 0.777). (The data were subsetted depending on the 

identity of the target location (filled/empty) in each experimental block. The data in each subset 

was entered into a mixed effects logistic regression model. The proportion of looking in the 

target AOI compared to the entire scene was used as the fixed factor and participant as the 

random factor. R, package: glmer). 

In addition, we investigated whether these differences may have resulted from the 

relative salience of the filled compared to the empty locations during encoding. Therefore, we 

analysed the data for the 5s memory delay interval while all the tracked locations were 

concealed following the steps described above. looking at the card during the delay phase that 

the participant was later tested on significantly predicted accuracy if the location concealed by 

the card was filled (Block1: χ2(1) = 4.622, p = 0.0316; Block2: χ2(1) = 17.065, p = 0.000036). 

In contrast, the time spent looking at the card that concealed an empty target location did not 

significantly predict later accuracy. (Block1: χ2(1) = 0.223, p = 0.636; Block2: χ2(1) = 3.496, 

p = 0.0614).  

 These results indicate that direct visual attention was linked to subsequent memory 

performance in case of filled locations. However, if participants succeeded at change detection 

regarding an empty location, their strategy was independent from allocating direct visual 

attention to the empty location itself. 

 

8.3.4. Pupil dilation 

 Pupil dilation data on correct trials was analysed for the encoding and memory retention 

intervals. My primary interest was to measure cognitive processes during the memory retention 
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interval, but pupil dilation was also analysed for the preceding encoding interval to determine 

whether the effects present during retention were purely a consequence of prior encoding 

processes.  

 According to the prediction, pupil dilation – indicating the amount of working memory 

invested into maintaining the location information during the delay – will reflect the number of 

items that the participant has to remember, but not the number of empty locations, as empty 

space is encoded merely as a property of the pattern and not as separate entities. 

 In order to assess whether pupil dilation differed reliably as a function of the number of 

to-be-remembered items, permutation analysis was conducted on the data (R, package: 

permutes, np = 1000). During permutation analysis the condition labels are randomly 

reassigned to the data and the test statistic is recomputed at an initial significance threshold of 

p < 0.05 at each time point. Since the p values resulting from permutation analysis are not yet 

corrected for multiple comparisons, the alpha level was adjusted to an expected false discovery 

rate of 5% using the method of Benjamini and Hochberg (1995), as suggested by previous 

studies analysing pupil data (Einhäuser et al., 2008; Katidioti et al., 2014; Lavín, San Martín et 

al., 2014; Preuschoff et al., 2011; Mill et al., 2016). 

 Permutation analysis was performed separately on the data in the two experimental 

blocks (Figure 8.9.). The black lines/top lines correspond to the time points where the 

uncorrected p values indicated a significant difference in pupil dilation across the 3 ratios, and 

the red lines/bottom lines display the p values after correcting for multiple comparisons. 

 The presentation of the small patterns in the first block did not elicit reliable differences 

in pupil dilation. In contrast, pupil diameter during the presentation of larger patterns was 

significantly different depending on the number of items presented. Permutation analysis 

indicates a significant effect during the memory delay phase starting approximately 1s after the 

content of the cards was concealed, which was sustained for approximately 2s while no visual 
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changes occurred in the scene and participants were required to retain the contents of the cards 

in memory (6000ms-8000ms, Figure 8.9b). 

 
 

Figure 8.10. Changes in pupil dilation depending on the ratio of items and empty spaces at the tracked 
locations in the two experimental blocks. a) Changes in pupil diameter across the encoding and memory 
delay phases in the two blocks b) F values resulting from the permutation analyses at each time point across 
the encoding and memory retention intervals. The black lines/top lines depict the time points where the 
uncorrected p values indicate a significant difference in pupil dilation depending on pattern density (p < 
0.05), and the red lines/bottom lines depict the significant p values after Benjamini-Hochberg correction 
for multiple comparisons. 
 

 
 In order to confirm the prediction that more items would elicit larger pupil dilation, two 

intervals were selected where permutation analysis indicated a significant difference: the 2000-

3000ms interval during the encoding phase and the 6000-8000ms interval during the memory 

delay phase. Two one-way repeated measures ANOVAs were conducted on the pupil data 

averaged within the analysis windows in the encoding and memory delay phases with the 

independent variable Pattern density: Sparse (2 items + 6 empties), Medium (4 items + 4 
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empties) and Dense (6 items + 2 empties). All pairwise comparisons were Bonferroni corrected. 

Pattern density had a marginally significant effect on pupil dilation during the encoding phase, 

F(2,64) = 2.84, p = 0.066, ηp2 = 0.082, with larger pupils in response to dense patterns with 

more items compared to sparse patterns with fewer items (p = 0.048; Dense: M = 0.271, SE = 

0.022; Sparse: M = 0.249, SE = 0.022). No other comparisons were significant. 

 Crucially, during the memory delay phase while none of the tracked locations were 

visible, denser patterns with more items elicited significantly larger pupil dilation compared to 

sparser patterns, despite the fact that the same number of locations were required to retain 

overall. (Main effect of Pattern density, F(2,64) = 6.90, p = 0.002, ηp2 = 0.178, Dense/Sparse: 

p = 0.005, Medium density/Sparse: p = 0.004, Medium density/Sparse: p = 1.000. Dense: M = 

0.179, SE = 0.025; Medium: M = 0.171, SE = 0.020, Sparse: M = 0.139, SE = 0.021.) 

Importantly, the differences in pupil dilation observed during the memory delay phase could 

not have resulted from any visual differences between the scenes during the encoding phase, 

as permutation analysis indicated no significant differences across ratios either at the end of 

the encoding phase or immediately after the tracked cards turned over (5000ms).  

 These results indicate that participants’ pupils were significantly more dilated when 

retaining a larger number of items in memory, despite the fact that the overall size of the pattern 

was constant throughout the block. Consequently, the number of empty locations was not 

reflected in the magnitude of pupil dilation, indicating that items and empty locations do not 

compete for the same short-term memory resources. 
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8.4. Discussion 
 

 In this experiment, I tested participants’ ability to encode and retrieve information 

regarding empty locations using a novel paradigm in which participants had to track a number 

of empty and filled location individually, and they could not infer the absence of an item from 

the presence of items elsewhere. 

 During encoding, participants looked significantly longer at filled compared to empty 

locations, and the amount of time looking at the target location only predicted performance if 

the location held an item. This indicates that participants adopted a strategy of encoding empty 

targets that did not involve visually attending to the relevant locations. Crucially, behavioural 

performance in all conditions was significantly above chance in the presence of both small and 

large patterns. These results are in line with previous evidence suggesting that relational 

information between the spatial positions of items can be encoded without allocating direct 

visual attention to any of the relevant items (Yuan et al., 2016). 

 Secondly, in line with previous evidence, participants’ pupil dilation increased with the 

number of items that they were required to maintain in memory (Kahneman & Beatty, 1966; 

Alnæs et al., 2014; Unsworth & Robinson, 2015), whereas the encoding of empty locations 

was not reflected in the amount of pupil dilation. These differences in pupil diameter only 

reached significance in the second block involving a higher memory load, and there was no 

further increase in dilation beyond the short-term memory capacity limit of 4 items. This is in 

accordance with the evidence that pupil reaches asymptote close to the critical memory 

threshold (Unsworth & Robinson, 2015). These findings thus provide further evidence for the 

hypothesis that while pupil dilation increases with the number of items held in memory, empty 

locations and the absence of items are not tracked as unique pieces of information and hence 

do not compete for the available short-term memory ‘slots’ (Luck & Vogel, 1997; Zhang & 

Luck, 2011) or resources (Bays & Husain, 2008; Bays et al., 2009). 
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 Thirdly, behavioural performance was significantly superior in the conditions that 

involved the encoding of a filled target location, which is unsurprising given the amount of 

prior experience representing and retrieving items compared to the rarer demand of 

representing empty locations.  

 Crucially, however, participants did not only respond less quickly and less accurately 

to empty locations, but they had adopted a radically different strategy to encode these locations 

compared to the ones that contained items. Responding to items was impaired proportionately 

to the number of items to encode and irrespective of the number of additional, empty locations. 

This was confirmed by the finding that if the participant was tested on an item, then both speed 

and accuracy at 2 items and 2 empty locations were indistinguishable from the performance at 

2 items and 6 empty locations.  

 In contrast, increasing the number of empty locations in the scene did not result in worse 

performance when tested on one of the empty locations. In fact, accuracy at an empty location 

was worst when the two types of content were equally frequent, indicating that participants 

encoded the locations as a pattern and attempted to bind the two types of content to different 

parts of the pattern by memorizing the type of location with fewer instances (Chang et al., 

2012).  

 Correspondingly, doubling the size of the overall pattern affected the memory for the 

empty locations disproportionately more than the memory for the items. If a set of locations 

was encoded as part of a global pattern, responding to an individual location might have 

required the retrieval of the entire pattern, as suggested by the study that found no memory 

enhancement if only a part of the pattern was present at retrieval (Papenmeier et al., 2012). The 

finding that more empty locations in a pattern do not hinder performance, while increasing the 

size of the overall pattern results in a significant impairment supports the hypothesis that empty 
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locations were encoded as part of the holistic representation of the scene and not as separate 

units of information. 

 Therefore, behavioural performance is closely aligned with the pupil dilation data, both 

lines of evidence suggesting that items were and empty locations were not tracked and retained 

as separate representations. In view of these results, future studies should investigate the time 

course and the attentional allocation associated with forming both independent partial 

representations as well as a holistic representation of the same scene.  

 In Experiment 5, the two strategies might have been adopted in succession within the 

5s encoding interval at each trial, or the global representation may have been derived from the 

information held on each item, accruing no additional encoding time. However, the gaze data 

suggests that participants did allocate time to encode the empty locations, only that this time 

was not spent at the empty location itself. Average looking at a filled target location was 

proportionate to the number of tracked locations overall: 24.5% in case of 4 locations and 

11.24% in case of 8 locations. Correspondingly, participants only spent 3.57% and 1.48% of 

their encoding time at an empty target location. Therefore, I hypothesise that participants 

divided their time equally among the locations, and in case of filled locations they spent the 

relevant portion of the time fixating at the target, while in case of the empty locations that time 

was spent scanning the holistic pattern. 

 The results of the current experiment contribute to the interpretation of the finding that 

infants under approximately 2 years of age show no evidence of representing empty locations. 

While infants respond to the magical disappearance of an object – measured through increased 

looking times and brain electrical activity – they do not show a similar response when an object 

magically appears at an empty location (Wynn & Chiang, 1998; Kaufman et al., 2003a). 

Indeed, even adult participants in this experiment made significantly fewer errors when 
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detecting the deletion of an item compared to detecting the addition of an item at an empty 

location.  

 Our task strongly favoured the serial encoding of locations and their storage as separate 

representations. Firstly, tracked locations were presented in an array of distractors, and 

participants were required to retrieve accurate information regarding a single probe. Secondly, 

the pattern of cards provided no salient grouping cues and participants were not aided by 

configural information at retrieval. Lastly, participants had received explicit instructions to 

track each location individually. Despite that, empty locations were not encoded as unique 

pieces of information but merely as a property of the spatial configuration. Future studies 

should investigate whether it is at all possible to form such unique representations about empty 

locations or the absence of any item at a specific location, as in case of an absent visual object 

there might simply be nothing to represent. 
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Chapter 9 

Conclusions 

 

9.1. Surprise as a potential filtering mechanism in infant learning 

 In Experiments 1, 2 and 3 I explored whether an impossible event that – presumably – 

violated infants’ expectations would enhance their subsequent learning and memory. This 

hypothesis was motivated by the adult literature suggesting that surprising visual items are 

detected faster and hold participants’ attention and gaze longer than predictable stimuli 

(Horstmann, 2005; Horstmann & Hervig, 2015; 2016; Võ & Henderson, 2009; Underwood et 

al., 2007; Võ et al., 2010; Henderson & Hollingworth, 2003). Moreover, surprise in adults has 

been shown to trigger cognitive processes that enhance encoding and memory consolidation 

beyond the time spent looking at the surprising item (Nassar et al., 2012; McGuire et al., 2014; 

Cyr & Anderson, 2015; Grimaldi & Karpicke, 2012; Brod et al., 2018; Swallow & Jiang, 2010; 

Swallow et al., 2012). Correspondingly, a number of developmental findings have also 

suggested that encountering an event that contradicts a prior expectation enhances learning in 

young children (Bonawitz et al., 2012; Stahl & Feingenson, 2017), as well as in infants (Stahl 

& Feingenson, 2015). According to this evidence, the cognitive processes underlying the 

surprise response would help the learner discard the predictable events with low information 

gain and to focus on the unpredicted event, which in turn would allow the learner to form more 

accurate future predictions that incorporate the surprising information.  

 Despite the above evidence, the data from Experiments 1, 2 and 3 did not support this 

hypothesis. Firstly, in Experiment 1 infants did not learn better about an object that had 

previously violated the principle of object permanence. Importantly, however, I did not obtain 

evidence that infants had detected this violation. Instead, looking times to the possible and 

impossible events reflected the amount of perceptual novelty embedded in the scene, with 
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longer looking to the first trial overall. While traditional looking time paradigms presenting a 

violation and a non-violation trial in a counterbalanced order often find that the violation only 

has an effect if it is presented first, the order effect in Experiment 1 is pointing in a different 

direction. In Experiment 1, it was not the condition of the first trial (violation/non-violation) 

that was responsible for the effect, i.e. infants did not only look longer to the first trial if it was 

also a violation. Instead, when comparing all first trials to all second trials, irrespective of 

whether they entailed a violation or not, infants showed longer looking times after the 

presentation of the first trial. This result indicates that it was not the perceptual novelty of the 

first trial in conjunction with a violation that resulted in longer looking times, but the perceptual 

novelty of the first trial alone was sufficient to elicit the pattern observed in the looking time 

data. 

 However, unlike previous studies (Baillargeon, 1987a; Baillargeon et al., 1985; Xu & 

Carey, 1996; Spelke et al., 1992; Wang et al., 2005), Experiment 1 involved the disappearance 

of an unfamiliar object. Logically, the abstract idea that ‘no object should magically disappear’ 

can be extended to any object, even in the absence of specific object knowledge.  

 However, infants’ expectations regarding what objects can and cannot do might be 

grounded in their experience with these particular objects. These experience-based 

expectations – e.g. ‘balls do not disappear’ and ‘toy puppets do not disappear’ – might then be 

gradually extended to other tokens and to other categories of objects until a more holistic 

understanding is achieved. Correspondingly, there is experimental evidence to suggest that the 

same tasks elicit different responses from infants depending on their prior familiarity with the 

objects (Chiang & Wynn, 2000; Shinskey & Munakata, 2005). This interpretation is therefore 

compatible with the idea that infants’ representations go through a gradual development from 

initially weak, sensory representations onto more generalisable, symbolic representations 

(Shinskey & Munakata, 2005; Fischer & Bidell, 1991; Munakata et al., 1997; Mareschal, 
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2000). Thus, the sudden disappearance of an entirely novel object in a novel context may not 

have resulted in a surprise response that was strong enough to trigger learning.  

 Therefore, in Experiment 2 I replicated the stimulus and design used by Stahl & 

Feingenson (2015) to test whether the violation of spatio-temporal continuity would enhance 

infants’ ability to learn a new property about the object that had previously surprised them. 

Unlike in Experiment 1, familiar objects were used in this study that the infant was likely to 

have had ample experience with. 

 Contrary to the findings of Stahl & Feingenson (2015), infants in Experiment 2 did not 

succeed at learning the new property either after knowledge-consistent or knowledge-violation 

events. However, this paradigm was not designed to provide direct evidence that infants 

detected the violation. Therefore, the results might be attributed to the fact that surprise did not 

enhance learning, or that the violation of continuity did not surprise infants in this experiment, 

or both. 

 Importantly, while Experiments 1 and 2 did not yield direct evidence for the presence 

of surprise following the violations, Experiment 3 confirmed through three independent lines 

of evidence that infants responded when a familiar item was mislabelled.  

 Firstly, mislabelling elicited increased pupil dilation compared to correct labelling, 

which confirms earlier findings that pupil dilation is a reliable index of surprise in both adults 

(Yu & Dayan, 2005; Kloosterman et al., 2015; Preuschoff et al., 2011; Lavín et al., 2014; ) and 

infants (Jackson & Sirois, 2009; Sirois & Jackson, 2012; Gredebäck & Melinder, 2011; Hepach 

& Westermann, 2016). 

 Secondly, in line with previous literature (Walden et al, 2007; Dunn & Bremner, 2017), 

mislabelling a familiar object in Experiment 3 increased infants’ social looking to the parent. 

While violation-of-expectation paradigms rely on the assumption that surprise elicits increased 

looking at the unexpected event, surprise might also trigger a look away from the event in order 
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to seek information elsewhere. Therefore, the measure of social looks might capture an 

important mechanism underlying infants’ looking behaviour which might otherwise remain 

undetected in the traditional analysis of looking times.  

 In addition, infants in the novel label group (dog = ‘moxie’) showed increased looking 

to the parent, independently of the effect of mislabelling. This finding indicates that the 

cognitive impact of surprise or uncertainty is not always constrained into a narrow temporal 

window, but, rather, it might elicit a more widespread effect.  

 Thirdly, in order to further examine the link between surprise and looking behaviour, I 

analysed infants’ fixation patterns following mislabelling and correct labelling. According to 

the adult literature, visual attention is captured by the surprising element in the scene 

(Horstmann & Hervig, 2015; 2016; Underwood et al., 2007; 2008; Võ & Henderson, 2009; Võ 

et al., 2010), which serves as the underlying assumption in infant looking time paradigms 

(Baillargeon et al., 1985; Baillargeon, 1995).  

 Interestingly, the violation of a mismatching familiar label (dog = ‘banana’) elicited 

longer fixations at the object, while novel labels (dog = ‘moxie’) were more likely to draw 

attention away from the object. While certain types of surprises might induce a moment of 

behavioural freezing – in accordance with the adult literature (Reisenzein, 2000; Meyer, 1997; 

Horstmann, 2006; Schützwohl, 1998) – other types of surprises might result in a more specific 

information seeking behaviour that elicits a look away from the unexpected event. This finding 

highlights the importance of the context of surprise and the type of violation that the infant is 

presented with, indicating that surprise does not directly translate into longer looking in infants. 

Relatedly, longer looking does not necessarily mean that the additional time is used for 

strategic visual exploration and detailed encoding; as it is suggested by the fact that although 

infants in the mismatching label condition looked longer at the object, they did not show 

enhanced recognition memory.  
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 Despite clear evidence that infants had detected the lexical violations in Experiment 3, 

they were not more likely to remember the items that had previously surprised them. Instead, 

all previously presented items elicited a highly significant increase in pupil dilation compared 

to novel items; a finding reflecting the pupil old-new effect (Võ et al., 2008). Although several 

studies have shown this effect in adults (Võ et al., 2008; Otero et al., 2011; Goldinger & Papesh, 

2012; Otero et al., 2011; Kafkas & Montaldi, 2015), only one previous study had replicated 

this finding in infants (Hellmer et al., 2018). In line with these results, Experiment 3 has also 

confirmed that pupil dilation is a reliable index of recognition memory performance in 17-

month-old infants.  

 Critically, the experimental evidence in my studies does not support the hypothesis that 

surprising events provide a special opportunity for learning in infancy. Importantly, however, 

the question regarding the impact of surprise is closely linked to the assumptions regarding the 

cognitive content of surprise itself.  

 On the one hand, Stahl & Feingenson claim that certain surprising events violate strong 

‘symbolic’ representations – i.e. principles of core knowledge –  which had been formed prior 

to the experiment. These violations might then trigger an attempt to resolve the discrepancy, 

and thus even a single instance of knowledge-violation can result in a strong cognitive and 

behavioural impact. This interpretation of surprise as a potential filtering mechanism 

throughout learning is compatible with the view that learning is driven by curiosity and active 

information seeking (Bazhydai et al., 2020; Twomey & Westermann, 2018). However, 

curiosity-driven learning – at least in adults – involves a number of highly complex processes; 

firstly, a reflection on current knowledge states (Wade & Kidd, 2019), an understanding that a 

new event cannot be explained based on prior knowledge, a motivation to reduce uncertainty 

and lastly, the cognitive effort to acquire a specific piece of information and build a new 

framework of knowledge (Oudeyer & Smith, 2016). In turn, the generated intrinsic reward 
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upon reducing the uncertainty will drive new sequences of curious, exploratory behaviour, 

which in turn will result in further learning (Oudeyer et al., 2007).  

 On the other hand, surprise might be interpreted in an altogether different framework 

that does not entail almost any of the above mentioned mechanisms. Importantly, the Bayesian 

interpretation of surprise as the discrepancy between prior and posterior beliefs was initially 

developed in the context of sensory predictions in the visual domain (Rao & Ballard, 1999; Itti 

& Baldi, 2009; Friston, 2018). According to this account, the brain continuously and 

involuntarily forecasts a sequence of sensory stimuli and responds – measured via neural 

activation – if the environment does not conform to these predictions. In the auditory domain, 

the mismatch negativity response has also been interpreted in a Bayesian framework, indicating 

that the brain automatically monitors the auditory environment and responds when the previous 

sound pattern is violated (Garrido et al., 2009). Importantly, the mismatch negativity response 

has been observed in newborn infants (Stefanics et al., 2009) and in comatose patients (Fischer 

et al., 1999), which reveals that these responses do not necessarily result in any overt 

behavioural output.  

 In this framework, the discrepant events violate certain ‘sensory’ representations. These 

violations might be best described as events that fall outside the confidence interval of a 

probability distribution that is continuously and automatically calculated in order to predict the 

upcoming sensory events in the environment. Consequently, the effect of these violations 

create an error term, which might result in the recalculation of the probabilities, and, ultimately, 

a gradual update of sensory predictions. 

 Intriguingly, this dichotomy between the violations of ‘symbolic’ and ‘sensory’ 

representations seems to resemble the long standing debate in infant cognition regarding the 

interpretation of looking times (e.g. in the domain of numerosity, see Wynn, 1992; Wakeley et 

al., 2000a; Wynn, 2000; Wakeley et al., 2000b). As discussed in Chapter 6, longer looking to 
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a particular outcome might be interpreted as evidence that the event violates a pre-existent, 

rule-based representation (Spelke, 1994; Baillargeon, 1995; Carey, 2009) or on the basis of the 

amount of sensory novelty and familiarity embedded in the event (Bogartz et al., 1997; 2000; 

Rivera et al., 1999; Schöner & Thelen, 2006). While both of these phenomena might be referred 

to as ‘surprise’, the cognitive implications are radically different, and the interpretation of the 

impact of surprise will depend on what ‘surprise’ is taken to mean. Consequently, when 

significant results are obtained through a particular dependent measure, it is unclear which of 

the two types of surprises is inferred and what type of cognitive phenomena we expect to occur 

as a result.  

 The problem of inferring the cognitive content of surprise and interpreting its impact 

might be presented through the working example of a recent paper (Kayhan et al., 2019). In 

this task, infants saw a bee with a particular colour appear at the same location in the scene 

throughout multiple trials (e.g. red bee at location1). Every now and again, a bee with a different 

colour was introduced at a new location, thereby violating the previous regularity (e.g. blue 

bee at location2). Importantly, this event was followed by a number of identical trials, thereby 

introducing a new, predictable sequence (i.e. a sequence of blue bees appearing at location2). 

Furthermore, predictable regularities were occasionally violated by presenting a bee with a new 

colour at a new location (e.g. yellow bee at location3); however, these events did not introduce 

a new sequence, and hence they were uninformative regarding the location of the bee on the 

subsequent trial. The study found that infants successfully learnt the predictive value of the 

colour of the bee: if a new bee was introduced whose colour signalled the start of a predictable 

sequence, infants expected the subsequent bee to appear at the same location (measured via 

fixation latencies). However, if the new bee did not reliably predict the location of the bee on 

the next trial, infants did not update their predictions.  
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 The authors interpret these results in line with the findings of Stahl & Feingenson 

(2015), and attribute infants’ learning to the violation of a previously computed regularity. In 

line with this interpretation, it might be suggested that infants additionally distinguished 

between reducible and irreducible uncertainty, selectively attended to reducible uncertainty and 

managed to dispel that through surprise-based learning. 

 Crucially, however, it is difficult to see how these results differ from the long-

established model that infants are capable of extracting statistical regularities from the 

environment and responding appropriately (Saffran et al., 1996; Kirkham et al., 2002; Saffran 

& Kirkham, 2018). In fact, a task that involves cues that always or never predict the following 

sequence (Kayhan et al., 2019) is substantially easier than previous statistical learning tasks in 

which not all cues were fully reliable and infants had to work out the transitional probability 

of sounds (Saffran et al., 1996) or images (Kirkham et al., 2002). 

 Moreover, the same mechanism that enables statistical learning might fully explain 

infants’ ability to update sensory predictions. It would appear that responding to a change in a 

particular sensory regularity (i.e. ‘detecting a violation of expectation’) is a necessary 

precondition for learning a new regularity; which is to say that processing patterns and 

detecting changes in patterns are two sides of the same coin. Therefore, it would appear that 

introducing the idea of violation-of-expectation, surprise and surprise-based learning are 

unnecessary to account for the results of Kayhan et al. (2019). 

 As suggested by the above study, the same experimental results might be explained 

through surprise-based, selective learning, as well as via the automatic recalculation of the 

probabilities of the incoming sensory stimuli. As discussed in Chapters 1 and 6, the measure 

of looking times in infant violation-of-expectation paradigms is often criticised based on the 

fact that it responds both to perceptual novelty as well as to breaches of physical laws and 

rational action. However, the problem of disentangling the possible content of surprise and 
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predicting the resulting cognitive and behavioural outcome might go beyond the debate on 

infant looking times.  

 As discussed in Chapter 1, eye-tracking data with adults reveals very similar gaze 

patterns in response to violations of sensory regularities that were built up in the context of the 

experiment (Horstmann & Hervig, 2015; 2016; Horstmann, 2015) and the violations of 

‘semantic rules’ (Underwood et al., 2007; Võ & Henderson, 2009; Võ et al., 2010). Both types 

of surprising stimuli seem to be detected more quickly than other objects in the scene and 

participants’ gaze dwells longer in the regions that contain the surprising stimuli. Importantly, 

these changes in gaze patterns have been observed in the absence of overt change detection in 

adults (Ryan & Cohen, 2004; Henderson & Hollingworth, 2003; Võ et al., 2010). 

 In addition to gaze patterns, increased pupil dilation has been observed in response to 

the violation of auditory regularities in a paradigm that closely resembled the one used for 

studying the mismatch negativity response (Zhao et al., 2019). In stark contrast, pupil dilation 

also responds to the violations of abstract rules which have been derived through an effortful 

cognitive process, such as the unexpected loss or gain in a gambling task (Preuschoff et al., 

2011; Lavín et al., 2014). In addition, similarly to gaze patterns, pupil dilation in response to 

surprise is not a priori associated with any overt change detection in adults (Laeng et al., 2012).  

 Furthermore, increased theta oscillations in infants have been linked to detecting 

violations of addition and subtraction (Berger et al., 2006), solidity and cohesion (Köster et al., 

2019) and goal-directed behaviour (Reid et al., 2009). These results have been interpreted by 

a recent review as further support for the claims of Stahl & Feingenson (2015), namely that 

‘surprise’ upon the violations of strong prior beliefs is measurable in terms of neural activation 

– moreover, with a signal that is routinely linked to learning and memory encoding (Begus & 

Bonawitz, 2020). Again, in stark contrast to this interpretation, frontal theta power has been 

linked to novelty detection in both adults (Cavanagh et al., 2012; Harper et al., 2017; 
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Missionnier et al., 2006) and infants (Bosseler et al., 201314; Gilley et al., 2017). Importantly, 

a paper observing differences in theta modulation in response to auditory oddballs in sleeping 

2-month-old infants (Gilley et al., 2017) also uses the word ‘surprise’ when interpreting a 

change in the dependent measure. 

 Therefore, the ‘mapping problem’ of the looking time measure (Aslin, 2007) – namely 

that a number of different mechanisms may result in the same changes in the dependent variable 

– is not easily solved even by introducing parametric measures with excellent temporal 

resolution. Rather than merely a methodological issue, it would appear that the dichotomy 

between the likely impact of ‘symbolic’ and ‘sensory’ violations poses a more profound 

theoretical problem.  

 A potential interpretation that may resolve this dichotomy is to conceive of these two 

types of phenomena as parts of the same continuum with no clear demarcation line. This 

interpretation is compatible with the suggestion mentioned above that the initially weak and 

fragile sensory representations continuously develop into more generalisable, abstract concepts 

throughout development (Fischer & Bidell, 1991; Munakata et al., 1997; Mareschal, 2000). 

 From a philosophical point of view, while sensory representations need not rely on 

additional symbolic representations, the reverse is unlikely to be true. As it has been pointed 

out by the British empiricists, it is extremely difficult (Locke, 1689), if not impossible 

(Berkeley, 1710), to mentally represent a triangle which is neither equilateral, nor right-angled, 

nor scalene, nor does it have particular sizes to its angles and lengths to its sides. In other words, 

according to Berkeley, the symbolic representation of a triangle necessarily entails a sensory 

representation of a particular triangle that is either retrieved from memory or constructed based 

on other memories. Irrespective of what concepts are taken to be and how they are derived, 

                                                
14 This study found increased theta power for the frequent stimuli in 6-month-olds, which the authors explain by 
increased cognitive effort in response to the stimuli that is more learnable. These results also suggest that the same 
measure might respond both to novelty and familiarity in different paradigms.  
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which is a question that goes beyond the framework of the current work, it is nevertheless 

noteworthy that symbolic representations are next to impossible to entertain without a sensory 

component.  

 Accordingly, several experiments with adults have shown that concepts are grounded 

in perceptual experience. For instance, reading about a nail that is hammered into a wall 

facilitates the subsequent recognition of the visual image of a horizontal nail. Conversely, 

reading about a nail that is hammered into the ceiling facilitates the recognition of a vertical 

nail (Stanfield & Zwaan, 2001). In a similar vein, listening to scene descriptions has been 

shown to elicit eye-movements that resemble the ones participants would be expected to make, 

had the images been presented visually (Spivey & Geng, 2001). In addition, hearing a word 

that is associated with brightness – such as ‘sun’, for example – has been shown to trigger 

pupillary constriction, as though the bright object was presented visually (Laeng & Sulutvedt, 

2014; Laeng & Endestad, 2012; Sperandio et al., 2018). Critically, this effect has been shown 

to be mediated by the conscious awareness of the participant, which seems to suggest that it 

was the mental image of the bright object that triggered the pupil response (Sperandio et al., 

2018). These and other results support the theory of embodied cognition, namely that symbolic 

concepts are anchored to sensory representations (Barsalou et al., 2003; Barsalou, 2008). 

 In light of this, the violation of strong, pre-existent knowledge may be inseparable from 

the idea of perceptual novelty. Irrespective of whether or not the principles of object 

permanence, solidity and continuity are innate or not, infants are likely to have had very little 

prior experience with objects that suddenly disappear, go through walls or reappear on the far 

end of a table. Therefore, these events are inherently more novel than their possible 

counterparts, with or without involving an additional violation of a priori knowledge. In 

contrast, events that accord with physical laws are inherently more familiar, because past 

events have almost always accorded with these laws. Indeed, the benefit of possessing 
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symbolic representations – either from birth or by eventually deriving them through induction 

– is that these representations are reliably applicable to the vast majority of empirical data, and 

therefore they are reusable. 

 According to the study by Stahl & Feingenson (2015), on which my initial hypothesis 

was based, it is the experience of observing the impossible that results in a learning benefit. 

However, based on the idea that infants are extremely competent in extracting statistical 

regularities from sensory data, it stands to reason to assume that they would not immediately 

discard a reliable rule only because of a single instance of a violation. In other words, if infants 

have a grips on the nature of statistical regularities to an extent that they are capable of 

extracting the transitional probability of word boundaries from an artificial language in two 

minutes (Saffran et al., 1996), then it is difficult to see why they would abandon a regularity 

that had never before been violated apart from the context of a single experiment. 

 In this light, it is possible that it is precisely the weaker, sensory representations that 

lend themselves to faster and more efficient updating; owing to the fact that infants may be less 

certain about their predictions, and therefore there is more room for learning. Considering 

infants’ limited prior knowledge, attentional and memory resources, if they were to discard 

their predictions each time an event seems to contradict it, it is possible that no learning would 

occur at all. Accordingly, in the framework of statistical learning, if an outlier violates a very 

strong regularity, then focusing on the outlier may be far less adaptive than maintaining the 

regularity. Furthermore, the idea that the brain automatically forecasts the upcoming visual and 

auditory stimuli and continuously updates these predictions based on the data seems to be 

compatible with that the primary role of prediction update is to account for most of the data, 

and not to obtain and reassess abstract, rule-based beliefs that are very rarely violated.  

 In summary, my inquiry regarding the impact of prediction violation did not confirm 

earlier findings that violations-of-expectation facilitate subsequent learning. While the 



 244 

violations of reliable knowledge that had been obtained long before the experiment did not 

appear to trigger learning, it is possible that other types of surprises might have a positive 

impact. However, according to the above interpretation on the role of surprise in learning, this 

impact may be reflected in slow, gradual shifts in sensory predictions, rather than a radical 

reassessment of solid prior knowledge based on a single discrepant event. 

 

9.2. Object-based attention and memory encoding 

 In line with the inquiry into the format of infants’ representations that are violated by 

an impossible event, in the second half of the work I explored whether infants would respond 

to the magical appearance of an object at an empty location.  

 As discussed in Chapter 6, the impossible disappearance events presented in previous 

paradigms (Wynn & Chiang, 1998; Kaufman et al., 2003a) might be solved both via 

representing the principle of object permanence (‘objects cannot magically disappear’), and via 

a sensory memory of the object that fails to appear at its previous location. In contrast, if a 

familiar object reappears in the scene after it had been removed, infants would only be surprised 

if they are able to represent that the object was not at that location. As opposed to the 

representation of a visual item at a particular location, the representation of emptiness or 

absence is not easily attained via sensory memories alone. Consequently, the rationale of this 

research was to investigate whether infants would respond with longer looking times to a 

scenario that violates an adult-like, symbolic representation (‘objects cannot appear out of 

nowhere’), but it does not contradict a sensory memory of a particular object. 

 Earlier studies did not find evidence for this ability in 6-month-olds (Kaufman et al., 

2003a) and 8-month-olds (Wynn & Chiang, 1998). Therefore, in Experiment 4, I tested 12-

month-old infants in a paradigm that allowed direct visual access to the empty location only 

seconds before the impossible outcome. Nonetheless, 12-month-olds did not look longer to the 
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scenario where the object appeared at the empty location, compared to when it appeared at its 

previous location. These results are consistent with earlier studies that failed to demonstrate 

this ability (Wynn & Chiang, 1998; Kaufman et al., 2003a). 

 Therefore, in Experiment 5, I tested this ability in adults using a novel paradigm. The 

task involved the simultaneous encoding of multiple items and empty locations and responding 

to changes that occur at one of the locations following a delay. The task was carefully designed 

in a way that participants could not infer the absence of items at a location from the presence 

of items elsewhere. In addition, previous studies that found positive evidence that adults 

detected the sudden appearance of items used novel objects (Ryan & Cohen, 2004; Brockmole 

& Henderson, 2005). Therefore, in these studies it may have been the low-level perceptual 

novelty of the discrepant object that attracted participants’ attention, rather than the violation 

of impossible appearance. In contrast, in Experiment 5 the item that was added to the empty 

location was always identical to the rest of the items used in the same trial, and therefore the 

discrepant item could not be detected based on its perceptual novelty.  

 Fixation patterns during encoding revealed that participants’ attention and gaze was 

drawn to the items but not to the empty locations, despite the fact that both types of information 

were equally task-relevant. As expected, the amount of time fixating on an object predicted 

subsequent memory performance when tested on an item. In contrast, the amount of time spent 

looking at the empty locations showed no relationship with behavioural accuracy when tested 

on an empty location. This finding provides strong support for the fact that, unlike items, empty 

locations were encoded as part of the global configuration. 

 Interestingly, participants’ pupil dilation during the delay phase reflected the number 

of items that the participant was required to maintain in memory, but the additional empty 

locations did not increase pupil diameter. From a methodological point of view, these results 

seem to suggest that pupil dilation is sensitive to the content of the information that is held in 
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working memory, rather than simply an index of the amount of cognitive effort invested into 

memory maintenance. From a theoretical point of view, this finding indicates that it is only 

distinct visual objects that compete for working memory resources, while empty locations are 

exclusively encoded as a property of the global pattern and not as unique pieces of information.  

 Lastly, behavioural performance was substantially poorer when participants were tested 

on an empty location compared to an item. In addition, both the accuracy and the reaction time 

data suggest that items were encoded serially, while parallel encoding was used in case of the 

empty locations. 

 In summary, all three lines of evidence from Experiment 5 suggest that representing 

empty locations or the absence of an item at a location requires a radically different strategy 

compared to representing objects. These results might help interpret the findings from previous 

infant studies (Wynn & Chiang, 1998; Kaufman et al., 2003a) and from Experiment 4, namely 

that while infants seem to respond to the disappearance of an item, they do not detect the 

appearance of an item at an empty location. 

 It would appear that both adults and infants rely on a highly efficient strategy to 

represent items, which does not seem to be suitable for representing empty locations. In line 

with this suggestion, there is evidence in the adult literature that attention is primarily object-

based; namely that attention directly selects distinct objects in the scene, rather than spatial 

locations (Scholl, 2001; Chen, 2012). In this view, the scene is segmented into proto-objects at 

a pre-attentive stage, which serve as the potential units for subsequent attentional allocation 

(Rensink, 2000). Once the object is attended to and encoded, an object file is created which 

contains information on the object’s location, as well as its visual features (Kahneman et al., 

1992). These object files might then be used to index particular objects by keeping track of 

their location history throughout potential changes to their surface features (Pylyshyn, 1989). 
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 The idea that the visual scene is parsed into specific objects, rather than a set of spatial 

locations is also supported by studies presenting two overlaid images and instructing adults to 

attend to one of them. In these tasks, participants often fail to detect salient changes that take 

place in the unattended image, despite the fact that the two images occupy the same spatial 

location (Simons & Chabris, 1999; Most et al., 2001). Furthermore, in line with the idea of 

object-based attention, adult studies show that participants are better at reporting two features 

of the same object than two features that pertain to two different, overlapping objects (Duncan, 

1984; Baylis & Driver, 1993).  

 In addition, the long-standing model on working memory capacity suggests that adults 

are able to maintain approximately four objects with four features, but not sixteen objects with 

one feature each (Luck & Vogel, 1997). This finding indicates that distinct objects serve as 

representational units in working memory, as it is also suggested by Experiment 5. 

 In addition to the representation of static scenes, dynamic scenes are also parsed into 

distinct, moving objects; as suggested by the multiple object tracking task (Pylyshyn & Storm, 

1988). In this task, participants first see a number of identical items, some of which are 

highlighted as targets. All items then begin to move independently and unpredictably, and 

participants are intermittently tested whether a flashing light falls on the location of a target, a 

distractor, or neither. Participants have been shown to be able to track approximately 5 items 

in an array of 5 additional distractors. Importantly, only distinct items can be tracked in this 

fashion, as it has been shown by an experiment that connected target and distractor items 

through lines or rectangles (Scholl et al., 2001a). Subsequently, the target and distractor items 

– the two ends of the same line – moved independently, as in the condition showing 

unconnected items. Performance was significantly impaired in the condition where the target 

item was linked to another item in space, indicating the difficulty of tracking a part of an object, 

rather than a distinct item.  



 248 

 Interestingly, a study showed that participants in the multiple object tracking paradigm 

might successfully track the target objects without detecting a change in their colour or shape 

(Scholl et al., 2001b). In contrast, participants were able to report the direction in which a target 

item was moving, and they accurately detected the disappearance of a target. This finding 

indicates that participants’ representations of the individual items are anchored to the spatio-

temporal information (i.e. location and motion trajectory), rather than the featural information. 

 A potential explanation to these findings comes from the visual indexing theory 

(Pylyshyn, 1989), namely that low-level visual processes automatically track distinct objects 

based on their spatio-temporal properties and make these objects accessible to the cognitive 

system through ‘pointers’. In order to track an object in this way, the object’s location and its 

direction of motion are the only relevant properties, therefore this low-level system is assumed 

to be feature-blind.   

 In addition, the information on an object’s location and direction of motion is 

maintained in the multiple object tracking paradigm even if the target item is briefly occluded 

throughout its motion trajectory (Scholl & Pylyshyn, 1999). Crucially, however, objects are 

only tracked successfully throughout an occlusion event if the object enters into occlusion 

along a boundary with fixed contours. In contrast, performance was significantly impaired if 

the object gradually shrunk until it disappeared and expanded as it reappeared. These results 

indicate that objects are tracked highly efficiently even if they momentarily disappear, but only 

if their disappearance conforms to the everyday experience of objects becoming invisible; 

namely that they move behind other objects with fixed contours.  

 Interestingly, a study demonstrated the same pattern of results in infants; while infants 

represented an object – either in a sensory or a symbolic format – if it was covered by a 

rectangle with sharp edges but not when the object gradually disintegrated (Kaufman et al., 

2005). Therefore, the ability to track objects while they are occluded in a certain way seems to 
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reflect the large amount of experience that both infants and adults have with visual objects 

being partially or fully blocked by other objects in the visual field.  

 In line with the adult literature, a number of researchers argue that – similarly to adults 

(Pylyshyn, 1989) – infants also use an indexing system that keeps track of an object’s location, 

thereby maintaining its unity as a single item (Leslie et al., 1998; Carey & Xu, 2001). 

According to this view, infants individuate between objects primarily based on spatio-temporal 

information (i.e. location and motion path), as the index of an object holds no information about 

the object’s visual features. This view seems to be supported by experimental evidence that 

individuation by surface features emerges later in development compared to individuation 

based on spatio-temporal information (Leslie et al., 1998; Spelke et al., 1995; Xu & Carey, 

1996; Krøjgaard, 2004). 

 According to a different view, infants prioritise location information and featural 

information based on the context; while smaller, graspable objects are encoded based on their 

locations, larger objects that do not lend themselves to manual exploration are preferentially 

encoded based on their surface features (Mareschal & Johnson, 2003; Kaufman et al., 2003b). 

 Importantly, both of these accounts explain infants’ early success at selecting and 

monitoring visual objects, either based on the location information or based on their surface 

features, or both. However, neither of these systems can easily maintain information on an 

empty location or the absence of an item at a particular location. With regard to the spatio-

temporal information, once an object is removed from the scene, the corresponding index is 

eliminated. Therefore, when the object reappears, it is not automatically linked to its previous 

index, but rather, a new index is assigned to it. With regard to the featural information, an 

empty location has no characteristic features, and if a familiar object reappears at is previous 

location (as in Experiment 4, as well as in previous paradigms), then this event does not violate 

the information held on the object’s features. Consequently, both accounts explain the 
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dichotomy between infants’ early success at the disappearance tasks and their simultaneous 

failure at detecting magical appearance.  

 As a third possibility, it is possible that infants do not – or do not fully or efficiently – 

represent the absence of objects because absent or missing entities are unlikely to provide a 

future learning opportunity. According to this account, infants cease to represent the removed 

object altogether as soon as it leaves the scene, because that object is not expected to participate 

in the scene. However, this account posits that it is precisely the removal, i.e. the disappearance 

of the object which renders it unworthy of attentional and memory resources, and, the lack of 

surprise at its reappearance is merely a consequence of its previous removal from the scene. 

However, the studies using impossible disappearance also involve the occlusion of an object, 

which apparently does result in infants’ surprise when the object fails the appear. In terms of 

future learning opportunities, the only difference regarding the object’s temporary 

disappearance is that in one case it moves behind an occluder (and later fails to appear in the 

disappearance violation), while in the other scenario the object is removed from the scene (and 

later magically appears during the violation). Considering that infants have no prior knowledge 

of the outcome of either scenario, it is unclear why they would consider one of these 

“disappearance” scenarios a potential learning opportunity, whilst entirely erasing their object 

representation in the other scenario.  

 Furthermore, as the data from Experiment 5 suggests, adults also preferentially encoded 

the items in the scene, and their working memory processes – measured via pupil dilation – 

were determined by the number of items they were required to maintain in memory. However,  

unlike infants, adults managed to recruit an alternative mechanism to solve the task, as it is 

suggested by above chance performance at detecting changes at an empty location. The data 

suggests that adults succeeded by creating a higher order representation of the collection of the 

items, in which the distance between particular items was also represented. However, detecting 
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the addition of an item required the retrieval of the entire pattern, which resulted in slower and 

more error prone responses.   

 Crucially, unlike infants, adults in Experiment 5 received explicit instructions to track 

the empty locations. In addition, the adults were aware of the potential outcomes of the trial, 

i.e. that items were added or deleted 50% of the time. Thus, it is possible that although adult 

participants managed to recruit a strategy to solve the task, they would not have spontaneously 

represented the empty locations. In stark contrast with adults, infants in Experiment 4 had no 

indication to attend to the empty location, and the change in the environment (i.e. the 

appearance of a toy) was not particularly behaviourally relevant. In addition, they only saw a 

single violation event, and therefore they did not have the opportunity to develop a strategy to 

track empty locations, even if both the motivation and the cognitive competence had been 

present to do so.  

 Interestingly, honey bees (Howard et al., 2018) and rhesus monkeys (Ramirez-

Cardenas & Nieder, 2019) have been shown to give accurate behavioural responses to empty 

sets. Bees were trained to select one of two displays associated with the smaller numerosity – 

i.e. to land on a display with two diamonds as opposed to another display with three diamonds. 

Importantly, if an empty display was paired with another display depicting diamonds, bees 

successfully selected the empty display as the smaller numerosity. Moreover, bees made more 

errors when the empty display was paired with the numerosity ‘one’ as opposed to larger 

numerosities; known as the distance effect, which is considered the hallmark of number 

discrimination (Nieder, 2016).  

 Similarly, monkeys (Ramirez-Cardenas & Nieder, 2019) were shown a display with a 

number of dots, followed by a short delay and a response phase. During the response phase, 

monkeys were shown another display, and they had to release a lever if the number of dots on 

the response display matched the number of dots on the previous display. Monkeys, similarly 



 252 

to bees, managed to develop a strategy to correctly match an empty display to another empty 

display, and they showed the same distance effect as the bees. Moreover, when representing 

empty sets, activation was observed in the number-specific areas of the brain, which suggests 

that the monkeys did not solve the task via perceptual matching. 

 However, it is noteworthy that both the bees and the monkeys were rewarded with a 

sugar solution on correct trials, and it is therefore possible that the animals gradually developed 

an accurate behavioural response over multiple traingin trials in order to attain the reward, with 

or without an abstract representation of emptiness or zero. Relatedly, successful mapping of 

empty sets was preceded by numerous trials, which seems to indicate that the animals did not 

spontaneously represent empty sets but required a long reinforcement learning period to 

succeed at the task.  

 In contrast to this interpretation, a recent study found some evidence to suggest that 8-

day-old chicks spontaneously represent the absence of items at a location (Szabó et al., 2021). 

Chicks were tested in a paradigm based on Wynn & Chiang (1998), in which an item is added 

to or removed from the scene, followed by the presence or absence of an object at the outcome 

(Chapter 7, Figure 7.1). Similarly to human infants, chicks looked longer to the outcome where 

an object failed to appear following its addition to the scene (impossible disappearance 

condition). Furthermore, similarly to infants, chicks did not look longer if an object appeared 

after its removal from the scene (impossible appearance condition). However, chicks showed 

a left eye bias to the violation of impossible appearance, which has previously been linked to 

detecting novel outcomes.  

 The authors interpret this response as evidence that chicks represented the absence of 

the object after its removal, and inspected the subsequently presented object as though it was 

a novel object that cannot be identical to the one that had been removed. Contrary to this 

interpretation, the fact that chicks demonstrated a response that is routinely linked to detecting 
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perceptual novelty seems to suggest that this scenario accorded with their experience less than 

if the object appeared in a possible way. Importantly, these results seem to highlight the 

methodological issue discussed throughout the thesis, namely that perceptual novelty and the 

violation of abstract principles are often measured with the same variables, yielding identical 

results. Moreover, this may not be a shortcoming of the measures but it may point to the fact 

that the violation of abstract principles is intimately related to perceptual novelty and the 

amount of previous experience the subject has with the corresponding scenario. 

 Critically, in the above study the object that magically appeared at an empty location 

was the object that the chicks had been imprinted on. This suggests that even non-primate 

animals might spontaneously form expectations regarding a behaviourally highly relevant 

scenario. The finding that chicks responded to a violation involving the imprinted object seems 

to resemble the finding that human infants also responded differently in search tasks where 

they were required to look for their mothers in a game of hide and seek compared to when they 

looked for strangers or inanimate objects (Legerstee, 1994). Better performance when 

searching for the mother seems to imply that infants had stronger representations of their 

mothers than any other animate or inanimate object that they searched for. This finding is 

therefore in line with the empirical evidence that prior experience with the experimental stimuli 

modulates infants’ responses (Chiang & Wynn, 2000; Shinskey & Munakata, 2005 ), and with 

the theoretical proposal that infants’ representations undergo development and the initially 

weak, sensory representations gradually gain a more symbolic, abstract quality (Fischer & 

Bidell, 1991; Munakata et al., 1997; Mareschal, 2000). 

 

9.3. Limitations and future directions 

 Firstly, the results of my first three experiments did not confirm my initial hypothesis, 

namely that surprise facilitates learning in infancy. It is crucial to acknowledge that the absence 
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of evidence for an effect does not prove that the phenomenon does not exist. As discussed in 

Section 9.1., different types of surprises with different representational content may underlie 

the same responses, and therefore it may be possible that certain types of surprises facilitate 

learning, while others have little to no effect. 

 The experimental evidence, most emphatically Experiment 3, seems to suggest that the 

violation of strong, pre-existent expectations does not elicit better learning. However, as 

discussed in Section 9.1., I now believe that the violations of perceptual expectations that are 

built up in the framework of the experiment may result in a stronger effect than the violation 

of extremely reliable, well-established expectations regarding solidity, continuity or object 

permanence.  

 In light of the experimental evidence, I believe that it may have been a better approach 

to examine simple, sensory violations first and investigate the impact of these types of 

unexpected events. Therefore, future research may attempt to explore whether the surprising 

presentation of perceptually novel items enhances subsequent encoding, as it has been shown 

in adult (Horstmann, 2015) and infant paradigms (Kayhan et al., 2019).  

 Furthermore, I believe it may be worth exploring the similarities between the 

mechanism of updating predictions based on unexpected information (i.e. surprise-based 

learning) and the mechanism that enables infants to extract patterns from the sensory stimuli 

(i.e. statistical learning). It appears to me that detecting a change in an ongoing perceptual 

stimulus (i.e. ‘surprise’) is a necessary prerequisite for encoding the subsequent pattern as a 

new regularity. Therefore, future studies may wish to explore the relationship between the 

magnitude of infants’ response when a previous regularity is overwritten and the propensity 

with which they learn the upcoming pattern.  

 With respect to the methods adopted in the thesis, it is important to acknowledge the 

interpretative gap between the observed differences in the dependent variable and the 
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phenomena that we attempt to explain. It appears to me that – as is the case with looking times 

– other measures might also be affected by the problem that multiple underlying cognitive 

mechanisms may yield identical results. Therefore, I attempted to contrast multiple measures 

in order to strengthen my theoretical conclusions; however, only Experiment 5 was specifically 

designed to fulfil this criterion. In hindsight, I would implement the use of multiple measures 

at the design stage along with specific a priori hypotheses regarding the relationship between 

the different measures. 

 Importantly, the experimental findings have left a number of questions unanswered. 

Firstly, Experiment 1 did not yield significant results regarding infants’ ability to detect the 

impossible disappearance of an object. This finding is at odds with previous studies 

demonstrating this ability at an earlier age compared to my participants. As discussed in 

Chapter 2 and in Section 9.1. above, I hypothesise that it is the lack of specific object 

knowledge and the cognitive load associated with the encoding of unfamiliar items that 

contributed to these results. Therefore, future studies may wish to explore whether the 

unfamiliarity of an object contributes to infants’ failure to register a violation-of-expectation. 

 A future experiment could control for this possibility by presenting infants with the 

disappearance of unfamiliar objects, as in Experiment 1. Another group of infants, however, 

would be given an opportunity to manually explore the same unfamiliar objects, and positive 

evidence for a surprise response in this condition would confirm that infants’ expectations 

regarding object permanence are indeed anchored to their experience with specific objects. If 

infants respond to a violation once they are familiar with the objects, but not otherwise, then 

this might indicate that it is not only a lingering iconic memory of the object that is used to 

detect the disappearance, as Haith (1998) claims (see Chapter 6 for a detailed discussion). 

Similarly to familiar objects, unfamiliar objects also trigger iconic memories; therefore, a 

difference in the results might imply that infants’ knowledge of a particular object and/or 
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knowledge of the category also contribute to their expectations regarding the object’s 

behaviour. 

 Secondly, a question that is yet to be answered concerns the distinction between 

displaying a particular gaze pattern in response to surprise on the one hand, and demonstrating 

accurate behavioural response on the other. In Experiment 5, I used both eye-tracking data and 

behavioural measures to examine adults’ ability to represent empty locations. However, the 

study was not designed to directly link their gaze data following deletion or addition to 

behavioural accuracy. In a subsequent experiment, participants would be presented with the 

outcome – involving a change on half of the trials – but participants would be requested to 

respond after a delay period. This design would enable the analysis of participants’ gaze data 

immediately after the violation; namely, participants may respond with increased pupil dilation 

and may fixate on the location where the change had taken place. These results could then be 

linked to behavioural accuracy. Previous research suggests that participants detect the deletion 

of item in an automatic, involuntary fashion, even if they fail to report the change (Ryan & 

Cohen, 2004; Henderson & Hollingworth, 2003; Võ et al., 2010). The design described above 

would therefore shed light on the question whether the unexpected addition of an item is not 

detected in the same automatic, involuntary fashion as the deletion of items, or, rather, these 

involuntary responses are present but they do not translate into accurate behavioural responses. 

In Experiment 5 participants’ reaction times were also measured, which required them to 

respond as quickly and accurately as possible, and therefore this analysis could not be 

conducted. 

 

9.4. Summary 

 The work presented in this thesis was motivated by the question as to how learning is 

possible in infancy, given the overwhelming amount of new information and infants’ limited 
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cognitive capacity. According to my main hypothesis, surprise might act as a filtering 

mechanism that selects relevant information that is ‘worth learning’.  

 Firstly, the results do not confirm that surprise facilitates learning in infancy, despite 

clear evidence that infants indeed detected the impossible events.  

 Secondly, the results suggest that both infants and adults selectively attend to distinct 

objects in the scene, and encoding these objects overshadows the encoding of other, 

behaviourally less relevant information. Therefore, empty locations do not seem to be encoded 

efficiently even in adulthood, and they do not seem to be encoded at all in 12-month-old infants. 

 Overall, the thesis obtained negative evidence for my initial hypothesis regarding the 

link between surprise and learning. Therefore, I continually reassessed my findings and 

updated my research questions. On the one hand, the evidence I obtained in the current work 

would substantially change the direction I initially set out to follow, if I were to examine these 

questions again. On the other hand, the work has enabled me to critically assess my hypotheses 

and to recognise important, meaningful findings – even if they do not confirm my predictions. 
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Appendix A 

Correlations between pupil dilation and viewing distance (Experiments 1 and 2) 

 

Negative correlations indicate that the farther the infant’s eyes are from the screen, the smaller 

the pupils appear in the eye-tracker’s camera which records the measure. Positive correlations 

indicate that the brightness of the screen impacts pupil dilation; larger distances from the light 

source are associated with more pupil dilation, and the pupils constrict as the participant leans 

closer to the screen. 

 

Table A1. Correlations between pupil diameter and viewing distance in Experiment 1. Pearson correlation 
coefficients were calculated between the pupil diameter of one eye and the viewing distance of the 
corresponding eye. The data from the entire trial was taken into account for each participant, excluding 
the calibration and the familiarisation interval. Missing data was removed and the data was not 
interpolated.  
 

Participant ID 
Violation  
Left Eye  

(r) 

Violation  
Right Eye 

(r) 

Control  
Left Eye  

(r) 

Control  
Right Eye  

(r) 
1 0.108** 0.221** 0.188** 0.236** 

2 0.494** 0.128** 0.127** 0.129** 

3 -0.022* 0.108** 0.269** 0.05** 

4 0.458** 0.016 0.124** -0.425** 

5 0.144** 0.132** 0.287** -0.09** 

6 0.153** 0.483** 0.726** 0.852** 

7 0.148** 0.236** -0.122** -0.197** 

8 -0.378** -0.319** 0.297** 0.149** 

9 -0.15** -0.196** -0.292** 0.003 

10 0.277** -0.011 -0.069** -0.098** 

11 0.409** 0.152** 0.301** 0.035** 

12 0.604** 0.643** 0.506** 0.436** 

13 0.063** -0.106** 0.403** 0.028* 

14 0.086** -0.009 0.491** 0.561** 
 
*  significant at p < 0.05 
**significant at p < 0.01 
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Table A2. Correlations between pupil diameter and viewing distance in Experiment 2. Pearson correlation 
coefficients were calculated between the pupil diameter of one eye and the viewing distance of the 
corresponding eye. The data from the entire trial was taken into account for each participant, excluding 
the calibration and the familiarisation interval. Missing data was removed and the data was not 
interpolated.  
 

Participant ID  
Left Eye 

(r) 
Right Eye 

(r) Condition  

1 0.272** 0.193** Control 

2 0.089** 0.047** Violation 

3 0.015 -0.061** Violation 

4 -0.257** -0.349** Violation 

5 0.395** 0.248** Violation 

6 0.074** -0.267** Control 

7 0.307** 0.269** Control 

8 0.577** 0.491** Violation 

9 0.153** -0.127** Control 

10 -0.073** -0.34** Control 

11 -0.104** -0.08** Control 

12 0.197** 0.03* Violation 

13 -0.05** -0.016 Control 

14 0.456** 0.278** Control 

15 0.209** 0.111** Control 

16 0.323** 0.36** Violation 

17 0.555** 0.35** Violation 

18 0.69** -0.019 Violation 

19 0.409** 0.223** Control 

20 0.798** 0.287** Control 

21 -0.215** -0.464** Control 

22 0.147** -0.036* Control 

23 0.088** 0.023 Control 

24 0.02 -0.177** Violation 

25 -0.306** 0.142** Violation 

26 0.332** 0.083** Control 

27 0.197** 0.148** Violation 

28 0.258** 0.067** Control 

29 -0.114 0.282* Violation 

30 0.33** 0.301** Control 
 
    *  significant at p < 0.05 
    **significant at p < 0.01 
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Appendix B.  

Experiment 3. Analysis of the dataset using an interpolation window of 300ms 

 

 In order to test whether the size of the window used for interpolation in the main 

analysis (83.33ms) contributed to the findings, I ran the same analyses on the dataset after 

interpolating missing pupil values with a maximum gap of 36 samples (300ms). This resulted 

in the retention of 1 additional participant, and 99 and 35 additional trials during the labelling 

and the memory intervals, respectively. This larger sample was then submitted to the same data 

pre-processing steps and statistical analyses as reported in the Results section of Experiment 3 

(Chapter 4). 

 

Labelling data 

 Pupil data in the labelling phase interpolated with a maximum gap of 36 missing 

samples (300ms), and the results of permutation analysis are depicted in Figure B1. The t values 

indicate the differences across conditions at each time point. The black lines (top lines) indicate 

the significant (uncorrected) p values, and the red lines (bottom lines) indicate the time points 

where differences across conditions remained significant after correcting for multiple 

comparisons using the method of Benjamini and Hochberg (1995).  
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Figure B1. Pupil dilation following correct labelling and mislabelling using an interpolation window of 
300ms. a) Changes in pupil dilation as a function of condition. 0s: Label1 onset, 3s: Label2 onset. Pupil 
data was baseline corrected using the 500ms of the stationary image preceding the onset of the first label. 
Error bars represent the standard error of the mean. b) Results of the permutation analysis (np = 1000) 
indicating significant differences (p < 0.05) across conditions at each time point (black line/top line: 
uncorrected, red line/bottom line: corrected). 

  

 Intervals where consecutive corrected p values remained significant for at least 50ms 

(grey rectangles) indicated a difference between conditions emerging after 2000ms of the onset 

of the first label (2033-2091ms, 2641-2700ms and 2725-2775ms) and approximately 1800ms 

following the onset of the second label (4891ms-4950ms). Based on this analysis, I selected 

two 1s intervals to conduct inferential statistics and assess whether these differences are robust 

across a larger time window, as discussed in the main analysis.  

a 

b 
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 Infants’ pupil data in each condition was averaged in the 2000-3000ms interval 

following the onset of the first label and in the 1500-2500ms following the onset of the second 

label. A 2 x 2 x 2 mixed design ANOVA was conducted on the pupil data with the within-

subjects variables of Window (1, 2) and Condition (Correct labelling, Mislabelling) and the 

between subjects variable Group (Wrong Label, Novel Label). This analysis yielded a 

significant main effect of Condition, F(1, 40) = 4.51, p = 0.040, η2 = 0.101, with more dilated 

baseline-corrected pupils following mislabelling (M = -0.040, SE = 0.025) compared to correct 

labelling (M = -0.080, SE = 0.023). The analysis also yielded a significant main effect of 

Window, F(1,40) = 51.42, p < 0.001, η2 = 0.562, with more dilated pupils in the second window 

(M = -0.015, SE = 0.025) compared to the first window (M = -0.105, SE = 0.021), irrespective 

of Condition. No other effects were significant. 

 In addition, I tested whether the effect is also present in the time windows reported in 

the main analysis, and I conducted the ANOVA using the same independent variables on the 

pupil data averaged within the 1500-2500ms intervals following the onset of each labelling 

event (1500-2500ms, 4500-5500ms). This analysis also resulted in a significant main effect of 

Condition, F(1,40) = 4.69, p = 0.036, η2 = 0.105. Baseline-corrected pupil diameter was 

significantly larger following mislabelling (M = 0.001, SE = 0.022) compared to correct 

labelling (M = - 0.039, SE = 0.024). No other effects were significant. In conclusion, the 

interpolation of missing data using the larger window of 36 samples (300ms) and the smaller 

tolerated gaps of 10 samples (83.33ms) resulted in the same findings, and the effect was also 

robust in the analysis windows that differed from the ones used in the main analysis. 

 

Recognition memory data 

 Infants’ pupil data during the memory phase interpolated with a maximum gap of 36 

missing samples (300ms) and the results of permutation analysis are depicted in Figure B2. 
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Intervals where corrected p values remained significant for consecutive time points across at 

least 50ms (grey rectangles) indicated a difference across conditions emerging approximately 

1600ms after the onset of the test image, which was sustained for a large proportion of the 

remaining interval (1608-1750ms, 1791-1891ms, 1933-2000ms, 2133-2250ms, 2300-2516ms, 

2600-2741ms, 2816-2891ms). 

 

 

     

Figure B2. Pupil dilation during the recognition memory test using an interpolation window of 300ms.  
a) Changes in pupil dilation as a function of condition. 0s: Image onset. Pupil data was baseline corrected 
using the 500ms of the fixation image preceding the onset of the test image. Error bars represent the standard 
error of the mean. b) Results of the permutation analysis (np = 1000) indicating significant differences 
across conditions at each time point. 

 

a 

b 
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 As with the labelling data, in order to test whether these differences were robust across 

a larger interval, a 1s analysis window was selected to conduct further inferential statistics. 

Based on the results of the permutation analysis, infants’ pupil dilation in the three conditions 

were averaged within the analysis window of 2000-3000ms following the onset of the test 

image and submitted to a 3 x 2 mixed design ANOVA with the within-subjects variable 

Condition (Previously correctly labelled, Previously mislabelled, New) and the between-

subjects variable Group (Wrong Label, Novel Label). This analysis yielded a significant main 

effect of Condition, F(2,80) = 3.63, p = 0.031, η2 = 0.083. Infants pupils were significantly 

more dilated in response to the previously correctly labelled compared to the new images, t(41) 

= 2.55, p = 0.015, and the previously mislabelled compared to the new images, t(41) = 2.61, p 

= 0.012, with no difference between the previously correctly labelled and mislabelled images, 

t(41) = 0.026, p = 0.980.  (Correct: M = 0.018, SE = 0.025, Mislabelled: M = 0.017, SE = 0.025, 

New: M = -0.056, SE = 0.021). In addition, the ANOVA also resulted in a significant main 

effect of Group, F(1,40) = 4.33, p = 0.044, η2 = 0.098, with more dilated pupils in the Wrong 

Label group (M = 0.023, SE = 0.022) compared to the Novel Label group (M = -0.44, SE = 

0.024), irrespective of Condition. No other effects were significant. 

 In summary, the analysis of the recognition memory data interpolated with a maximum 

gap of 36 samples (300ms) indicated a similar time course of the effect and resulted in the same 

statistical findings as the main analysis in Chapter 4. 

 Lastly, I conducted correlation analyses between the difference scores in pupil size 

during the labelling trials in each window of interest (Mislabelling – Correct labelling in 

Window 1 and 2, respectively) and the difference scores at the memory test (Previously 

mislabelled items – Previously correctly labelled items), as in the main analysis. With regards 

to the first window, I used the Labelling data averaged within both the 1500-2500ms and the 

2000-3000ms intervals following the onset of the first label. If surprise enhances memory for 
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the item, pupil dilation during encoding is expected to be positively correlated with pupil 

dilation during the recognition memory test. I found no significant associations between 

infants’ pupil dilation following correct and incorrect labelling and their memory scores in 

response to these images: Window1 (1500-2500ms): r(40) = -0.058, p = 0.717, Window1 

(2000-300ms) : r(40) = -0.101, p = 0.525, Window2 (4500-5500ms): r(40) = - 0.254, p = 0.105. 

These results are in line with the conclusions presented in the main analysis, namely that infants 

did not show enhanced recognition memory for those images that had previously been 

mislabelled. 
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Appendix C 

Experiment 5. Descriptive statistics 

 

Table C1. Experiment 5. Percentage of correct trials in the training block and the two experimental blocks 
 

Participant ID 
(*excluded) 

Training trials 
(% correct) 

Chance level: 65% 

Block4 
(% correct) 

Chance level: 57.5% 

Block8 
(% correct) 

Chance level: 57.5% 
1 85 96.66 83.33 
2 95 83.33 72.5 
3* 60 53.33 51.66 
4 90 93.33 78.33 
5 100 91.66 83.33 
6* 45 50.83 53.33 
7* 100 83.33 54.16 
8 100 92.5 74.16 
9 90 97.5 82.5 
10 100 90 61.66 
11 95 85 66.66 
12 90 96.66 84.16 
13 90 94.16 73.33 
14 90 94.16 75.83 
15 95 92.50 73.33 
16 75 99.16 76.66 
17 95 58.33 62.50 
18 95 95 77.50 
19 90 92.50 71.66 
20 90 83.33 60.83 
21 85 99.16 77.50 
22 75 71.66 58.33 
23 100 94.16 64.16 
24 95 95.83 77.50 
25 90 93.33 68.33 
26 90 90.83 76.66 
27* 55 72.50 53.33 
28 85 89.16 63.33 
29 100 95.83 70.83 
30 95 86.66 65 
31 90 95 64.16 
32 65 78.33 66.66 
33 95 92.5 68.33 
34 100 85 59.16 
35 100 90.83 81.66 
36 90 95.83 80 
37 100 83.33 58.33 
38* 100 72.5 45 

Mean 
(included participants) 91.51 90.10 71.61 

SD 
(included participants) 8.05 8.36 8.01 
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Table C2. Experiment 5. Descriptive statistics of the percentage of correct responses and reaction times as 
a function of Condition. Accuracy in each condition in each experimental block was compared to the test 
values of 100 and 50 using one-sample t-tests.  
 

 

 
 
 
 

Condition 
Block1: 

Small pattern 
Block2: 

Large pattern 

Accuracy 
% 

Reaction times 
(ms) 

Test statistics 
comparing 

accuracy to 100% 
(ceiling) 

Test statistics 
comparing 

accuracy to 50% 
(chance) 

Block 1 I-NC M = 94.29 
SE = 1.15 

M = 1077.6 
SE = 45.8 

t(32) = 4.95 
p < 0.001 

t(32) = 38.44 
p < 0.001 

Block 2 I-NC M = 85.19 
SE = 2.15 

M = 1064.1 
SE = 42.0 

t(32) = 6.87 
p < 0.001 

t(32) = 16.33 
p < 0.001 

I-NC Total M = 90.97 
SE = 1.12 

M = 1070.8 
SE = 37.7   

Block 1 I-C M = 90.28 
SE = 1.59 

M = 1356.3 
SE = SE = 48.0 

t(32) = 6.07 
p < 0.001 

t(32) = 25.18 
p < 0.001 

Block 2 I-C M = 76.56 
SE = 2.55 

M = 1259.1 
SE = 35.9 

t(32) = 9.17 
 p < 0.001 

t(32) = 10.39 
p < 0.001 

I-C Total M = 85.13 
SE = 1.66 

M = 1307.7 
SE = 34.8   

Block 1 E-NC M = 84.93 
SE = 2.51 

M = 1353.2 
SE = 51.3 

t(32) = 5.99 
p < 0.001 

t(32) = 13.89 
p < 0.001 

Block 2 E-NC M = 58.97 
SE = 2.64 

M = 1449.1 
SE = 48.2 

t(32) = 15.56 
p < 0.001 

t(32) = 3.41 
p = 0.002 

E-NC Total M = 74.73 
SE = 1.63 

M = 1401.1 
SE = 40.8   

Block 1 E-C M = 90.96 
SE = 1.74 

M = 1170.6 
SE = 43.2 

t(32) = 5.19 
p < 0.001 

t(32) = 23.53 
p < 0.001 

Block2 E-C M = 65.91 
SE = 2.53 

M = 1316.5 
SE = 54.4 

t(32) = 13.47 
p < 0.001 

t(32) = 6.28 
p < 0.001 

E-C Total M = 80.37 
SE = 1.66 

M = 1243.5 
SE = 41.9   
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Table C3. Experiment 5. Descriptive statistics of the percentage of correct responses and reaction times as 
a function of Pattern density. The ratio of items and empty locations was 3:1 in dense patterns, 1:1 in 
medium density patterns, and 1:3 in sparse patterns. 
 

Condition 

Accuracy 
% 
 

Sparse 
pattern 

 

Reaction 
times 
(ms) 

Sparse 
pattern 

 

Accuracy 
% 
 

Medium 
density 
pattern 

Reaction 
times 
(ms) 

Medium 
density 
pattern 

Accuracy 
% 
 

Dense 
pattern 

 

Reaction 
times 
(ms) 

Dense 
pattern 

 

I-NC M = 93.96 
SE = 1.14 

M = 11.68.4 
SE = 47.5 

M = 90.01 
SE = 1.71 

M = 1338.2 
SE = 45.6 

M = 85.70 
SE = 1.64 

M = 1375.5 
SE = 47.8 

I-C M = 90.04 
SE = 1.52 

M = 1541.5 
SE = 55.2 

M = 80.95 
SE = 2.46 

M = 1723.4 
SE = 42.8 

M = 79.93 
SE = 2.77 

M = 1746.1 
SE = 51.08 

E-NC M = 74.46 
SE = 2.13 

M = 1788.7 
SE = 54.3 

M = 68.06 
SE = 2.29 

M = 1868.8 
SE = 43.4 

M = 72.86 
SE = 2.49 

M = 1759.6 
SE = 43.3 

E-C M = 79.43 
SE = 2.33 

M = 1573.7 
SE = 45.13 

M = 76.68 
SE = 2.14 

M = 1574.9 
SE = 53.7 

M = 78.85 
SE = 2.24 

M = 1475.8 
SE = 50.3 

Total M = 85.56 
SE = 1.13 

M = 1518.1 
SE = 38.5 

M = 81.35 
SE = 1.25 

M = 1626.3 
SE = 40.8 

M = 81.48 
SE = 1.51 

M = 1589.2 
SE = 41.9 
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Table C4. Experiment 5. Descriptive statistics of the percentage of correct responses and reaction times as 
a function of Pattern size. Four locations were presented in the first block and 8 locations in the second 
block. 
 

Condition 

Accuracy 
% 

Block 1: 
Small pattern 

Reaction times 
(ms) 

Block 1: 
Small pattern 

Accuracy 
% 

Block2: 
Large pattern 

Reaction times 
(ms) 

Block2: 
Large pattern 

I-NC M = 94.78 
SE = 1.08 

M = 1277.4 
SE = 45.5 

M = 87.16 
SE = 1.91 

M = 1321.4 
SE = 46.6 

I-C M = 90.99 
SE = 1.46 

M = 1677.9 
SE = 45.04 

M = 79.26 
SE = 2.250 

M = 1664.7 
SE = 36.8 

E-NC M = 86.57 
SE = 2.18 

M = 1730.3 
SE = 55.02 

M = 62.90 
SE = 2.28 

M = 1911.4 
SE = 38.3 

E-C M = 91.76 
SE = 1.61 

M = 1436.0 
SE = 49.4 

M = 68.97 
SE = 2.36 

M = 1692.4 
SE = 56.2 

Total M = 91.03 
SE = 1.30 

M = 1530.4 
SE = 45.3 

M = 74.58 
SE = 1.31 

M = 1647.5 
SE = 37.49 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 


